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Abstract

We characterize the value of outcome-free covariate-treatment records for estimating a
conditional average treatment effect at the center of the unit covariate cube. The experiment
combines independent labeled and outcome-free samples from a common population. Under
a known uniform covariate design, conditional exchangeability, a public overlap level 0 <
ε < 1/2 with propensity values in [ε, 1 − ε], binary responses with arm means in [0, 1],
and public Hölder regularity, we establish the sharp minimax expected absolute-error rate
uniformly over labeled counts of at least two and every nonnegative auxiliary count. The
propensity and control-mean smoothness orders lie in (0, 1], the contrast smoothness order
lies in [1, 3], and the common public Hölder radius satisfies L > 1/2. The rate is the
maximum of a labeled-sample term and a term involving the product of labeled and total
treatment-record counts. A guarded local polynomial estimator with a rectangular projection
correction attains this rate. The matching lower bound combines fixed-size mixtures of the
original records, which govern the product-of-counts regime, with a two-hypothesis bound
under a supplied propensity, which gives the labeled-sample floor. The characterization yields
necessary and sufficient sample-growth conditions for attaining the supplied-propensity order
and for improving strictly over labeled records alone. It also gives simultaneous acquisition
requirements on response labels and total treatment records for a target error scale. The rate
exponents do not depend on ε, while the comparison constants may depend on it together
with the other fixed public parameters.

1 Introduction

This paper establishes a sharp pointwise precision benchmark for conditional average treatment
effect estimation when responses are observed on a smaller collection of records than covariates
and treatment assignments. We consider n ≥ 2, the labeled-record count, and m ≥ 0, the
independent outcome-free covariate-treatment record count. For the specified potential-outcome
class in Definition 3, with known uniform covariate design and the public parameter restrictions
stated below, the minimax expected absolute error is

R(n,m)⏞ ⏟⏟ ⏞
minimax pointwise absolute-error risk

≍ max
{︂
n−γ/(2γ+d), [n(n+m)]−γ/(2γ+d+γd/(α+β))

}︂
,

where d is the covariate dimension, and α, β, γ are the Hölder smoothness orders of the propen-
sity, control response mean, and causal contrast, respectively. The target is the conditional
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causal contrast at the cube’s center. The comparison holds uniformly over both record counts,
with constants depending on the fixed public class parameters. A fully specified decision based
on the observed records attains this order, as established in Theorem 2.

The model fixes the covariate distribution to be uniform on [0, 1]d, with d ≥ 1, and assumes
conditional treatment exchangeability. Treatment and potential responses are binary. For a fixed
public ε ∈ (0, 1/2), the propensity lies in [ε, 1−ε], and both potential-response means lie in [0, 1]
throughout the cube. The public smoothness orders satisfy α, β ∈ (0, 1] and γ ∈ [1, 3], with L,
the common public Hölder radius, satisfying L > 1/2. These restrictions define the primitive law
class in Definition 3; the independent, common-population record blocks follow Assumption 9.
Admissible conditional-margin witnesses satisfy the restrictions over the whole cube. Their con-
tinuous contrast, together with full-support design and the identifying assumptions, determines
the point target uniquely from the observed law.

The distinction between record types has a direct acquisition interpretation. Response ascer-
tainment through chart review can yield labeled records containing covariates, treatment, and
the true response, while routine records supply covariates and treatment. Surrogate-assisted
treatment-effect estimation provides a related electronic-record setting [Cheng et al., 2021, Sec-
tions 2.1, 2.5–2.6, and 4]. Within the present sampling model, adding a new independent labeled
record changes (n,m) to (n+ 1,m). Labeling one already-counted outcome-free record changes
the composition to (n+1,m− 1) at fixed total count; if the record index is fixed in advance, or
chosen by a randomization independent of all records, the resulting dataset follows the stated
sampling law at (n+1,m− 1). Adding a new outcome-free record changes (n,m) to (n,m+1).
The sharp risk formula benchmarks these sample compositions under the stated independent-
sampling assumptions.

The estimator combines a coarse local polynomial fit with a finer projection correction.
It splits the original records into independent outcome and treatment roles, whose sizes are
proportional to the labeled and total treatment-record counts. A rectangular average across these
roles corrects the local estimating moments for the unknown nuisance functions. An empirical
eigenvalue guard and clipping produce a finite Borel decision for every dataset. Under the stated
model conditions, Theorem 1 bounds its risk by effect approximation, nuisance approximation,
localized response sampling, and rectangular sampling terms. Public tuning balances these
terms to attain the sharp rate.

The matching lower bound retains the original fixed-size observation experiment. The con-
struction in Theorem 4 couples propensity and response perturbations while preserving identical
auxiliary-only mixture laws across hypotheses. Its information bound supplies the nuisance con-
verse in Lemma 6 over the range where the product-of-counts term governs precision. The
supplied-propensity comparison in Theorem 3 establishes the labeled-sample order n−γ/(2γ+d)

over the same primitive class and every auxiliary count. Together, these lower bounds and the
attaining estimator give the uniform minimax characterization, including randomized decisions.

The characterization distinguishes strict improvement from attainment of the supplied-
propensity order. Write S = α+ β, the combined nuisance smoothness, and let Scrit denote the
smoothness threshold and q∗ the total-record growth exponent:

Scrit =
γd

2γ + d
, q∗ =

γd

S(2γ + d)
.

At and above the threshold, labeled records alone attain the supplied-propensity order. Below
it, attainment along an auxiliary-size sequence requires total treatment-record counts to remain
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at least a positive constant times nq∗ . Below the smoothness threshold, strict asymptotic im-
provement over labeled records alone occurs exactly when the auxiliary-to-labeled ratio diverges.
Proposition 1 also translates a target absolute-error scale into simultaneous requirements on the
labeled count and the product of labeled and total counts. These are risk requirements up to
parameter-dependent constants, with exact equivalences for the displayed rate.

The closest supervised comparison is Kennedy et al. [2024, Section 3, Theorems 1–2 and
equation (14)]. At zero auxiliary records, our rate has the same numerical exponents and
smoothness cutoff, as recorded in Lemma 7. Their statistical guarantees concern their bounded-
density model and stated attainment conditions; the lower bound for our known-uniform class
combines the original-record construction in Theorem 4 and Lemma 6, which covers smoothness
below Scrit with total count at most nq∗ , with the labeled-sample floor n−γ/(2γ+d) from the
constant-nuisance subfamily in Theorem 3. Semi-supervised analyses of average and quantile
treatment effects characterize nuisance-dependent expansions and inference for marginal targets
[Chakrabortty and Dai, 2022, Theorem 2.1, Corollary 2.1, Theorem 3.1, and Corollary 3.1]. Our
contribution characterizes worst-case pointwise absolute error and its acquisition requirements
for the specified conditional target. The projection construction connects local residualized
regression [Kennedy, 2023, Theorem 3] with finite-rank second-order correction [Robins et al.,
2009, Lemma 3].

The exposition proceeds through related work, setup and assumptions, the estimator con-
struction, sharp precision and sample requirements, and discussion and limitations. The upper-
bound argument is organized in Section A, the original-record converse in Section B, and the
acquisition algebra in Section C.

2 Related work

The closest comparison is Kennedy et al. [2024, Section 3, Theorems 1–2 and equation (14)], who
characterize supervised pointwise CATE estimation under Hölder smoothness. Write n for the
labeled sample size, d for the covariate dimension, and α, β, and γ for the propensity, control-
mean, and treatment-effect smoothness orders. With spub = (α + β)/2, their absolute-error
exponents are

1

1 + d/(2γ) + d/(4spub)
when spub <

d/4

1 + d/(2γ)
,

γ

2γ + d
otherwise.

Published attainment requires their matrix regularity, smooth nuisance-estimation errors,
boundedness conditions, and control of the third-order remainder involving covariate-
distribution estimation. Their localized second-order projection correction balances effect
approximation, nuisance approximation, and sampling variation.

The algebraic comparison appears in Lemma 7. It identifies the supervised exponents
obtained by specializing the sample-size expression to zero auxiliary records. Its interpreta-
tion follows the published source model, which permits a bounded covariate density and uses
a construction-specific design in the lower-bound argument. The present potential-outcome
law class with known uniform design, specified in Definition 3, fixes the covariate distribution
throughout. Within that class, Theorem 4 and Lemma 6 supply the original-record testing
argument. These results establish the lower bound in the experiment actually observed by the
decision maker, while the published benchmark supplies the numerical supervised comparison.
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This distinction becomes consequential when information arrives in unequal amounts. The
sampling experiment combines n labeled records with m independent outcome-free covariate-
treatment records; its sampling law is given in Assumption 9. The pointwise absolute-error
characterization in Theorem 2 retains both record counts, and Theorem 3 identifies the precision
attainable when the propensity function is supplied. Together, these results connect the amount
of treatment information to the accuracy of a conditional causal contrast under the paper’s fixed
design, overlap, and smoothness conditions.

Related semi-supervised treatment-effect analyses study population functionals through
asymptotic expansions. Chakrabortty and Dai [2022, Theorem 2.1 and Corollary 2.1] separate
labeled residual variation from averaging over the enlarged covariate sample for average treat-
ment effect estimation. Their corollary addresses a vanishing labeled fraction with a correctly
specified propensity model, retaining explicit nuisance remainders; asymptotic normality
follows under the stated remainder conditions. The corresponding quantile treatment effect
expansions additionally account for the density at the target quantile [Chakrabortty and Dai,
2022, Theorem 3.1 and Corollary 3.1]. These expansions explain robustness and efficiency for
marginal causal functionals. The present risk characterization instead evaluates a conditional
contrast at a fixed interior profile and quantifies worst-case absolute error over the specified
Hölder class.

The information carried by auxiliary records also distinguishes the surrogate-assisted setting
of Cheng et al. [2021, Sections 2.1, 2.5–2.6, and 4]. Their records include outcome-predictive
surrogate variables, potentially measured after treatment, alongside baseline covariates and
treatment. An imputation-based ATE estimator exploits these variables, with robustness to
imputation-model misspecification and local efficiency under their ideal semi-supervised model;
perturbation resampling supports inference. Their electronic health records application illus-
trates the role of surrogate information when chart-reviewed outcomes are scarce. Here, aux-
iliary observations contribute covariate-treatment information, and their value is characterized
through the pointwise risk and sample requirements in Theorem 2 and Proposition 1.

A further comparison concerns the statistical criterion used to measure precision. Kato [2025,
Theorems 4.2 and 4.4 and Corollary 4.5] derive two-sample ATE efficiency bounds for regular
estimators and establish attainment through cross-fitted estimation under nuisance consistency
and product-rate conditions. Their auxiliary sample contains covariates, and their analysis
allows distinct labeled and auxiliary covariate distributions subject to support conditions. With
coincident distributions and the stated evaluation weighting, the efficiency bound separates
outcome residual variation from variation in the conditional effect across covariate profiles.
Those conclusions characterize asymptotic variance at a fixed positive sampling fraction. The
present minimax criterion, defined in Definition 5, measures pointwise absolute error across the
primitive class and accommodates every auxiliary-record count in the stated experiment.

Supplied-predictor conditional estimation offers another route for using auxiliary informa-
tion. Sui et al. [2026, Sections 2.4 and 3 and Theorems 1–3] combine labeled observations,
unlabeled covariates, and a supplied predictor to estimate conditional moment targets. Their
Sobolev-equivalent reproducing kernel Hilbert space conditions support pointwise error bounds
and confidence intervals, with prediction and residual components determining variance.
Structure-adaptive CATE estimation uses different restrictions: Kim [2026, Sections 2.3 and 6,
Corollary 4] give a pointwise squared-error result under bounded ambient-RKHS and overlap
conditions when the contrast lies in the designated lower-complexity subspace; their broader
analysis also treats integrated squared error, source conditions, known lower-dimensional rep-
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resentations, and model selection. Those results use supervised outcomes and RKHS/Sobolev
structure. Our experiment instead fixes a Hölder class, measures pointwise absolute error, and
studies the extra information supplied by outcome-free covariate-treatment records.

Methodologically, the projection correction belongs to the higher-order influence-function
tradition. Finite-rank orthogonal projections provide a tractable representation of second-order
corrections in nonlinear functional estimation [Robins et al., 2009, Lemma 3]. Orthogonal re-
gression supplies the conditional-effect estimating structure: residualized treatment and outcome
regression underlie the R-learner [Nie and Wager, 2021, Section 1], and local polynomial double-
residual regression connects this structure to pointwise smoothness-based estimation [Kennedy,
2023, Theorem 3]. The rectangular projection estimator in Algorithm 2 and Definition 11 com-
bines localization with independent treatment and outcome roles. Its upper bound in Theorem 1
makes the separate sampling contributions explicit, linking the projection architecture to the
unequal information available from labeled and outcome-free records.

3 Setup and assumptions

Throughout, c and C denote finite positive constants whose values may change between appear-
ances. At fixed public parameters, these constants are independent of the sample sizes. We
write a ≲ b when a ≤ Cb, and a ≍ b when both a ≲ b and b ≲ a. Vector norms are Euclidean
unless otherwise indicated. We use N = N0 = {0, 1, . . .} and write N≥1 for the positive integers.
Counts and polynomial multi-indices may be zero; dimensions, resolutions, and sample-index
ranges carry their displayed positive lower bounds. The symbol N = n+m always denotes the
total treatment-record count.

Fix the public parameters

d ≥ 1, α, β ∈ (0, 1], γ ∈ [1, 3], L > 1/2, ε ∈ (0, 1/2).

Here d is the covariate dimension, α, β, γ are the propensity, control-mean, and causal-contrast
smoothness orders, respectively, L is the common Hölder radius, and ε is the overlap level. These
parameters remain fixed as the sample sizes vary.

3.1 Primitive variables and identifying restrictions

We use a coordinate-partial convention for Hölder regularity. For a function f and a regular-
ity order s, the norm ∥f∥Hs controls coordinate derivatives indexed by the nonnegative-integer
multi-index κ, together with their highest-order Hölder variation. The following definition spec-
ifies the convention, including at integer smoothness orders.

Definition 1. [def:holder-norm] (Coordinate-partial Hölder norm) The extended-real Hölder
norm ∥f∥Hs, for f : Rd → R, d ∈ {0, 1, . . .}, and s ∈ R, is

∥f∥Hs =

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
max

⎧⎪⎪⎨⎪⎪⎩ sup
κ∈{0,1,...}d, |κ|≤max{⌈s⌉−1,0}

x∈[0,1]d

|∂κf(x)|, sup
κ∈{0,1,...}d, |κ|=max{⌈s⌉−1,0}

x,x′∈[0,1]d, x̸=x′

|∂κf(x)− ∂κf(x′)|
∥x− x′∥ s−max{⌈s⌉−1,0}

2

⎫⎪⎪⎬⎪⎪⎭ , f ∈ Cmax{⌈s⌉−1,0}([0, 1]d),

+∞, otherwise.

Here |κ| =
∑︁d

i=1 κi, and ∂
κf(x) is the iterated derivative within [0, 1]d, evaluated on coordinate

directions with coordinate i repeated κi times. The differentiability condition means continuous
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differentiability of the indicated order within the cube. Both suprema are taken in the extended
nonnegative reals, with an empty supremum equal to zero.

For positive s, this convention uses derivatives through order ⌈s⌉ − 1 and a highest-order
Hölder exponent of s− ⌈s⌉+ 1. Thus integer orders use a Lipschitz condition on derivatives of
one lower order. Every regularity restriction below is evaluated within the unit cube.

A full record consists of a covariate vector X, a binary treatment indicator A, and binary
potential responses Y (0) and Y (1) under control and treatment. Let P = L(X,A, Y (0), Y (1))
denote their primitive Borel law. The observed response Y selects the potential response corre-
sponding to the realized treatment.

Definition 2. [synth_5] (Observed response selection) The observed response Y for a full
record (X,A, Y (0), Y (1)), where X ∈ Rd is the covariate vector for a nonnegative integer d,
A ∈ {0, 1} is the treatment indicator, and Y (0), Y (1) ∈ {0, 1} are the potential responses under
control and treatment, is defined by

Y =

{︄
Y (0), A = 0,

Y (1), A = 1.

The corresponding observed record is (X,A, Y ).

The evaluation profile is the fixed interior point x0 = (1/2, . . . , 1/2). We write eP for an
admissible propensity witness, µ0,P and µ1,P for admissible control and treated conditional-
mean witnesses, and τP for the canonical continuous causal contrast. Their precise admissibility
requirements are collected in Definition 3. The identifying restrictions begin with the covariate
design and treatment assignment.

Assumption 1. [ass:uniform-design] (Uniform covariate design) The covariate vector X
satisfies

LP (X) = Unif([0, 1]d).

The known uniform design fixes the distribution used for localization and integration and
gives full support on the cube. It is the maintained uniform-design restriction of the bounded-
density framework considered by [Kennedy et al., 2024]. Treatment assignment is linked to the
potential responses through conditional exchangeability.

Assumption 2. [ass:exchangeability] (Conditional treatment exchangeability) The treat-
ment indicator A and the potential responses Y (0), Y (1) satisfy

A ⊥ (Y (0), Y (1)) | X,

where X is the covariate vector.

Conditional exchangeability allows treatment-specific observed means to identify the corre-
sponding potential-response means after conditioning on the covariates [Chakrabortty and Dai,
2022]. Both treatment arms must also be represented throughout the evaluation domain.

Assumption 3. [ass:overlap] (Pointwise overlap on the cube) The overlap condition for a
primitive law P , at the overlap level ε ∈ R, is 0 < ε together with the requirement that the raw
Borel propensity witness carried by P takes values in [ε, 1− ε] at every x ∈ [0, 1]d.
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Bounded overlap keeps both conditional treatment probabilities away from zero, as in the
pointwise conditional-effect framework of [Kennedy et al., 2024]. Here the endpoints are the
public values ε and 1 − ε, with 0 < ε < 1/2, and the restriction applies at every point of the
cube.

The regularity conditions distinguish the two nuisance functions from the causal contrast.
We first impose isotropic Hölder regularity on the propensity.

Assumption 4. [ass:propensity-holder] (Hölder smoothness of the propensity) The desig-
nated Borel propensity witness eP satisfies

∥eP ∥Hα ≤ L.

Isotropic Hölder propensity regularity controls how treatment probabilities vary across
nearby covariate profiles [Kennedy et al., 2024]. The order α is common across coordinates, and
the radius L bounds both the function and its Hölder variation. The control response mean
has its own smoothness order.

Assumption 5. [ass:control-holder] (Hölder smoothness of the control mean) The desig-
nated Borel control-mean witness µ0,P satisfies

∥µ0,P ∥Hβ ≤ L.

Isotropic Hölder control-mean regularity governs variation in the baseline response surface
[Kennedy et al., 2024]. Allowing β to differ from α separates outcome regularity from treatment-
assignment regularity. The target surface is controlled directly by the following restriction.

Assumption 6. [ass:effect-holder] (Hölder smoothness of the causal contrast) The canon-
ical continuous causal contrast τP satisfies

∥τP ∥Hγ ≤ L.

Isotropic Hölder contrast regularity controls the local variation of the conditional treatment
effect itself [Kennedy et al., 2024]. The separate order γ ∈ [1, 3] permits a smoother causal
contrast than either nuisance function and specifies the regularity used to estimate its value at
x0.

The binary-response model also requires pointwise probability bounds on the designated arm
means. We state these restrictions explicitly because admissible witnesses are functions defined
throughout the cube.

Assumption 7. [ass:control-interior] (Control response bounds) The designated Borel
control-mean witness µ0,P satisfies

µ0,P (x) ∈ [0, 1] for every x ∈ [0, 1]d.

This pointwise control-response restriction is specific to the present analysis and keeps the
designated control mean within the Bernoulli probability range, including its endpoints. The
corresponding treated mean obeys the same numerical bounds.

Assumption 8. [ass:treated-interior] (Treated response bounds) The designated Borel
treated-mean witness µ1,P satisfies

µ1,P (x) ∈ [0, 1] for every x ∈ [0, 1]d.

7



The treated-response restriction is likewise specific to this analysis. Together, the two arm
bounds ensure that the designated contrast takes values in [−1, 1] everywhere on the cube.

Membership in the primitive class is existential: a law belongs when it admits conditional-
mean witnesses satisfying the stated restrictions. Let M(d, α, β, γ, L, ε) denote this class, ab-
breviated to M at the fixed public parameters.

Definition 3. [def:primitive-class] (Primitive law classM(d, α, β, γ, L, ε)) M(d, α, β, γ, L, ε)
is the class of primitive Borel laws P = L(X,A, Y (0), Y (1)), where X is the covariate vector, A
is the binary treatment indicator, and Y (0) and Y (1) are the binary potential responses under
control and treatment. For public parameters L > 1/2 and ε ∈ (0, 1/2), membership is defined
by the following properties:

• (Uniform design.) The law satisfies Assumption 1.

• (Exchangeability.) The law satisfies Assumption 2.

• (Conditional means.) There exist Borel functions

ge, g0, g1 : [0, 1]
d → [0, 1]

such that
ge(X) = EP [A | X] P -almost surely,

g0(X) = EP [Y (0) | X] P -almost surely,

g1(X) = EP [Y (1) | X] P -almost surely.

• (Overlap and smoothness.) These functions satisfy Assumptions 3 to 6, with ge, g0,
and g1 − g0 as the propensity, control mean, and causal contrast.

• (Response bounds.) The arm means satisfy Assumptions 7 and 8.

For each admitted law, eP , µ0,P , µ1,P designate admissible functions ge, g0, g1, respectively. The
function τP is the canonical continuous representative of the almost-sure conditional causal con-
trast, and the designated functions satisfy

µ1,P (x)− µ0,P (x) = τP (x) for every x ∈ [0, 1]d.

The witness formulation separates almost-sure conditional-expectation identities from re-
strictions imposed at every covariate profile. Under the positive smoothness orders fixed above,
eP , µ0,P , and τP are continuous; the identity in Definition 3 then gives continuity of µ1,P as
well.

Observed response selection, conditional exchangeability, and overlap yield

EP [Y | A = a,X] = µa,P (X) P -almost surely, a ∈ {0, 1}.

Consequently, the observed-record law identifies the causal contrast almost everywhere under the
covariate distribution. Uniform design assigns positive probability to every nonempty relatively
open subset of the cube. Continuous representatives that agree almost everywhere therefore
agree everywhere, which makes τP (x0) a uniquely defined, identified point target. The con-
tinuous representative gives substantive meaning to evaluation at a fixed profile even though
conditional expectations are initially defined through almost-sure identities.
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3.2 Sampling experiment and risk

Write P o = LP (X,A, Y ) for the observed-record law induced by Definition 2, and PXA =
LP (X,A) for the covariate-treatment marginal. For n ≥ 2 and m ≥ 0, the original dataset Dn,m

consists of n independent labeled records with law P o and m independent outcome-free records
with law PXA:

Dn,m =
(︂
((Xi, Ai, Yi))

n
i=1, ((

˜︁Xj , ˜︁Aj))
m
j=1

)︂
.

The two blocks are independent. A uniform randomizer U on [0, 1], independent of both blocks,
is available to decisions. Thus the product sampling law En,m(P ) in Assumption 9 is

En,m(P ) = (P o)⊗n ⊗ P⊗m
XA ⊗Unif([0, 1]).

The following condition makes this sampling experiment explicit.

Assumption 9. [ass:sample-law] (Original experiment sampling law) The original dataset
Dn,m and independent uniform randomizer U have joint law

LP (Dn,m, U) = En,m(P ),

where En,m(P ) is the product sampling law of the original dataset and randomizer.

Independent fixed-size labeled and outcome-free samples from a shared law provide the two-
channel sampling structure used in semi-supervised causal estimation [Chakrabortty and Dai,
2022]; the independent randomizer permits randomized decisions. In this experiment, each
labeled record supplies covariates, treatment, and a response, while each outcome-free record
supplies covariates and treatment. The common marginal PXA makes both blocks informative
about treatment assignment.

A decision T is a Borel real-valued function of the dataset and randomizer. Its absolute-error
risk Rn,m(T, P ) measures expected error in estimating the identified point contrast.

Definition 4. [def:risk] (Absolute-error risk Rn,m(T, P )) The absolute-error risk is

Rn,m(T, P ) =

∫︂
|T (Dn,m, U)− τP (x0)| dEn,m(P ).

Here T is a Borel real-valued decision using the original dataset Dn,m and independent uniform
randomizer U , x0 is the fixed interior covariate profile, and En,m(P ) is the product sampling law
of the original dataset and randomizer. The target τP (x0) is the canonical conditional causal
contrast from Definition 3.

Absolute loss expresses precision on the scale of the conditional response difference. To assess
precision uniformly across admissible primitive laws, the minimax risk R(n,m) optimizes the
worst-case value of this loss over all Borel decisions.

Definition 5. [def:minimax] (Minimax risk R(n,m))

R(n,m) = inf
T Borel

sup
P∈M

Rn,m(T, P ).

Here M is the primitive law class at the fixed public parameters, and Rn,m(T, P ) is the expected
absolute error for the point contrast under law P . The infimum ranges over Borel real-valued
decisions T using the original dataset of n labeled records and m independent outcome-free
treatment records, together with an independent uniform randomizer.

9



The sample sizes enter separately because response information is supplied by the labeled
block and treatment-assignment information is supplied by both blocks. A complementary
experiment supplies the entire admissible propensity function to the decision. Denote such a
decision by T e, and its minimax risk by Re(n,m).

Definition 6. [def:oracle-risk] (Supplied propensity minimax risk) The supplied propensity
minimax risk Re(n,m), for d, n,m ∈ N and α, β, γ, L, ε ∈ R, is the extended nonnegative quantity

Re(n,m) = inf
T e

sup
P∈M

∫︂
|T e(Dn,m, U, eP )− τP (x0)| dEn,m(P ).

Here M is the primitive law class at these parameters, and eP and τP are its designated admissi-
ble propensity function and canonical causal contrast, as defined in Definition 3. The evaluation
profile is x0 = (1/2, . . . , 1/2). The original dataset Dn,m comprises n labeled records and m inde-
pendent outcome-free treatment records; U is the independent uniform randomizer on [0, 1], and
En,m(P ) is their product sampling law from Assumption 9. The infimum ranges over real-valued
decisions T e receiving the dataset, randomizer, and a supplied function from the covariate space
to R, with Borel measurability in (Dn,m, U) for every fixed supplied function.

Supplying eP gives a reference experiment in which treatment probabilities are available
throughout the cube. Measurability is required in the observed data and randomizer for each
fixed supplied function. Comparing Definitions 5 and 6 quantifies how the original sampling
experiment approaches the precision available with supplied treatment probabilities.

3.3 Rate notation

We introduce the rate notation as a single family. Let N = n + m be the total treatment-
record count and S = α+ β the sum of the two nuisance smoothness orders. Define the tuning
denominator ∆, nuisance-smoothness cutoff Scrit, and total-record comparison exponent q∗ by

∆ = 2γ + d+
γd

S
, Scrit =

γd

2γ + d
, q∗ =

γd

S(2γ + d)
=
Scrit
S

.

The supplied-propensity reference order ro(n) and the unequal-channel upper-rate expression
rup(n,m) are

ro(n) = n−γ/(2γ+d), rup(n,m) = max
{︂
ro(n), (nN)−γ/∆

}︂
.

These expressions distinguish a term indexed by the response-bearing sample size from a term
indexed by the product of the labeled and total treatment-record counts. Their statistical
interpretation is supplied by Theorems 1 to 3.

The notation also makes the sample-size comparison transparent. Algebraically,

(nN)−γ/∆ ≤ ro(n) ⇐⇒ N ≥ nq∗ .

When S ≥ Scrit, the exponent satisfies q∗ ≤ 1, so N ≥ n meets this comparison. For S < Scrit,
one has q∗ > 1, and the comparison requires total treatment-record growth beyond the labeled
count. This division organizes the precision and sample-requirement statements that follow.

10



4 Estimation with outcome-free records

The estimator allocates labeled and outcome-free records to two independent statistical roles.
One role supplies response information; the other supplies treatment-assignment information.
A local polynomial fit estimates the contrast at the target profile x0, while a finer projection
corrects its empirical moments for the unknown propensity and control mean. Separate local-
ization and projection scales allow the construction to use the smoothness of the effect and the
combined smoothness of the nuisance functions.

We first specify the neighborhood associated with the localization scale h and its probability
measure.

Definition 7. [synth_3] (Localization cube and uniform localization measure) For an integer
d ≥ 1, let x0 = (1/2, . . . , 1/2) ∈ [0, 1]d. For 0 < h ≤ 1/2, define the localization cube of side
length h, centered at x0, by

Ch = x0 + [−h/2, h/2]d.

The uniform probability measure νh on Ch has density wh with respect to d-dimensional Lebesgue
measure dx on [0, 1]d:

wh(x) = h−d1{x ∈ Ch}, dνh(x) = wh(x) dx.

Equivalently, for every Borel set E ⊆ [0, 1]d,

νh(E) = h−d

∫︂
E∩Ch

dx.

The localization cube Ch lies inside the covariate domain. Its uniform probability measure νh
defines the inner product for both polynomial spaces below. Under Assumption 1, weighting an
observed covariate by the localization density wh converts a population average into an integral
under this local probability measure.

The coarse basis r consists of scaled tensor-product Legendre polynomials of total degree at
most two. This degree accommodates local polynomial approximation throughout the stipulated
effect-smoothness range.

Definition 8. [synth_1] (Scaled coarse polynomial basis) The coarse polynomial basis vector
r, for dimension d ∈ N and scale h ∈ R, is defined at each x ∈ Rd by

r(x) =

⎛⎜⎜⎜⎜⎜⎜⎝
d∏︂

i=1

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩

1, κi = 0,
√
12
xi − 1

2

h
, κi = 1,

√
5

⎛⎝6

(︄
xi − 1

2

h

)︄2

− 1
2

⎞⎠ , κi = 2

⎞⎟⎟⎟⎟⎟⎟⎠
κ∈Nd

0:
∑︁d

i=1 κi≤2

.

Division by zero is interpreted as zero, so this definition also specifies r at h = 0.

Definition 9. [synth_7] (Localized cellwise polynomial basis) For d ≥ 1, 0 < h ≤ 1/2, and
an integer J ≥ 1, let x0 = (1/2, . . . , 1/2), Ch = x0 + [−h/2, h/2]d, and δ = h/J . Partition each
coordinate interval of Ch into J intervals of length δ, taking each interval half-open on the right
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except for the last interval, which includes the outer right endpoint. Their Cartesian products
form the partition {Cj : j ∈ {0, . . . , J − 1}d}. The center of Cj is

cj = x0 −
h

2
1+ δ

(︃
j+

1

2
1

)︃
.

Write

P0(u) = 1, P1(u) = u, P2(u) =
3u2 − 1

2
.

For each cell index j and multi-index κ ∈ Nd
0 with |κ| ≤ 2, define

bj,κ(x) = Jd/21{x ∈ Cj}
d∏︂

v=1

√
2κv + 1Pκv

(︃
2(xv − cj,v)

δ

)︃
.

The vector bJ(x) collects these functions, ordered lexicographically by cell index and then by
multi-index. Its dimension is

k = Jd

(︃
d+ 2

2

)︃
.

These functions form the positive-leading-coefficient cellwise scaled Legendre orthonormal basis,
under dνh(x) = h−d1{x ∈ Ch} dx, of the space VJ of polynomials of total degree at most two on
each partition cell. Set bJ(x) = 0 for x /∈ Ch. Thus the associated kernel is uniquely specified
by

KJ(x, x
′) = bJ(x)

⊤bJ(x
′).

The vector r is the coarse orthonormal basis and has q =
(︁
d+2
2

)︁
coordinates. Write r0 = r(x0)

for its value at the target profile. A coefficient vector v ∈ Rq represents the coarse polynomial
pv(x) = r(x)⊤v; evaluating the fitted contrast therefore amounts to evaluating its coefficient
vector against r0. The prescribed fine basis is bJ from the preceding definition. It has k = qJd

coordinates and spans the already specified cellwise space VJ ; the associated projection is defined
next.

Definition 10. [def:projection] (Projection ΠJ and kernel KJ)

δ =
h

J
, KJ(x, x

′) = bJ(x)
⊤bJ(x

′), ΠJf(x) =

∫︂
KJ(x, x

′)f(x′) dνh(x
′).

Here δ is the fine-cell side length, h is the localization scale, J is the grid resolution, bJ is the
cellwise orthonormal fine polynomial basis vector, and νh is the uniform probability measure on
the localization cube Ch. Weighted basis expressions are zero outside Ch.

The projection kernel KJ represents the orthogonal projection ΠJ onto VJ . The coarse fit
operates across the entire localization cube, whereas the projection resolves nuisance variation
on cells of side length δ. Refining the grid from J to a multiple J ′ of J subdivides every cell,
so VJ ⊆ VJ ′ and the correction space is enriched; at every resolution J , VJ contains the coarse
polynomials, so the projection reproduces them.

We next assign the original observations to independent roles under the sampling law in
Assumption 9.

The concatenated treatment sequence DT retains the covariate coordinate XT
i and treatment

coordinate AT
i of each record. The outcome-role count ℓ is proportional to the labeled sample
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size, while the treatment-role count t is proportional to the total treatment-record count. Their
index sets, IL and IT , select disjoint records. Thus additional outcome-free observations enlarge
the treatment role while the response information remains tied to the labeled sample. The
split also makes products of empirical averages across roles suitable for estimating products of
population moments.

To interpret the response correction, write

ηP (x) = EP [Y | X = x] = µ0,P (x) + eP (x)τP (x),

using the designated witnesses from Definition 3. At the population level, residualizing treatment
against its propensity gives

EP [(A− eP (X))Y | X = x] = eP (x){1− eP (x)}τP (x).

The empirical construction implements this local moment relation through a finite projection
and independent roles. Its outcome projection uses the observed response, and its treatment
role supplies the assignment factor in the projection correction.

Algorithm 1 (Record roles DT , IL, IT )

Given the original dataset Dn,m of n labeled records and m independent outcome-free treat-
ment records, form the two roles as follows.

1. Concatenate the covariate-treatment pairs, with total treatment-record count N :

N = n+m, DT = ((XT
i , A

T
i ))

N
i=1, (XT

i , A
T
i ) =

{︄
(Xi, Ai), 1 ≤ i ≤ n,

( ˜︁Xi−n, ˜︁Ai−n), n < i ≤ N.

Here X denotes the covariate vector and A the binary treatment indicator; tildes denote
auxiliary records.

2. Define the outcome-role count ℓ, treatment-role count t, and their index sets:

ℓ = ⌊n/2⌋, t = N − ℓ, IL = {1, . . . , ℓ}, IT = {ℓ+ 1, . . . , N}.

3. Output the outcome-role labeled records and treatment-role covariate-treatment pairs:(︁
(Xj , Aj , Yj)

)︁
j∈IL

,
(︁
(XT

i , A
T
i )
)︁
i∈IT

.

Here Yj is the observed response. Outcomes from treatment-role records are discarded.

The empirical outcome projection ˆ︁ηLJ estimates ΠJηP . In the response vector ˆ︁Rh,J , the first
average estimates the treated-response moment and the rectangular average supplies its pro-
jected treatment-response correction. The raw matrix ˆ︁Qraw

h,J applies the corresponding correction

to the local polynomial design. Symmetrization produces the matrix ˆ︁Qh,J used for inversion.
Define the population matrix QP,h,J and population response vector R̄ by

QP,h,J = EP [ ˆ︁Qh,J ], R̄ = EP [ ˆ︁Rh,J ],
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where expectations are taken under the original sampling experiment. These are the population
counterparts of the projected local estimating equations. Polynomial reproduction links those
equations to approximation of the contrast, and overlap supplies the population positivity used
to control inversion; the respective statements are Lemmas 1 and 2.

For the sample decision, an eigenvalue guard supplies a criterion for inversion at the public
overlap level. We use the clipping operator

clip[−1,1](z) = max{−1,min{1, z}},

which projects a real number onto the contrast range implied by the probability-valued arm
means in Definition 3. The guard level is

g(ε) =
ε(1− ε)

2
,

half the population Gram margin supplied by overlap. The complete decision combines the
empirical moments, guard, and clipping.

Algorithm 2 (Empirical moments ˆ︁Rh,J , ˆ︁Qh,J)

Given the original dataset Dn,m, localization scale h, grid resolution J , localization cube
Ch, localization density wh, coarse polynomial basis vector r, and fine projection kernel KJ ,
compute the moments as follows.

1. Form the independent outcome and treatment roles, with counts and index sets

N = n+m, ℓ = ⌊n/2⌋, t = N − ℓ, IL = {1, . . . , ℓ}, IT = {ℓ+ 1, . . . , N}.

The treatment sequence consists of the covariate-treatment pairs

(XT
i , A

T
i ) =

{︄
(Xi, Ai), 1 ≤ i ≤ n,

( ˜︁Xi−n, ˜︁Ai−n), n < i ≤ N.

Use labeled records (Xj , Aj , Yj) for j ∈ IL in the outcome role and pairs (XT
i , A

T
i ) for

i ∈ IT in the treatment role. Treatment-role outcomes are discarded. Weighted basis
expressions are zero outside Ch.

2. Define the outcome-role empirical projection:

ˆ︁ηLJ (x) =
⎧⎪⎨⎪⎩
1

ℓ

∑︂
j∈IL

wh(Xj)KJ(x,Xj)Yj , x ∈ Ch,

0, x /∈ Ch.

3. Define the empirical response vector:

ˆ︁Rh,J =
1

ℓ

∑︂
j∈IL

wh(Xj)r(Xj)AjYj −
1

t

∑︂
i∈IT

wh(X
T
i )r(X

T
i )A

T
i ˆ︁ηLJ (XT

i )

=
1

ℓ

∑︂
j∈IL

wh(Xj)r(Xj)AjYj −
1

tℓ

∑︂
i∈IT

∑︂
j∈IL

wh(X
T
i )wh(Xj)r(X

T
i )A

T
i KJ(X

T
i , Xj)Yj .

The response factor in the rectangular correction is Yj , and the first summand uses AjYj .
The nested and rectangular expressions define the same vector.
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4. Define the unsymmetrized empirical matrix:

ˆ︁Qraw
h,J =

1

ℓ

∑︂
j∈IL

wh(Xj)r(Xj)r(Xj)
⊤Aj

− 1

tℓ

∑︂
i∈IT

∑︂
j∈IL

wh(X
T
i )wh(Xj)r(X

T
i )r(Xj)

⊤AT
i AjKJ(X

T
i , Xj).

5. Output the response vector and symmetrized matrix:(︂ ˆ︁Rh,J , ˆ︁Qh,J

)︂
, ˆ︁Qh,J =

ˆ︁Qraw
h,J + ( ˆ︁Qraw

h,J )
⊤

2
.

All inputs are observed in Dn,m, including when m = 0.

The guarded decision ˆ︁Th,J evaluates the fitted polynomial when the empirical matrix meets
the eigenvalue cutoff and returns zero otherwise. Clipping bounds the decision on both branches.
Together, these operations permit a risk guarantee over every admissible localization scale and
grid resolution, including choices with sparse local observations.

The public choices of localization scale h∗ and grid resolution J∗ balance approximation and
sampling error. They determine the tuned decision ˆ︁Tup using the sample sizes and the public
class parameters.

Definition 11. [def:estimator] (Guarded local polynomial decision ˆ︁Th,J) The local polynomial

decision ˆ︁Th,J is defined by

ˆ︁Th,J =

{︄
clip[−1,1]

(︁
r⊤0
ˆ︁Q−1
h,J
ˆ︁Rh,J

)︁
, λmin( ˆ︁Qh,J) ≥ g(ε),

0, λmin( ˆ︁Qh,J) < g(ε).

Here r0 is the coarse polynomial basis vector evaluated at the target profile, ˆ︁Qh,J is the sym-

metrized corrected empirical matrix, and ˆ︁Rh,J is the corrected empirical response vector. The
operator clip[−1,1] projects a real value onto [−1, 1], and λmin denotes the smallest eigenvalue.
For the public overlap level ε, the inversion threshold is

g(ε) =
ε(1− ε)

2
.

When S ≥ γ, the grid choice is J∗ = 1. When S < γ, the grid becomes finer as the
localization scale shrinks, making δS comparable in order to hγ . Thus nuisance approximation
can use a finer spatial scale than the local effect fit. The localization choice then balances these
approximation terms against the two sampling terms stated below.

For use in the decision-theoretic comparison, the same estimator is recorded as the original-
record decision T∗.

Definition 12. [def:tuning] (Public tuning h∗, J∗, ˆ︁Tup) The localization scale h∗, grid resolu-

tion J∗, and tuned decision ˆ︁Tup are

h∗ =
1

2
max

{︂
n−1/(2γ+d), (nN)−1/∆

}︂
, J∗ =

⌈︂
h
−max{0,γ/S−1}
∗

⌉︂
, ˆ︁Tup = ˆ︁Th∗,J∗ ,

where N is the total treatment-record count, S is the sum of the propensity and control-mean
Hölder orders, and ∆ is the denominator governing the unequal-channel rate exponent.
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Definition 13. [def:sharp-decision] (Sharp-rate decision T∗)

T∗(Dn,m, U) = ˆ︁Th∗,J∗(Dn,m) = ˆ︁Tup(Dn,m).

For every original dataset Dn,m and independent uniform randomizer U , this decision uses the
prescribed empirical moments, empirical eigenvalue cutoff, clipping, role split, and public tuning
parameters h∗ and J∗. Its value is independent of U .

The following guarantee gives the construction’s four statistical terms once: effect approxi-
mation hγ , nuisance approximation δα+β, localized response sampling (nhd)−1/2, and rectangular
sampling (nNhdδd)−1/2. The public tuning balances them. The approximation, positivity, and
sampling ingredients are isolated in Lemmas 1 to 3; their proofs are organized in Section A.

Theorem 1. [thm:rectangular-upper] (Rectangular estimation upper bounds) Fix public
parameters satisfying

• (Dimension.) d is an integer with d ≥ 1.

• (Smoothness.) 0 < α ≤ 1, 0 < β ≤ 1, and 1 ≤ γ ≤ 3.

• (Radius.) L > 1/2.

• (Overlap.) 0 < ε < 1/2.

Let M be the primitive class at these fixed parameters from Definition 3, and use the absolute-
error risk from Definition 4. There exists a finite constant C > 0, depending only on these public
parameters, with both of the following guarantees.

For every pair of integers n ≥ 2 and m ≥ 0, every h ∈ (0, 1/2], and every integer J ≥ 1, the
estimator ˆ︁Th,J from Definition 11, viewed as a decision on the original dataset and randomizer
that ignores the randomizer, is Borel measurable and satisfies, for every P ∈ M,

Rn,m( ˆ︁Th,J , P ) ≤ Cmin
{︂
1, hγ + (h/J)α+β + (nhd)−1/2 +

(︁
n(n+m)hd(h/J)d

)︁−1/2
}︂
.

Define the supplied-propensity point-estimation order and the denominator governing the
unequal-channel rate exponent by

ro(n) = n−γ/(2γ+d), ∆ = 2γ + d+
γd

α+ β
,

and define the upper rate by

rup(n,m) = max
{︂
ro(n),

(︁
n(n+m)

)︁−γ/∆
}︂
.

For every pair of integers n ≥ 2 and m ≥ 0, the publicly tuned decision ˆ︁Tup from Definition 12,
likewise viewed as a decision that ignores the randomizer, is Borel measurable and satisfies, for
every P ∈ M,

Rn,m( ˆ︁Tup, P ) ≤ Crup(n,m).

This theorem completes the main-body estimator construction. The approximation, sam-
pling, and inversion arguments are organized in Section A.
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5 Sharp precision and sample requirements

The sharp precision bound separates the information supplied by response labels from that
supplied by all covariate-treatment records. The rate and attaining decision are defined once in
Definitions 13 and 14. The following result gives their uniform minimax comparison, explicit
sample-size regimes, and extension to randomized decisions.

Definition 14. [def:sharp-rate] (Sharp rate r∗) The sharp rate at the public class parameters
is

r∗(n,m; d, α, β, γ) = max
{︂
n−γ/(2γ+d), [n(n+m)]−γ/(2γ+d+γd/(α+β))

}︂
= rup(n,m),

where rup(n,m) is the maximum of the supplied-propensity and unequal-channel rate orders.

Theorem 2. [thm:sharp-annotation-frontier] (Sharp annotation frontier) Fix the covariate
dimension d ∈ N, the propensity and control-mean smoothness orders α, β, the effect smoothness
order γ, the Hölder radius L, and the overlap level ε, satisfying:

• (Dimension.) d ≥ 1.

• (Nuisance smoothness.) 0 < α ≤ 1 and 0 < β ≤ 1.

• (Effect smoothness.) 1 ≤ γ ≤ 3.

• (Radius.) L > 1/2.

• (Overlap.) 0 < ε < 1/2.

Let M denote the primitive class at these fixed parameters, and let r∗, T∗, and R(n,m) be the
sharp rate, total data-only decision, and minimax risk of Definitions 5, 13 and 14, respectively.
There exist real constants 0 < c ≤ C < ∞, depending only on the fixed parameters, such that,
simultaneously for every n,m ∈ N with n ≥ 2, T∗ is Borel measurable and

c r∗ ≤ R(n,m) ≤ sup
P∈M

Rn,m(T∗, P ) ≤ C r∗.

Moreover, every Borel real-valued decision T using the original dataset and the independent
uniform randomizer satisfies

c r∗ ≤ sup
P∈M

Rn,m(T, P ).

Define the total treatment-record count N , the combined nuisance smoothness S, the exponent
denominator ∆, the smoothness threshold Scrit, the total-record growth exponent q∗, and the
supplied-propensity order ro(n) by

N = n+m, S = α+ β, ∆ = 2γ + d+
γd

α+ β
,

Scrit =
γd

2γ + d
, q∗ =

γd

(α+ β)(2γ + d)
, ro(n) = n−γ/(2γ+d).

For these sample sizes, the sharp rate has the branches

r∗ =

⎧⎪⎨⎪⎩
ro(n), S ≥ Scrit,

(nN)−γ/∆, S < Scrit, N ≤ nq∗ ,

ro(n), S < Scrit, N ≥ nq∗ .
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Whenever N = nq∗, the two rate formulas coincide:

(nN)−γ/∆ = ro(n).

The two terms express complementary precision requirements. The supplied-propensity term
reflects the labeled-sample requirement for estimating the smooth contrast at a point; the prod-
uct term reflects the joint requirement on labeled and treatment-record counts when the nuisance
functions are unknown. If S ≥ Scrit, the labeled count already supports the supplied-propensity
order. Equality S = Scrit belongs to this regime: then q∗ = 1, and the necessary inequality
N ≥ n places every admissible sample pair at or beyond the saturation threshold. If S < Scrit,
the exponent q∗ > 1 creates an intermediate regime n ≤ N ≤ nq∗ , in which precision depends
on the product nN . At N = nq∗ , the two terms coincide; for larger total counts, the supplied-
propensity term governs the rate.

The lower bound concerns the original records and includes every Borel decision using the
independent uniform randomizer. Thus the comparison applies to both deterministic and ran-
domized estimation procedures. The original-record construction in Theorem 4 underlies the
sparse-range nuisance converse in Lemma 6. That converse supplies the product-of-counts lower
bound in the range where it governs precision. Combined with the supplied-propensity lower
bound below, it yields the sharp comparison across all sample imbalances. The matching upper
bound is attained by the publicly tuned decision through Theorem 1.

To interpret saturation, the next result evaluates the same primitive class when the desig-
nated propensity function is supplied to the decision. This benchmark identifies the labeled-
sample precision against which the value of outcome-free records is measured. Its attaining
known-design decision uses

h = n−1/(2γ+d), T e(Dn,m, U ; eP ) = clip[−1,1]

[︄
1

n

n∑︂
i=1

wh(Xi) r
⊤
0 r(Xi)

{︃
AiYi
eP (Xi)

− (1−Ai)Yi
1− eP (Xi)

}︃]︄
.

Here r0 = r(x0), and wh and the degree-two basis r use the centered localization measure from
Definitions 7 and 8. These formulas are defined for every bandwidth h > 0; the supplied-
propensity smoother below uses only hn = n−1/(2γ+d), which lies in (0, 1) for n ≥ 2 and can
exceed 1/2 for small n. This is a known-design polynomial evaluation average, not an empirical
local least-squares fit.

Theorem 3. [thm:supplied-propensity] (Supplied-propensity point estimation rate) Fix
public parameters satisfying

• (Dimension.) d ∈ N and d ≥ 1.

• (Nuisance smoothness.) 0 < α ≤ 1 and 0 < β ≤ 1.

• (Effect smoothness.) 1 ≤ γ ≤ 3.

• (Radius.) L > 1/2.

• (Overlap.) 0 < ε < 1/2.

Let M be the primitive class at these parameters in Definition 3, and let Re(n,m) be the supplied-
propensity minimax absolute-error risk in Definition 6. Define the supplied-propensity rate and
the evaluation profile by

ro(n) = n−γ/(2γ+d), x0 = (1/2, . . . , 1/2).
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There exist real constants 0 < c ≤ C < ∞, depending only on the fixed public parameters, such
that, for every n,m ∈ N with n ≥ 2,

c ro(n) ≤ Re(n,m) ≤ C ro(n).

The upper bound is attained by the explicit degree-two smoother under the known uniform
design, applied to the inverse-propensity pseudo-outcomes

AiYi
eP (Xi)

− (1−Ai)Yi
1− eP (Xi)

, i = 1, . . . , n,

at bandwidth
h = n−1/(2γ+d),

with final clipping to [−1, 1]. Here the smoother uses its localization weight and coarse polynomial
basis at this bandwidth for every h > 0, including h > 1/2. For every P ∈ M, the resulting
decision T e is measurable as a function of the dataset and randomizer when supplied with the
designated admissible propensity eP , satisfies

|T e(Dn,m, U ; eP )| ≤ 1

for every dataset and randomizer value, and obeys

EEn,m(P ) [|T e(Dn,m, U ; eP )− τP (x0)|] ≤ C ro(n).

The sampling law En,m(P ) is the product law of n independent labeled records, m independent
outcome-free covariate-treatment records, and an independent uniform randomizer U , as specified
in Assumption 9.

The same lower bound holds for the supplied-propensity minimax risk over the same-class
subfamily with constant propensity and control mean:

c ro(n) ≤ inf
T e

sup
P∈M

eP=µ0,P=1/2

EEn,m(P ) [|T e(Dn,m, U ; eP )− τP (x0)|] ,

where the constant-witness equalities hold on the unit cube and the infimum ranges over the
supplied-propensity decisions of Definition 6.

The upper-bound localization formula uses the same centered cube and uniform localization
measure as Definition 7, evaluated at the single bandwidth hn = n−1/(2γ+d) ∈ (0, 1), which may
exceed 1/2. Because the cube has side length hn < 1 and is centered at x0 = (1/2, . . . , 1/2), it lies
inside [0, 1]d. The rectangular estimator in Theorem 1 retains its stated restriction 0 < h ≤ 1/2.

With the propensity supplied, inverse-propensity weighting gives a response whose condi-
tional mean is the causal contrast. Local polynomial estimation can therefore target the con-
trast’s smoothness directly, yielding the order ro(n). The same-class lower bound with constant
propensity and control mean isolates the remaining response information requirement: even
within this subfamily, the minimax risk is bounded below by a constant times ro(n) for every
auxiliary count. Since a supplied-propensity decision can also implement any decision based on
the original data, this lower bound provides the labeled-sample floor in Theorem 2.

The sample requirements for attaining this benchmark can be expressed as a region of ad-
missible counts. For a tolerance ζ, the annotation region B∗(ζ) records the pairs whose sharp
rate lies within that tolerance of the supplied-propensity order.
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Definition 15. [def:annotation-region] (Annotation region B∗(ζ)) The annotation region
at tolerance ζ is

B∗(ζ) = {(n,m) ∈ N≥2 × N0 : r∗(n,m; d, α, β, γ) ≤ ζro(n)} ,

where r∗ is the sharp rate and ro(n) is the supplied-propensity point-estimation order.

For ζ ≥ 1, the explicit rate gives the equivalent count condition

(n,m) ∈ B∗(ζ) ⇐⇒ n+m ≥ ζ−∆/γnq∗ , n ≥ 2, m ≥ 0.

In particular, ζ = 1 gives the exact rate-level saturation region. Allowing a fixed finite tolerance
gives attainment of the supplied-propensity order up to constants. The complete sequence equiv-
alence, strict-improvement criterion, and target-error conditions are collected in Proposition 1
and proved in Section C.

Attainment of the supplied-propensity order and strict improvement over the labeled-only
order impose distinct count requirements. Under S < Scrit, strict improvement occurs exactly
when mn/n→ +∞, whereas supplied-propensity attainment requires the total count to remain
at least a positive constant times nq∗ . Consequently, diverging auxiliary-to-labeled ratios can
improve the minimax order while leaving precision in the intermediate product-of-counts regime.
A bounded auxiliary-to-labeled ratio preserves the labeled-only order up to constants. At and
above the smoothness threshold, every auxiliary-size sequence attains the supplied-propensity
order.

For acquisition planning, Proposition 1 gives two simultaneous requirements. For a target
absolute-error scale 0 < η < 1, the labeled count must support point-estimation precision at scale
η−(2+d/γ), and the product of labeled and total counts must support nuisance adjustment at scale
η−(2+d/γ+d/S). These requirements are necessary up to a constant depending on (d, α, β, γ, L, ε)
and sufficient up to another such constant for uniform expected absolute error at most η. Their
rate-level form is exact. Thus increasing either count can satisfy the product requirement, while
the labeled-count requirement specifies the response information needed at the target precision.

A one-dimensional example makes the threshold concrete. Set d = 1, γ = 1, and α = β =
1/8, with any fixed L > 1/2 and ε ∈ (0, 1/2). Then

S =
1

4
, Scrit =

1

3
, ∆ = 7, q∗ =

4

3
,

and
r∗(n,m) = max

{︂
n−1/3, [n(n+m)]−1/7

}︂
.

The labeled-only rate is n−2/7, and the exact branch boundary is N = n4/3. Total counts of
order n4/3 therefore attain the supplied-propensity order up to constants. For example, with
n = 1000, the branch boundary is N = 10000, corresponding to m = 9000 outcome-free records.
These counts describe equality of the rate formulas; the minimax risk retains constants that
may depend on L and ε. In the same example, the exact rate-level requirements for target scale
η are

n ≥ η−3, nN ≥ η−7.

Taking the labeled count at order η−3 consequently requires a total count at order η−4, illus-
trating how response labels and routine covariate-treatment records jointly determine attainable
precision.
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6 Discussion and limitations

The acquisition region in Definition 15 provides a benchmark for allocating response labels
and routine covariate-treatment records under the model in Definition 3 and Assumption 9. It
identifies sample-size pairs for which the sharp rate is within a specified factor of the supplied-
propensity order. Through Theorem 2, this rate comparison translates into a minimax precision
comparison up to constants depending on the public class parameters. For an absolute-error
target, Proposition 1 instead gives simultaneous requirements on the labeled count and the
product of labeled and total treatment-record counts. These requirements offer a basis for
comparing acquisition plans once their costs are specified.

A chart-review setting illustrates the distinction between the two record types. A la-
beled record contains covariates, treatment, and a true response ascertained through review;
an outcome-free record contains the covariates and treatment available from routine records.
Adding a new independent labeled record changes (n,m) to (n + 1,m) and increases the total
count. Reviewing a response for one record already present in the auxiliary block changes the
composition to (n + 1,m − 1) at fixed total count; if the record index is fixed in advance, or
chosen by a randomization independent of all records, the resulting dataset follows the stated
sampling law at (n+ 1,m− 1). Adding a new routine record changes (n,m) to (n,m+ 1). The
sample requirements benchmark these alternative compositions under the specified independent,
common-population experiment; acquisition costs determine which transition is relevant in an
application.

The two channels address distinct sources of statistical difficulty. Response labels carry
information about the probability-valued conditional response means and the causal contrast.
The arm-mean conditions in Assumptions 7 and 8 place both means in [0, 1], and Theorem 3
characterizes the labeled-sample precision when the propensity function is supplied. Outcome-
free records carry information about treatment assignment conditional on covariates. Their
contribution enters the second component of the sharp rate in Definition 14, where the product
of labeled and total counts governs the cost of nuisance adjustment. Increasing the routine-
record count can reduce that component until the supplied-propensity order determines the
overall rate.

Public nuisance regularity determines how much routine information is needed to reach
this benchmark. The rate exponent depends on the sum of the propensity and control-mean
Hölder orders, while the effect Hölder order governs the supplied-propensity precision. Greater
nuisance regularity can reduce the total-record growth needed at a given labeled count. In
the sufficiently smooth regime characterized by Theorem 2, labeled records alone attain the
supplied-propensity order; in the lower-regularity regime, additional outcome-free records can
improve the minimax order until saturation. These comparisons concern rates, with constants
depending on the fixed class parameters. Because the regularity parameters are public, they
also determine the estimator’s localization and projection choices in Definition 12. Acquisition
planning and estimator tuning thus use the same description of the statistical model.

6.1 Limitations and future work

The analysis uses a known uniform covariate distribution on the unit cube, a fixed public overlap
level ε ∈ (0, 1/2), binary responses with arm means in [0, 1], and independent record blocks from
a common population. Extending the acquisition benchmark to general, potentially unknown
covariate distributions is a direction for future work. Covariate-dependent or adaptive selection
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of records for review would also change the labeled-record law and requires a sampling or miss-
ingness model beyond the experiment studied here. Covariate shift between reviewed and routine
records would introduce an additional transport problem. These extensions would help connect
the benchmark to populations with uneven support and heterogeneous record availability.

Unknown smoothness raises a separate question of adaptation. The present tuning and
acquisition comparisons use public Hölder orders and a public radius. Procedures that select
tuning parameters from the data would need risk guarantees over multiple regularity classes,
together with an assessment of any adaptation cost. Uncertainty quantification also requires
further analysis: the expected absolute-error bounds characterize point-estimation precision,
whereas confidence intervals require coverage guarantees and control of approximation bias.

Alternative losses and causal targets may change the allocation requirements. Squared-
error loss, integrated estimation of the treatment-effect function, average treatment effects, and
policy-value targets each call for their own precision benchmark. Richer auxiliary information
is another direction, including response proxies, repeated measurements, and additional vari-
ables predictive of the response. Such information would enlarge the observation model beyond
covariate-treatment pairs and require an explicit account of how the auxiliary measurements
relate to the true response.

Appendices

A Upper-bound proofs

The upper bounds in Theorems 1 and 3 combine local polynomial approximation with control of
the corresponding empirical moments. For the rectangular estimator, the two-scale construction
in Definition 10 and the public role split in Algorithm 1 are statistical inputs: the coarse polyno-
mial targets the smooth contrast, the fine projection controls nuisance approximation, and the
independent roles separate response information from treatment-assignment information. The
auxiliary results below follow this dependency order.

A.1 Local approximation and projection

Fix a primitive law P from Definition 3 and admissible localization and resolution inputs h, J .
Retain the notation R̄ for the expected response vector and QP,h,J for the expected symmetrized
matrix:

R̄ = EEn,m(P )
ˆ︁Rh,J , QP,h,J = EEn,m(P )

ˆ︁Qh,J .

Both expectations concern the empirical moments in Algorithm 2. Let p denote the Taylor
polynomial of τP at x0, with degree p∗ = ⌈γ⌉ − 1, and let ϑ denote its coefficient vector in the
coarse basis. Since 1 ≤ γ ≤ 3, this Taylor degree lies within the degree-two polynomial space
used by the estimator. The following result collects the approximation and projection properties
needed for the population estimating equations and their sampling bounds.

Lemma 1. [lem:local-polynomial-projection-facts] (Local polynomial projection
bounds) Fix public parameters d ∈ N and α, β, γ, L, ε ∈ R satisfying:

• (Dimension.) d ≥ 1.

• (Smoothness.) 0 < α ≤ 1, 0 < β ≤ 1, and 1 ≤ γ ≤ 3.
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• (Radius.) L > 1/2.

• (Overlap.) 0 < ε < 1/2.

There exists a finite constant C = C(d, α, β, γ, L, ε) > 0 such that, for every primitive law
P ∈ M(d, α, β, γ, L, ε) as defined in Definition 3, every h ∈ R with 0 < h ≤ 1/2, and every
integer J ≥ 1, the following conclusions hold for the bases and projection of Definition 10.

Write x0 = (1/2, . . . , 1/2) for the evaluation center, Ch = [1/2 − h/2, 1/2 + h/2]d for the
localization cube, and νh for its uniform probability measure. Let p be the Taylor polynomial of
the canonical contrast τP at x0, with Taylor degree p∗ = ⌈γ⌉ − 1:

p(x) =
∑︂
κ∈Nd∑︁d

i=1 κi≤p∗

∂κτP (x0)∏︁d
i=1 κi!

d∏︂
i=1

(xi − 1/2)κi .

There exists a coarse coefficient vector ϑ whose represented polynomial

pϑ(x) = r(x)⊤ϑ

satisfies
sup
x∈Ch

|τP (x)− pϑ(x)| ≤ Chγ , ∥ϑ∥2 ≤ C, pϑ(x0) = τP (x0),

and
pϑ(x) = p(x) for every x ∈ Ch.

The coarse basis vector r and fine projection kernel KJ satisfy

sup
x∈Ch

∥r(x)∥2 ≤ C, sup
x∈Ch

∫︂
|KJ(x, x

′)| dνh(x′) ≤ C,

and ∫︂∫︂
KJ(x, x

′)2 dνh(x) dνh(x
′) = qJd,

where q is the number of coarse multi-indices of total degree at most two:

q = #

{︄
κ ∈ Nd :

d∑︂
i=1

κi ≤ 2

}︄
.

Finally, with fine-cell side length δ = h/J , every coarse basis coordinate ru satisfies

∥eP ru −ΠJ(eP ru)∥L2(νh) ≤ Cδα,

where eP is the designated admissible propensity witness, and the designated admissible control-
mean witness µ0,P satisfies

∥µ0,P −ΠJµ0,P ∥L2(νh) ≤ Cδβ.

Proof of Lemma 1. All constants constructed below depend only on the fixed public parameters.
Write

Ucoarse =
{︂
κ ∈ Nd : |κ| ≤ 2

}︂
, |κ| =

d∑︂
i=1

κi, κ! =
d∏︂

i=1

κi!, q = |Ucoarse|,

L0(υ) = 1, L1(υ) =
√
12 υ, L2(υ) =

√
5 (6υ2 − 1/2) (υ ∈ R).
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Thus the coarse coordinates are

rκ(x) =

d∏︂
i=1

Lκi

(︃
xi − 1/2

h

)︃
, pϑ(x) =

∑︂
κ∈Ucoarse

rκ(x)ϑκ (x ∈ Rd).

We use the designated functions supplied by Definition 3 and the localized measure and projec-
tion of Definition 10.

1. Taylor coefficients and approximation. We first construct a positive constant CT, uniform
over admitted laws and localization scales.

If γ = 1, then p∗ = 0. Let

0 = (0, . . . , 0), ϑκ =

{︄
τP (x0), κ = 0,

0, κ ̸= 0,
CT = L(

√
d+ 1).

Since r0 = 1, this gives
pϑ(x) = τP (x0) = p(x).

By Definitions 1 and 3,

|τP (x0)| ≤ L, |τP (x)− τP (x
′)| ≤ L∥x− x′∥2 (x, x′ ∈ [0, 1]d).

For equal arguments the second inequality follows from its zero left-hand side; for distinct
arguments it is the order-zero Hölder bound. Moreover, for x ∈ Ch,

∥x− x0∥22 =
d∑︂

i=1

|xi − 1/2|2 ≤ dh2.

The inclusion Ch ⊂ [0, 1]d follows from h ≤ 1/2. Consequently,

|τP (x)− pϑ(x)| ≤ L
√
d h ≤ CTh, ∥ϑ∥2 = |τP (x0)| ≤ L ≤ CT.

The representation also gives pϑ(x0) = τP (x0).

Suppose now that γ > 1. Define

p∗ = ⌈γ⌉ − 1, sT = γ − p∗, Ddim = d+ 1.

The public range of γ implies

p∗ ∈ {1, 2}, 0 < sT ≤ 1, p∗ + sT = γ.

In particular, at γ = 2 and γ = 3, the pairs (p∗, sT) are (1, 1) and (2, 1), respectively. The
same two definitions supply continuous derivatives through order p∗ and the bounds

|∂κτP (x)| ≤ L (|κ| ≤ p∗, x ∈ [0, 1]d),

|∂κτP (x)− ∂κτP (x
′)| ≤ L∥x− x′∥sT2 (|κ| = p∗, x, x

′ ∈ [0, 1]d).

The second inequality includes equal arguments, where both sides vanish.
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For x ∈ Ch, set

zx = x− x0, Fx(υ) = τP (x0 + υzx) (0 ≤ υ ≤ 1).

The segment lies in the design cube. The chain rule, together with symmetry of the
continuous derivatives, yields

F (p∗)
x (υ) =

∑︂
(i1,...,ip∗ )∈{1,...,d}p∗

⎛⎝ p∗∏︂
j=1

zx,ij

⎞⎠ (∂i1 · · · ∂ip∗ τP )(x0 + υzx).

Each coordinate of zx has absolute value at most ∥zx∥2. There are dp∗ ≤ Dp∗
dim terms, so

the top-derivative modulus gives⃓⃓⃓
F (p∗)
x (υ)− F (p∗)

x (υ′)
⃓⃓⃓
≤ Dp∗

dimL∥zx∥
p∗+sT
2 |υ − υ′|sT (0 ≤ υ, υ′ < 1).

Grouping the coordinate derivatives by their multiplicities gives

p(x) =

p∗∑︂
j=0

F
(j)
x (0)

j!
=
∑︂

|κ|≤p∗

∂κτP (x0)

κ!

d∏︂
i=1

(xi − 1/2)κi .

The Lagrange remainder for the Taylor polynomial of degree p∗ − 1 provides υx ∈ (0, 1)
such that, after subtracting the degree-p∗ term,

τP (x)− p(x) =
F

(p∗)
x (υx)− F

(p∗)
x (0)

p∗!
.

Since p∗! ≥ 1 and υsTx ≤ 1, this implies

|τP (x)− p(x)| ≤ Dp∗
dimL∥zx∥

γ
2 .

To obtain a constant uniform in the fractional order, observe that

∥zx∥2 ≤
√
d
h

2
≤ Ddimh, Ddim ≥ 1, γ = p∗ + sT ≤ p∗ + 1.

Hence, with
Crem = Dp∗

dimD
p∗+1
dim ,

we have
|τP (x)− p(x)| ≤ CremLh

γ (x ∈ Ch).

We next represent p in the coarse basis by an explicit change of coefficients. Define the
matrix, whose rows and columns are indexed by 0, 1, 2,

Mh =

⎛⎝ 1 0 0

0 h/
√
12 0

h2/12 0 h2/(6
√
5)

⎞⎠ .

Direct substitution gives

(hυ)j =
2∑︂

ℓ=0

(Mh)jℓLℓ(υ) (j ∈ {0, 1, 2}, υ ∈ R).
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Its entries satisfy
(Mh)jℓ = 0 (ℓ > j), |(Mh)jℓ| ≤ hj .

Put
UT = {κ ∈ Nd : |κ| ≤ p∗}, NT = |UT|,

aT,κ =
∂κτP (x0)

κ!
(κ ∈ UT),

Mh[κ, κ
′] =

d∏︂
i=1

(Mh)κiκ′
i

(κ, κ′ ∈ UT).

Since κ! ≥ 1,
|aT,κ| ≤ L, |Mh[κ, κ

′]| ≤ h|κ| ≤ 1.

Expanding the product of the one-dimensional identities gives

d∏︂
i=1

(xi − 1/2)κi =
∑︂

κ′∈UT

Mh[κ, κ
′]rκ′(x).

Indeed, a nonzero term has κ′i ≤ κi in every coordinate, so its total degree remains at most
p∗.

Define the coarse vector by zero extension:

ϑκ′ =

⎧⎨⎩
∑︂
κ∈UT

aT,κMh[κ, κ
′], κ′ ∈ UT,

0, κ′ ∈ Ucoarse \ UT.

Exchanging the finite sums proves

pϑ(x) = p(x) (x ∈ Rd).

Furthermore,

|ϑκ′ | ≤ NTL,
∑︂

κ′∈Ucoarse

ϑ2κ′ ≤ NT(NTL)
2.

Thus, defining

Ccoef =
√︁
NTNT + 1, CT = Lmax{Crem, Ccoef},

we obtain
∥ϑ∥2 ≤ CcoefL ≤ CT, sup

x∈Ch

|τP (x)− pϑ(x)| ≤ CTh
γ .

At x0, every positive-degree centered monomial vanishes and the zero-degree coefficient is
τP (x0); therefore pϑ(x0) = τP (x0). Both cases construct a finite positive CT.

2. Basis and kernel bounds. For |υ| ≤ 1/2, the three reference polynomials satisfy

|L0(υ)| = 1, |L1(υ)| ≤
√
12

2
≤ 4, |L2(υ)| ≤

√
5 ≤ 4.

For the last inequality we used 0 ≤ υ2 ≤ 1/4, which gives |6υ2 − 1/2| ≤ 1. It follows that

|rκ(x)| ≤ 4d, ∥r(x)∥22 ≤ q(4d)2 (x ∈ Ch).
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Here is the fine-cell apparatus used for the kernel calculations. Define

δ =
h

J
> 0, ZJ = {0, . . . , J − 1}d, cj,i = 1/2− h/2 + (ji + 1/2)δ (j ∈ ZJ).

For each coordinate, let

Iji =

{︄
[1/2− h/2 + jiδ, 1/2− h/2 + (ji + 1)δ), ji < J − 1,

[1/2− h/2 + (J − 1)δ, 1/2 + h/2], ji = J − 1,
Dj =

d∏︂
i=1

Iji .

These cells partition Ch, with every terminal face assigned to the last interval. To see
coverage explicitly, for x ∈ Ch define

tx,i =
xi − (1/2− h/2)

δ
∈ [0, J ], ji(x) =

{︄
J − 1, tx,i = J,

⌊tx,i⌋, tx,i < J.

Then x ∈ Dj(x). Distinct indices give disjoint cells: in a coordinate where their indices
differ, the smaller interval’s right endpoint is at or before the larger interval’s left endpoint,
and the smaller interval excludes its right endpoint. These conventions also apply when
J = 1.

The fine coordinates are

bj,κ(x) =

⎧⎪⎨⎪⎩
√
Jd

d∏︂
i=1

Lκi

(︃
xi − cj,i

δ

)︃
, x ∈ Dj,

0, x /∈ Dj,

(j ∈ ZJ , κ ∈ Ucoarse).

In particular, all fine coordinates vanish outside Ch. The orthonormality specified in
Definition 10 reads ∫︂

bj,κ(x)bj′,κ′(x) dνh(x) =

{︄
1, (j, κ) = (j′, κ′),

0, (j, κ) ̸= (j′, κ′).

Its normalization can also be seen directly: the reference integrals satisfy∫︂ 1/2

−1/2
Lj(υ)Lℓ(υ) dυ = 1{j=ℓ} (j, ℓ ∈ {0, 1, 2}),

by integrating the displayed polynomials. On a common cell, the change of variables
xi = cj,i + δυi contributes

h−dJdδd = 1.

Different cells have disjoint supports, and the assigned faces have zero Lebesgue measure.

The coordinate bound gives, for every x ∈ Rd,

|bj,κ(x)| ≤
√
Jd 4d.

The constant coordinate on a cell is

bj,0(x) =
√
Jd 1Dj

(x).
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Consequently,

|bj,κ(x)| ≤
4d√
Jd
bj,0(x)

2,

∫︂
|bj,κ(x)| dνh(x) ≤

4d√
Jd
,

where the second inequality uses
∫︁
b2j,0 dνh = 1.

If x ∈ Dj, disjointness reduces the kernel to

KJ(x, x
′) =

∑︂
κ∈Ucoarse

bj,κ(x)bj,κ(x
′).

The triangle inequality and the preceding bounds therefore give∫︂
|KJ(x, x

′)| dνh(x′) ≤
∑︂

κ∈Ucoarse

|bj,κ(x)|
∫︂

|bj,κ(x′)| dνh(x′)

≤ q
(︁√
Jd 4d

)︁ 4d√
Jd

= q(4d)2.

For x outside all cells, KJ(x, x
′) = 0, so the same bound holds there.

There are |ZJ | = Jd cells and q coordinates per cell; hence the fine index set has qJd

elements. Expanding the squared finite kernel and factoring the product integrals yields∫︂∫︂
KJ(x, x

′)2 dνh(x) dνh(x
′) =

∑︂
j,κ

∑︂
j′,κ′

(︃∫︂
bj,κ(x)bj′,κ′(x) dνh(x)

)︃2

= qJd = k.

All terms are integrable by the square integrability of the basis coordinates. Define

CB = max{√q 4d + 1, q(4d)2 + 1} > 0.

We have proved

sup
x∈Ch

∥r(x)∥2 ≤ CB, sup
x∈Ch

∫︂
|KJ(x, x

′)| dνh(x′) ≤ CB,

together with the exact squared-kernel identity.

3. Control-mean residual. For square-integrable functions, write

∥f∥h =

(︃∫︂
f(x)2 dνh(x)

)︃1/2

.

The coarse constant coordinate equals one, so coarse orthonormality gives

νh(Ch) =

∫︂
1 dνh =

∫︂
r0(x)

2 dνh(x) = 1.

Thus νh is a probability measure supported on Ch.

The centers satisfy cj ∈ Dj. For two points in the same cell, coordinatewise interval bounds
give

|xi − x′i| ≤ δ, ∥x− x′∥22 ≤ dδ2 (x, x′ ∈ Dj).
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By Definitions 1 and 3 and 0 < β ≤ 1,

|µ0,P (x)| ≤ L, |µ0,P (x)− µ0,P (x
′)| ≤ L∥x− x′∥β2 (x, x′ ∈ Ch).

Indeed, ⌈β⌉ − 1 = 0, so the Hölder norm bounds the function and its order-zero modulus;
equal arguments satisfy the modulus inequality directly.

Define the fine coefficient vector and its expansion by

v
(0,J)
j,κ =

{︄
µ0,P (cj)/

√
Jd, κ = 0,

0, κ ̸= 0,
f0,J(x) =

∑︂
j,κ

bj,κ(x)v
(0,J)
j,κ .

The cell assignments imply

f0,J(x) =

{︄
µ0,P (cj), x ∈ Dj,

0, x /∈ Ch.

Set
E0,J = L(

√
d)βδβ ≥ 0.

For x ∈ Dj, the modulus and distance bounds give

|µ0,P (x)− f0,J(x)| ≤ L∥x− cj∥β2 ≤ L(
√
d δ)β = E0,J .

Because νh is a probability measure,

∥µ0,P − f0,J∥2h ≤
∫︂
E2

0,J dνh = E2
0,J .

We now derive the projection comparison used here and in the next step. For any f ∈
L2(νh) and any real fine coefficient vector vJ = (vJ,j,κ), put

fJ(x) =
∑︂
j,κ

bj,κ(x)vJ,j,κ.

Expanding the kernel integral in Definition 10 gives

ΠJf(x) =
∑︂
j,κ

bj,κ(x)

∫︂
bj,κ(x

′)f(x′) dνh(x
′).

Orthonormality then implies∫︂
bj,κ(x)fJ(x) dνh(x) = vJ,j,κ, ΠJ(f − fJ) = ΠJf − fJ ,

and ∫︂
bj,κ(x)

(︁
f(x)−ΠJf(x)

)︁
dνh(x) = 0.

The last identity makes the cross term in the squared norm vanish, giving

∥f∥2h = ∥ΠJf∥2h + ∥f −ΠJf∥2h.
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Apply this identity to f − fJ and use the displayed projection identity:

∥f − fJ∥2h = ∥ΠJf − fJ∥2h + ∥f −ΠJf∥2h ≥ ∥f −ΠJf∥2h.

The bounded control mean and its finite-basis approximant are square integrable. Taking
f = µ0,P and fJ = f0,J , and then taking square roots, proves

∥µ0,P −ΠJµ0,P ∥h ≤ E0,J .

Therefore the positive constant

Cm = L(
√
d)β + 1

satisfies
∥µ0,P −ΠJµ0,P ∥h ≤ Cmδ

β.

4. Propensity-weighted residuals. Similarly, 0 < α ≤ 1 and Definitions 1 and 3 give

|eP (x)| ≤ L, |eP (x)− eP (x
′)| ≤ L∥x− x′∥α2 (x, x′ ∈ Ch).

Fix u ∈ Ucoarse, and define

fe,u(x) = eP (x)ru(x) (x ∈ Rd).

On Ch, |fe,u(x)| ≤ L4d, so it is square integrable under νh.

We construct a fine-basis expansion that equals eP (cj)ru on each cell. Define

ζj,i =
cj,i − 1/2

h
, σJ =

1

J
, Aj,i =

⎛⎝ 1 0 0√
12 ζj,i σJ 0√

5(6ζ2j,i + σ2J/2− 1/2)
√
5
√
12 ζj,iσJ σ2J

⎞⎠ .

Rows and columns are indexed by 0, 1, 2. Substitution into the three reference polynomials
verifies

Lj(ζj,i + σJυaff) =

j∑︂
ℓ=0

(Aj,i)jℓLℓ(υaff) (j ∈ {0, 1, 2}, υaff ∈ R).

For x ∈ Dj,
xi − 1/2

h
= ζj,i + σJ

xi − cj,i
δ

.

Define the tensor coefficients

Aj[u, κ] =

d∏︂
i=1

(Aj,i)uiκi (κ ∈ Ucoarse).

Expanding the product of the affine identities gives

ru(x) =
∑︂

κ∈Ucoarse

Aj[u, κ]
d∏︂

i=1

Lκi

(︃
xi − cj,i

δ

)︃
.

Only indices with κi ≤ ui contribute, and hence every contributing index has total degree
at most two.
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Now set

v
(e,u,J)
j,κ =

eP (cj)Aj[u, κ]√
Jd

, fe,u,J(x) =
∑︂
j,κ

bj,κ(x)v
(e,u,J)
j,κ .

Disjointness of the cells and the tensor identity imply the everywhere defined formula

fe,u,J(x) =

{︄
eP (cj)ru(x), x ∈ Dj,

0, x /∈ Ch.

Define
Ee,J = L(

√
d)α4dδα ≥ 0.

For x ∈ Dj,

|fe,u(x)− fe,u,J(x)| = |eP (x)− eP (cj)| |ru(x)|
≤ L∥x− cj∥α2 4d

≤ L(
√
d δ)α4d = Ee,J .

The probability normalization therefore gives

∥fe,u − fe,u,J∥2h ≤ E2
e,J .

Applying the projection comparison from the preceding step to this fine-basis expansion
yields

∥eP ru −ΠJ(eP ru)∥h ≤ ∥fe,u − fe,u,J∥h ≤ Ee,J .

Thus the positive constant
Ce = L(

√
d)α4d + 1

satisfies, uniformly in u,
∥eP ru −ΠJ(eP ru)∥h ≤ Ceδ

α.

5. A common residual constant. Define

CR = max{Ce, Cm} > 0.

Since δα, δβ ≥ 0, the preceding estimates imply

∥eP ru −ΠJ(eP ru)∥h ≤ CRδ
α (u ∈ Ucoarse), ∥µ0,P −ΠJµ0,P ∥h ≤ CRδ

β.

6. Combination of the bounds. Finally, choose

C = max{CT,max{CB, CR}}.

This is finite, positive, and depends only on the public parameters. The inequalities

CT ≤ C, CB ≤ C, CR ≤ C, hγ ≥ 0, δα ≥ 0, δβ ≥ 0

allow every bound above to be enlarged to the claimed constant C. The same Taylor
coefficient vector retains its exact center value and its equality with p on Ch, while the
squared-kernel integral retains the exact value qJd = k. These conclusions hold for every
admitted P , every 0 < h ≤ 1/2, and every integer J ≥ 1.
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The Taylor approximation controls variation of the contrast across the localization cube
while reproducing its value exactly at the evaluation profile. The bounded coefficient vector
and coarse basis provide uniform control of polynomial evaluation. For the fine projection, the
integral bound controls its action on bounded approximation errors, whereas the squared-kernel
identity records the sampling cost of its rank. The two nuisance residual bounds concern different
functions: the propensity multiplied by a coarse basis coordinate, and the control mean. Their
respective orders account for the combined nuisance approximation term in Theorem 1.

A.2 Population positivity

The corrected empirical matrix has a population counterpart whose stability is determined by
overlap and orthogonal projection geometry. The next identity separates its quadratic form into
an overlap-weighted polynomial norm and a squared projection residual.

Lemma 2. [lem:population-positivity] (Population quadratic form positivity) Suppose the
following conditions hold:

• (Public parameters.) The dimension d is an integer with d ≥ 1, the smoothness param-
eters satisfy 0 < α, β ≤ 1 and 1 ≤ γ ≤ 3, the radius satisfies L > 1/2, and the overlap
parameter satisfies 0 < ε < 1/2.

• (Primitive law.) The law P belongs to the primitive class M at these public parameters,
as specified in Definition 3. Let eP be its designated admissible propensity witness.

• (Sample sizes.) The sample counts n,m are nonnegative integers with n ≥ 2.

• (Localization and projection.) The localization scale satisfies 0 < h ≤ 1/2, and the
grid resolution J is an integer with J ≥ 1. Use the projection ΠJ from Definition 10.

Let νh be the uniform localization measure on the localization cube Ch, with

dνh(x) = h−d1Ch
(x) dx.

For every coefficient vector v ∈ Rq, indexed by the multi-indices of total degree at most two,
define its coarse-basis polynomial and the population matrix by

pv(x) =
∑︂
u

ru(x)vu, QP,h,J = EEn,m(P )[ ˆ︁Qh,J ],

where ru are the scaled orthonormal coarse polynomial basis functions and ˆ︁Qh,J is the sym-
metrized corrected empirical matrix. Then

v⊤QP,h,Jv =

∫︂
eP (x)

(︁
1− eP (x)

)︁
pv(x)

2 dνh(x)

+

∫︂ [︁
eP (x)pv(x)−ΠJ(eP pv)(x)

]︁2
dνh(x)

≥ ε(1− ε)
∑︂
u

v2u.
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Proof of Lemma 2. Fix v ∈ Rq. We compute the population entries, contract them with v, and
then obtain the energy decomposition and lower bound.

1. The localization density and fine-basis coordinates are

wh(x) = h−d1Ch
(x), k = qJd, bJ,zf (x) = [bJ(x)]zf , zf ∈ {1, . . . , k}.

Here x ∈ Rd, and the density is as in Definition 7. The role counts from Algorithm 1
satisfy

ℓ = ⌊n/2⌋ ≥ 1, t = n+m− ℓ ≥ n− ℓ ≥ 1.

For fixed h, J , the localized basis products are bounded and measurable, so all expectations
and integrals below are finite.

For coarse indices u,w ∈ {1, . . . , q}, expand the kernel in Definition 10 inside the raw
matrix of Algorithm 2. This gives

ˆ︁Qraw
h,J ;uw =

1

ℓ

∑︂
j∈IL

wh(Xj)ru(Xj)rw(Xj)Aj

−
k∑︂

zf=1

1

tℓ

∑︂
i∈IT

∑︂
j∈IL

[︁
wh(X

T
i )ru(X

T
i )bJ,zf (X

T
i )A

T
i

]︁[︁
wh(Xj)rw(Xj)bJ,zf (Xj)Aj

]︁
.

Under the product sampling law of Assumption 9, each covariate-treatment pair has
marginal law PXA. Each treatment-role record is independent of each outcome-role record:
for a labeled treatment-role record their indices are distinct, and for an auxiliary record
independence follows from the product sampling law. Taking expectations term by term
therefore yields

EEn,m(P )[ ˆ︁Qraw
h,J ;uw] =

ℓ

ℓ
EP [wh(X)ru(X)rw(X)A]

−
k∑︂

zf=1

tℓ

tℓ
EP [wh(X)ru(X)bJ,zf (X)A]EP [wh(X)rw(X)bJ,zf (X)A].

For any of the functions

floc ∈ {rurw, rubJ,zf , rwbJ,zf}, floc : Rd −→ R,

the designated conditional treatment mean and uniform design in Definition 3 give

EP [wh(X)floc(X)A] = EP [wh(X)floc(X)eP (X)]

= h−d

∫︂
Ch

floc(x)eP (x) dx

=

∫︂
floc(x)eP (x) dνh(x).

The localization cube lies in [0, 1]d, so these identities use the designated witness on its
specified domain. Substitution gives a formula symmetric in u,w. Consequently, the
symmetrization in Algorithm 2 preserves its expectation, and

(QP,h,J)uw =

∫︂
ru(x)eP (x)rw(x) dνh(x)

−
k∑︂

zf=1

(︃∫︂
bJ,zf (x)eP (x)ru(x) dνh(x)

)︃(︃∫︂
bJ,zf (x)eP (x)rw(x) dνh(x)

)︃
.
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2. Define the weighted coarse-basis coefficients by

czf ,u =

∫︂
bJ,zf (x)eP (x)ru(x) dνh(x), 1 ≤ zf ≤ k, 1 ≤ u ≤ q.

Multiplying the entry formula by vuvw, summing, and using pv(x) =
∑︁q

u=1 ru(x)vu, we
obtain

v⊤QP,h,Jv =

∫︂
eP (x)

(︄
q∑︂

u=1

ru(x)vu

)︄2

dνh(x)−
k∑︂

zf=1

(︄
q∑︂

u=1

czf ,uvu

)︄2

=

∫︂
eP (x)pv(x)

2 dνh(x)−
k∑︂

zf=1

(︄
q∑︂

u=1

czf ,uvu

)︄2

.

Indeed, the integral term follows by expanding the finite double sum, and the correction
follows from

q∑︂
u,w=1

vuvw

k∑︂
zf=1

czf ,uczf ,w =

k∑︂
zf=1

(︄
q∑︂

u=1

czf ,uvu

)︄2

.

The finite kernel expansion in Definition 10 and linearity of integration give

ΠJ(eP pv)(x) =
k∑︂

zf=1

bJ,zf (x)

∫︂
bJ,zf (y)eP (y)pv(y) dνh(y)

=
k∑︂

zf=1

bJ,zf (x)

q∑︂
u=1

czf ,uvu.

The fine basis in that definition is orthonormal. Expanding the square and integrating
therefore gives∫︂ [︁

ΠJ(eP pv)(x)
]︁2
dνh(x) =

k∑︂
zf ,z

′
f=1

(︄
q∑︂

u=1

czf ,uvu

)︄(︄
q∑︂

w=1

cz′f ,wvw

)︄∫︂
bJ,zf bJ,z′f dνh

=

k∑︂
zf=1

(︄
q∑︂

u=1

czf ,uvu

)︄2

.

Thus

v⊤QP,h,Jv =

∫︂
eP p

2
v dνh −

∫︂ [︁
ΠJ(eP pv)

]︁2
dνh.

3. The finite coarse expansion makes pv square-integrable, and bounded overlap makes eP pv
square-integrable. The projection expansion just established also yields∫︂

eP pv ΠJ(eP pv) dνh =

k∑︂
zf=1

(︃∫︂
bJ,zfeP pv dνh

)︃2

=

∫︂ [︁
ΠJ(eP pv)

]︁2
dνh.
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Expanding the residual square and using this equality gives the Pythagorean identity∫︂
(eP pv)

2 dνh =

∫︂ [︁
ΠJ(eP pv)

]︁2
dνh +

∫︂ [︁
eP pv −ΠJ(eP pv)

]︁2
dνh.

Meanwhile, the pointwise identity eP (1− eP )p
2
v = eP p

2
v − (eP pv)

2 gives∫︂
eP (1− eP )p

2
v dνh =

∫︂
eP p

2
v dνh −

∫︂
(eP pv)

2 dνh.

Combining these two identities with the quadratic-form formula proves

v⊤QP,h,Jv =

∫︂
eP (1− eP )p

2
v dνh +

∫︂ [︁
eP pv −ΠJ(eP pv)

]︁2
dνh.

4. The scaled coarse polynomials of Definition 8 satisfy∫︂
ru(x)rw(x) dνh(x) =

{︄
1, u = w,

0, u ̸= w.

To see this, integrate their tensor products over the localization cube and rescale each
coordinate to [−1/2, 1/2]. Direct integration of the three normalized one-dimensional
polynomials in that definition gives unit squared norms and zero pairwise inner products.
When u = w, every coordinate factor is one; when u ̸= w, some multi-index coordinate
differs and its factor is zero. Hence finite expansion gives∫︂

pv(x)
2 dνh(x) =

q∑︂
u,w=1

vuvw

∫︂
rurw dνh =

q∑︂
u=1

v2u.

Class membership supplies Assumption 3. Since νh is supported on Ch ⊆ [0, 1]d, for
νh-almost every x,

eP (x)(1− eP (x))− ε(1− ε) = (eP (x)− ε) (1− ε− eP (x)) ≥ 0.

Multiplying by pv(x)
2 and integrating therefore yields∫︂

eP (1− eP )p
2
v dνh ≥ ε(1− ε)

∫︂
p2v dνh = ε(1− ε)

q∑︂
u=1

v2u.

Finally, ∫︂ [︁
eP pv −ΠJ(eP pv)

]︁2
dνh ≥ 0,

so the decomposition from the preceding step implies

v⊤QP,h,Jv ≥ ε(1− ε)

q∑︂
u=1

v2u.

The overlap restriction in Assumption 3 supplies the lower bound through the first integral.
The second integral is nonnegative and makes the contribution of finite projection explicit. Thus
the population matrix retains a fixed positivity margin at every admissible resolution. This
margin supplies the population reference for the empirical eigenvalue guard in Definition 11.
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A.3 Rectangular sampling

The public split assigns disjoint observations to the outcome and treatment roles under As-
sumption 9. Their counts in Algorithm 1 are proportional to n and N = n +m, respectively,
including when m = 0. Consequently, the sampling analysis distinguishes ordinary localized
averages from the rectangular averages formed across the two roles. The next result controls
both the response vector and the matrix used for inversion.

Lemma 3. [lem:rectangular-sampling-bound] (Rectangular sampling bound) Fix the co-
variate dimension d ∈ N, the smoothness parameters α, β, γ ∈ R, the Hölder radius L ∈ R, and
the overlap parameter ε ∈ R, satisfying

• (Dimension.) d ≥ 1.

• (Nuisance smoothness.) 0 < α ≤ 1 and 0 < β ≤ 1.

• (Effect smoothness.) 1 ≤ γ ≤ 3.

• (Radius.) L > 1/2.

• (Overlap parameter.) 0 < ε < 1/2.

There exists a finite constant C = C(d, α, β, γ, L, ε) > 0 such that the following bound holds for
every primitive law P ∈ M(d, α, β, γ, L, ε) from Definition 3, and every n,m, J ∈ N and h ∈ R
satisfying

• (Sample sizes.) n ≥ 2 and m ≥ 0.

• (Localization.) 0 < h ≤ 1/2.

• (Resolution.) J ≥ 1.

Take expectations under En,m(P ), the product sampling law specified in Assumption 9. Write N
for the total treatment-record count, q for the number of polynomial multi-indices of total degree
at most two, and k for the fine projection rank:

N = n+m, q =

(︃
d+ 2

2

)︃
, k = qJd.

For the empirical response vector ˆ︁Rh,J and symmetrized corrected empirical matrix ˆ︁Qh,J from
Algorithm 2, define their population expectations by

R̄ = EEn,m(P )
ˆ︁Rh,J , QP,h,J = EEn,m(P )

ˆ︁Qh,J .

Then

EEn,m(P )

⃦⃦ ˆ︁Rh,J − R̄
⃦⃦2
2
+ EEn,m(P )

⃦⃦ ˆ︁Qh,J −QP,h,J

⃦⃦2
F
≤ C

{︃
1

nhd
+

k

nNh2d

}︃
.

Proof of Lemma 3. 1. Define the dimension-dependent constants

Md = 42d, Dd = q42d, Cker,d =M4
d (D

2
d + 1),

Ccoord,d = 6M2
d + 12Cker,d, C = (q + q2 + 1)Ccoord,d.
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These constants are finite and positive. Fix an admitted law P and admissible n,m, h, J ,
and set

Vn,m,h,J =
1

nhd
+

k

nNh2d
≥ 0.

We will bound each response coordinate and each raw-matrix coordinate by
Ccoord,dVn,m,h,J , then sum the bounds after symmetrization.

2. We first establish the explicit basis bounds used in the coordinate estimates. Write

Ud =

{︄
u ∈ Nd :

d∑︂
i=1

ui ≤ 2

}︄
, |Ud| = q,

and define the reference polynomial factors, for ξref ∈ R, by

pref,0(ξref) = 1,

pref,1(ξref) =
√
12 ξref ,

pref,2(ξref) =
√
5

(︃
6ξ2ref −

1

2

)︃
.

For |ξref | ≤ 1/2,

0 ≤ ξ2ref ≤
1

4
,

⃓⃓⃓⃓
6ξ2ref −

1

2

⃓⃓⃓⃓
≤ 1,

and consequently

|pref,0(ξref)| = 1 ≤ 4, |pref,1(ξref)| ≤
√
12

2
≤ 4, |pref,2(ξref)| ≤

√
5 ≤ 3 ≤ 4.

The product formula in Definition 8 therefore gives

|ru(x)| ≤ 4d (x ∈ Ch, u ∈ Ud).

For completeness, the same factors give an explicit row-integral bound for the fine kernel.
Set

δ =
h

J
, ZJ = {0, . . . , J − 1}d, xcell,z,i =

1

2
− h

2
+

(︃
zi +

1

2

)︃
δ (z ∈ ZJ).

Let Ccell,z be the product of the intervals[︃
1

2
− h

2
+ ziδ,

1

2
− h

2
+ (zi + 1)δ

)︃
,

with the right endpoint included when zi = J − 1. Thus these cells partition Ch. The fine
basis coordinates of Definition 10 are

bz,u(x) =
√
Jd 1Ccell,z

(x)
d∏︂

i=1

pref,ui

(︃
xi − xcell,z,i

δ

)︃
, x ∈ Rd, (z, u) ∈ ZJ × Ud.

In particular, their values are zero outside their supporting cells, and

|bz,u(x)| ≤
√
Jd 4d.
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With 0 = (0, . . . , 0), the constant coordinate satisfies

bz,0(x) =
√
Jd 1Ccell,z

(x),

∫︂
bz,0(x)

2 dνh(x) = 1,

where the last identity is its orthonormal normalization. Pointwise,

|bz,u(x)| ≤
4d√
Jd

bz,0(x)
2,

so integration yields ∫︂
|bz,u(x)| dνh(x) ≤

4d√
Jd
.

If x ∈ Ccell,z, only that cell contributes to the kernel, and hence

KJ(x, x
′) =

∑︂
u∈Ud

bz,u(x)bz,u(x
′).

It follows that ∫︂
|KJ(x, x

′)| dνh(x′) ≤
∑︂
u∈Ud

|bz,u(x)|
∫︂

|bz,u(x′)| dνh(x′)

≤ q
(︁√
Jd 4d

)︁ 4d√
Jd

= Dd.

If x belongs to no fine cell, every fine basis coordinate at x is zero, and the same bound
holds. Thus ∫︂

|KJ(x, x
′)| dνh(x′) ≤ Dd (x ∈ Rd).

The basis-product formula also gives

KJ(x, x
′) = KJ(x

′, x).

3. We now express the two coordinate types through a common marked kernel. Define the
role counts

ℓ = ⌊n/2⌋, t = N − ℓ.

Both are positive because n ≥ 2 and N ≥ n. Let W and Z be independent generic
treatment-role and outcome-role records, respectively:

W = (XT , AT ) ∈ [0, 1]d × {0, 1}, Z = (XL, AL, Y L) ∈ [0, 1]d × {0, 1}2,

L(W ) = PXA, L(Z) = LP (X,A, Y ).

Their covariate marginals are uniform by Definition 3. The product sampling law and the
disjoint roles in Algorithm 1 give independent records

Wi = (XT
i , A

T
i ) (i ∈ IT ), Zj = (Xj , Aj , Yj) (j ∈ IL),

independent within and between the two roles.
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Use the coordinate tags

⋄ ∈
(︁
{R} × Ud

)︁
⊔
(︁
{Q} × Ud × Ud

)︁
.

For each tag, define the three mark functions by

⋄ f⋄,0(Z) f⋄,T (W ) f⋄,L(Z)

(R, u) ru(X
L)ALY L ru(X

T )AT Y L

(Q, u, v) ru(X
L)rv(X

L)AL ru(X
T )AT rv(X

L)AL

on the full record domains displayed above. Binary marks have absolute value at most
one. The coarse-coordinate bound from the preceding step therefore gives

|f⋄,0(Z)| ≤Md (XL ∈ Ch),

|f⋄,T (W )| ≤Md (XT ∈ Ch),

|f⋄,L(Z)| ≤Md (XL ∈ Ch).

Define
H⋄(W,Z) = wh(X

T )wh(X
L)KJ(X

T , XL)f⋄,T (W )f⋄,L(Z),

ˆ︁S⋄ = 1

ℓ

∑︂
j∈IL

wh(Xj)f⋄,0(Zj), ˆ︁H⋄ =
1

tℓ

∑︂
i∈IT

∑︂
j∈IL

H⋄(Wi, Zj), F⋄ = ˆ︁S⋄ − ˆ︁H⋄.

These expressions vanish termwise whenever a localization weight is zero. The rectangular
formulas in Algorithm 2 give exactly

F(R,u) = ( ˆ︁Rh,J)u, F(Q,u,v) = ( ˆ︁Qraw
h,J )uv.

In the response identity, expanding the empirical projection gives the rectangular formula
on Ch; outside Ch, its defining zero value and the zero localization weight give the same
identity.

4. The localized mark and kernel energies admit explicit bounds. Since

wh(x) = h−d1Ch
(x), P(XL ∈ Ch) = P(XT ∈ Ch) = hd,

uniform design gives
Ewh(X

L)2 = Ewh(X
T )2 = h−d.

Thus

E
[︂(︁
wh(X

L)f⋄,0(Z)
)︁2]︂ ≤ M2

d

hd
.

Similarly, bounding both marks and integrating over the two independent covariates gives

EH⋄(W,Z)
2 ≤M4

dh
−4d

∫︂∫︂
Ch×Ch

KJ(x, x
′)2 dx dx′

=
M4

d

h2d

∫︂∫︂
KJ(x, x

′)2 dνh(x) dνh(x
′)

=
M4

dk

h2d
,
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using the kernel-square identity in Lemma 1.

Define the integrated slices on the full record domains by

H⋄,T (W ) = EZH⋄(W,Z), H⋄,L(Z) = EWH⋄(W,Z),

where each expectation integrates an independent record with the law specified above.
The row-integral estimate gives⃓⃓

EZ

[︁
wh(X

L)KJ(x,X
L)f⋄,L(Z)

]︁⃓⃓
≤Md EZ

[︁
wh(X

L)|KJ(x,X
L)|
]︁

=Md

∫︂
|KJ(x, x

′)| dνh(x′)

≤MdDd.

Consequently,
|H⋄,T (W )| ≤M2

dDdwh(X
T ).

Kernel symmetry gives the corresponding bound with the roles reversed:

|H⋄,L(Z)| ≤M2
dDdwh(X

L).

Squaring and integrating yields

EH⋄,T (W )2 ≤
M4

dD
2
d

hd
, EH⋄,L(Z)

2 ≤
M4

dD
2
d

hd
.

All the displayed features and kernels are measurable and square-integrable. In particular,
their means, centered squares, and finite-sum integrals are well defined.

5. We derive the rectangular variance formula used with these energies. Define

µ⋄ = EH⋄(W,Z),

H⋄,0(W,Z) = H⋄(W,Z)− µ⋄,

H⋄,1(W ) = H⋄,T (W )− µ⋄,

H⋄,2(Z) = H⋄,L(Z)− µ⋄,

H⋄,12(W,Z) = H⋄,0(W,Z)−H⋄,1(W )−H⋄,2(Z).

Fubini’s theorem gives
EH⋄,0 = EH⋄,1 = EH⋄,2 = 0,

and
E[H⋄,0H⋄,1(W )] = EH⋄,1(W )2,

E[H⋄,0H⋄,2(Z)] = EH⋄,2(Z)
2,

E[H⋄,1(W )H⋄,2(Z)] = 0.

Indeed, the first two identities follow by integrating the other record first, and the third
follows from independence and centering. Expanding the residual square therefore gives

EH2
⋄,12 = EH2

⋄,0 − EH2
⋄,1 − EH2

⋄,2.

Also,
EH2

⋄,0 = EH2
⋄ − µ2⋄ ≤ EH2

⋄ .

40



Hence
EH2

⋄,12 ≤ EH2
⋄ ,

and centering each slice gives

EH2
⋄,1 ≤ EH2

⋄,T , EH2
⋄,2 ≤ EH2

⋄,L.

To compute the rectangular second moment, recall the independent-sample identity. For
nav ≥ 1 independent identically distributed square-integrable real variables Zav,j , define

Zav =
1

nav

nav∑︂
j=1

Zav,j .

Expanding the square and factoring the mixed expectations gives

EZ2
av =

1

nav
EZ2

av,1 +

(︃
1− 1

nav

)︃
(EZav,1)

2.

Apply this identity first to the outcome-record average, with the treatment records fixed,
and then to the treatment-record averages. Finite-sum integration commutes with taking
the slice means. Since H⋄,0 has mean zero, the resulting identity is

E( ˆ︁H⋄ − µ⋄)
2 =

EH2
⋄,0
tℓ

+
1

t

(︃
1− 1

ℓ

)︃
EH2

⋄,1

+

(︃
1− 1

t

)︃
1

ℓ
EH2

⋄,2.

Substituting the residual-energy identity above reduces this to

E( ˆ︁H⋄ − µ⋄)
2 =

EH2
⋄,1
t

+
EH2

⋄,2
ℓ

+
EH2

⋄,12
tℓ

.

The three preceding energy comparisons imply

E( ˆ︁H⋄ − µ⋄)
2 ≤

EH2
⋄,T
t

+
EH2

⋄,L
ℓ

+
EH2

⋄
tℓ

.

6. We convert this inequality to the sampling envelope and then include the first-order term.
The floor split satisfies

ℓ ≥ 1, n ≤ 2ℓ+ 1 ≤ 3ℓ, 2ℓ ≤ n ≤ N.

Therefore

ℓ ≥ n

3
, t = N − ℓ ≥ N

2
,

and
1

ℓ
≤ 3

n
,

1

t
≤ 2

N
≤ 2

n
,

1

tℓ
≤ 6

nN
.

These inequalities apply for every m ≥ 0, including m = 0.
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By the definition of Cker,d,

M4
dD

2
d ≤ Cker,d, M4

d ≤ Cker,d.

The slice and kernel bounds thus give

E( ˆ︁H⋄ − µ⋄)
2 ≤

5Cker,d

nhd
+

6Cker,dk

nNh2d

≤ 6Cker,dVn,m,h,J .

The independent-sample mean identity also gives

Eˆ︁S⋄ = E
[︁
wh(X

L)f⋄,0(Z)
]︁
, E ˆ︁H⋄ = µ⋄,

and

E(ˆ︁S⋄ − Eˆ︁S⋄)2 = 1

ℓ

{︂
E
[︂(︁
wh(X

L)f⋄,0(Z)
)︁2]︂− (︁E[wh(X

L)f⋄,0(Z)]
)︁2}︂

≤
3M2

d

nhd
.

Linearity of expectation gives the centered-difference identity

F⋄ − EF⋄ = (ˆ︁S⋄ − Eˆ︁S⋄)− ( ˆ︁H⋄ − µ⋄).

The pointwise inequality

(ξdiff − ζdiff)
2 ≤ 2ξ2diff + 2ζ2diff (ξdiff , ζdiff ∈ R)

follows from (ξdiff + ζdiff)
2 ≥ 0. Applying it to the centered difference yields

E(F⋄ − EF⋄)
2 ≤

6M2
d

nhd
+ 12Cker,dVn,m,h,J

≤ Ccoord,dVn,m,h,J ,

because 1/(nhd) ≤ Vn,m,h,J . This argument accommodates the shared outcome records in
the two terms.

7. Applying the preceding estimate to the response tags gives

E
[︂(︁
( ˆ︁Rh,J)u − R̄u

)︁2]︂ ≤ Ccoord,dVn,m,h,J (u ∈ Ud).

Applying it to the raw-matrix tags gives

E
[︂(︁
( ˆ︁Qraw

h,J )uv − E( ˆ︁Qraw
h,J )uv

)︁2]︂ ≤ Ccoord,dVn,m,h,J (u, v ∈ Ud).

The square-integrability established above applies to every coordinate in these two displays.

8. Define the centered raw matrix by

Braw,uv = ( ˆ︁Qraw
h,J )uv − E( ˆ︁Qraw

h,J )uv, u, v ∈ Ud.
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The symmetrization formula in Algorithm 2 and linearity of expectation give

(QP,h,J)uv =
E( ˆ︁Qraw

h,J )uv + E( ˆ︁Qraw
h,J )vu

2
,

and therefore

( ˆ︁Qh,J −QP,h,J)uv =
Braw,uv +Braw,vu

2
.

Every symmetrized coordinate is square-integrable as an average of two square-integrable
raw coordinates.

For each sample, (︃
Braw,uv +Braw,vu

2

)︃2

≤
B2

raw,uv +B2
raw,vu

2
,

since the difference between the right and left sides is (Braw,uv − Braw,vu)
2/4. Summing

and exchanging the two indices gives the pointwise contraction

∥ ˆ︁Qh,J −QP,h,J∥2F ≤ 1

2

∑︂
u,v∈Ud

(︁
B2

raw,uv +B2
raw,vu

)︁
=
∑︂

u,v∈Ud

B2
raw,uv.

9. Integrability permits exchanging expectation and each finite sum. Summing the response-
coordinate bounds gives

E∥ ˆ︁Rh,J − R̄∥22 =
∑︂
u∈Ud

E
[︂(︁
( ˆ︁Rh,J)u − R̄u

)︁2]︂
≤ qCcoord,dVn,m,h,J .

Integrating the pointwise matrix contraction and summing the raw-coordinate bounds
gives

E∥ ˆ︁Qh,J −QP,h,J∥2F ≤
∑︂

u,v∈Ud

EB2
raw,uv

≤ q2Ccoord,dVn,m,h,J .

Adding these inequalities, and using Ccoord,dVn,m,h,J ≥ 0, yields

E∥ ˆ︁Rh,J − R̄∥22 + E∥ ˆ︁Qh,J −QP,h,J∥2F
≤ (q + q2)Ccoord,dVn,m,h,J

≤ (q + q2 + 1)Ccoord,dVn,m,h,J

= C

{︃
1

nhd
+

k

nNh2d

}︃
.

The chosen constant depends on d, and hence has the permitted dependence on the fixed
public parameters. All estimates hold uniformly over the admitted law and the admissible
sample sizes and tuning inputs.
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The first term reflects labeled information within the localization cube. The second couples
the two record counts and increases with the fine projection rank. Because δ = h/J , its square-
root order is the rectangular sampling term in Theorem 1. The same bound covers fluctuations
of the response moments and of the empirical matrix, so it supplies the sampling control needed
for the guarded local fit.

A.4 Guarded inversion and public tuning

The decision in Definition 11 uses the empirical cutoff g(ε) = ε(1− ε)/2 against the population
positivity margin ε(1−ε) in Lemma 2. This half-margin gap connects matrix fluctuations to the
stability of the inversion branch. The complementary branch returns zero, and clipping confines
the decision to the contrast range [−1, 1] supplied by Assumptions 7 and 8. These operations
give the total, finite, Borel decision covered by Theorem 1; the resulting constants may depend
on the fixed overlap level.

The roles of the auxiliary results are distinct. Lemma 1 supplies the effect approximation
order hγ , the nuisance projection orders, and bounded polynomial coefficients. Lemma 2 sup-
plies population stability, while Lemma 3 controls empirical departures from the population
moments. Together, these ingredients underlie the four contributions in the uniform risk bound
of Theorem 1: effect approximation, combined nuisance approximation, labeled sampling, and
rectangular sampling. Clipping supplies the constant bound represented by the minimum with
one.

The public tuning in Definition 12 assigns the fine resolution according to S = α + β, the
sum of nuisance smoothness orders. When S < γ, the resolution increases as the localization
scale decreases, placing nuisance approximation at the effect approximation order. When S ≥ γ,
the choice J∗ = 1 provides the required approximation control. The ceiling preserves an integer
resolution while changing its order by a bounded factor.

The localization scale balances the labeled sampling requirement and the rectangular sam-
pling requirement. Its two candidate orders correspond to the two terms in Definition 14, with
denominator ∆ = 2γ + d + γd/S for the unequal-count term. Taking their maximum yields
the publicly tuned risk guarantee in Theorem 1. The resulting precision has a direct statis-
tical interpretation: response labels govern the ordinary local sampling term, while the total
treatment-record count reduces the sampling cost of the fine projection correction.

A.5 The supplied-propensity upper bound

The decision displayed in Theorem 3 uses the designated propensity from Definition 3 to form
an inverse-propensity-weighted response. Under exchangeability and overlap, this response has
conditional mean equal to the canonical contrast and bounded magnitude. The known uniform
covariate distribution then supplies the design measure for the degree-two local polynomial
average.

Polynomial reproduction makes the contrast smoothness the relevant approximation order
for this decision. Its bandwidth n−1/(2γ+d), specified in Theorem 3, balances local approxi-
mation with labeled sampling. Clipping preserves the bounded contrast range. These are the
statistical ingredients of the upper-bound component of that result, which attains the order
ro(n) = n−γ/(2γ+d) uniformly over the primitive class and every auxiliary-record count. This
benchmark identifies the labeled-sample precision attained by the rectangular estimator when
its combined approximation and sampling costs are controlled at the same order.
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B Original-record lower bounds

The lower bounds use a marked-component lower-bound experiment within the primitive class
of Definition 3. Under each hypothesis, a finite prior on primitive laws induces a mixture of
the original sampling experiment: each primitive law generates exactly n labeled records and m
outcome-free treatment records before mixing. Write Mθ for this fixed-size mixture law under
hypothesis θ ∈ {−1,+1}. The construction separates the point contrasts while controlling the
statistical distance between the two complete-data mixtures. We use the following normalization
of that distance.

Definition 16. [synth_4] (Treatment-record marginal) For a primitive Borel probability law
P = L(X,A, Y (0), Y (1)) on [0, 1]d × {0, 1}3, define its treatment-record marginal by

PXA = LP (X,A).

Thus PXA is the probability law on [0, 1]d × {0, 1} satisfying

PXA(E) = P
(︁
(X,A) ∈ E

)︁
for every Borel set E ⊆ [0, 1]d × {0, 1}.
Definition 17. [synth_6] (Fixed-size hypothesis mixtures) For n ∈ N with n ≥ 2, m ∈ N0,
and the finite priors ϖθ produced by Algorithm 3 on its probability-valued domain, define

Mθ :=

∫︂ (︁
P⊗n
o ⊗ P⊗m

XA

)︁
dϖθ(P ), θ ∈ {−1,+1},

where Po = LP (X,A, Y ), Y = (1 − A)Y (0) + AY (1), and PXA = LP (X,A). Thus M+1 and
M−1 are the positive- and negative-hypothesis probability laws of the original-record dataset Dn,m,
with n labeled records and m outcome-free treatment records. Under each mixture, one primitive
law P is drawn from the corresponding prior and all n + m records are drawn conditionally
independently from that law through their respective observation channels.

The unhalved squared Hellinger distance H2(M+1,M−1) measures the distinguishability of
the two hypotheses using both record types. The finite-prior construction C of Algorithm 3
below couples propensity and response perturbations through correlated sign pairs. A smooth
localization bump controls the contrast near the evaluation profile, while a finer smooth frame
controls the spatial dependence of the perturbations.

Definition 18. [def:hellinger] (Squared Hellinger distance H2) The squared Hellinger dis-
tance between the positive- and negative-hypothesis mixture laws M+1 and M−1 is

H2(M+1,M−1) =

∫︂ (︄√︄
dM+1

d(M+1 +M−1)
−

√︄
dM−1

d(M+1 +M−1)

)︄2

d(M+1 +M−1).

Definition 19. [synth_2] (Constructed arm-mean functions) The real-valued arm-mean func-
tions µ0,θ,η and µ1,θ,η are defined for every dimension d ∈ N, real scales h, δ, real propensity
perturbation amplitude a, real response perturbation amplitude b, hypothesis sign θ ∈ {−1,+1},
and response sign array η ∈ {−1,+1}I by

µ0,θ,η(x) =
1

2
+ b

∑︂
z∈I

ηzϕz(x) + θabBh(x)
2,

µ1,θ,η(x) =
1

2
+ b

∑︂
z∈I

ηzϕz(x)− θabBh(x)
2, x ∈ Rd.
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Here I, the finite frame index set, Bh, the localization bump, and ϕz, the localized frame entries,
use the defining formulas in Algorithm 3, evaluated at dimension d and the stated real parameter
values. The hypothesis sign and response signs encode Boolean values by assigning +1 to true
and −1 to false. Each ηz is the encoded second component of the Boolean sign pair at z; the
first component is arbitrary. Control and treatment correspond to false and true arm values,
respectively.

In Algorithm 3, a is the propensity perturbation amplitude and b is the scalar response-mean
perturbation amplitude. The arm means are centered at the shared function 1/2 + bGη(x),
with offsets −τθ(x)/2 under control and +τθ(x)/2 under treatment. Consequently, the shared
perturbation cancels from their difference, leaving exactly τθ(x). Here the scalar b is distinct
from the estimator’s fine polynomial basis vector bJ(x) in Definition 10.

In Algorithm 3, the product sign-pair weights wθ(λ, η) encode the hypothesis through the
correlation between the two perturbations. The construction itself depends only on d and
(h, δ, a, b); the parameters α, β, γ, L, ε enter only through the admissibility, occupancy, and in-
formation constants of the construction certificate. The deterministic contrast τθ is shared by
every primitive law within a hypothesis. Thus mixing over nuisance functions preserves an ex-
act target separation. The compensating terms in the arm means link this separation to the
singleton cancellation stated in the construction certificate below.

The information argument uses conditional factorization over spatial components. The cal-
culus in Lemma 4, stated after the construction, records how squared Hellinger distance behaves
under products, conditioning on a common marginal, and the addition of a common independent
coordinate.

Algorithm 3 (Finite-prior construction C)

The construction C takes inputs (h, δ, a, b) satisfying 0 < δ ≤ h ≤ 1/2 and a, b > 0, at the
public parameters (d, α, β, γ, L) and fixed interior covariate profile x0.

1. Define the real functions

χ(u) =

{︄
exp(−1/u), u > 0,

0, u ≤ 0,
ϑ(u) =

π

2

χ(u)

χ(u) + χ(1− u)
, u ∈ R,

and, for each z ∈ Z,

ωz(u) =

⎧⎪⎨⎪⎩
sinϑ(u− z + 1), z − 1 ≤ u ≤ z,

cosϑ(u− z), z ≤ u ≤ z + 1,

0, u /∈ [z − 1, z + 1].

The two expressions at u = z agree.

2. For w ∈ Rd and x ∈ [0, 1]d, define the localization bump and fine-scale frame by

B(w) =

d∏︂
v=1

χ(1− 4w2
v)

χ(1)
, Bh(x) = B

(︁
(x− x0)/h

)︁
,
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ψz(x) =

d∏︂
v=1

ωzv

(︁
(xv − x0,v)/δ

)︁
,

I =

{︃
z ∈ Zd : |zv| ≤ 1 +

h

2δ
for every v ∈ {1, . . . , d}

}︃
, ϕz(x) = Bh(x)ψz(x), z ∈ I.

3. For sign arrays λ, η ∈ {−1,+1}I , define

Fλ(x) =
∑︂
z∈I

λzϕz(x), Gη(x) =
∑︂
z∈I

ηzϕz(x).

For each hypothesis index θ ∈ {−1,+1}, define the sign-pair correlation and product
weights by

ρθ =
θ

2
, wθ(λ, η) =

∏︂
z∈I

1 + ρθλzηz
4

.

4. Define the propensity, contrast, and potential-response means by

eλ(x) =
1

2
+ aFλ(x), τθ(x) = −4abρθBh(x)

2,

µ0,θ,η(x) =
1

2
+ bGη(x)−

1

2
τθ(x), µ1,θ,η(x) =

1

2
+ bGη(x) +

1

2
τθ(x).

The probability-valued domain consists of inputs satisfying

eλ(x), µ0,θ,η(x), µ1,θ,η(x) ∈ [0, 1] for every θ ∈ {−1,+1}, λ, η ∈ {−1,+1}I , x ∈ [0, 1]d.

On this domain, define the primitive Borel law Pθ,λ,η by

X ∼ Unif([0, 1]d), L
(︁
A, Y (0), Y (1) | X = x

)︁
= Bernoulli

(︁
eλ(x)

)︁
⊗Bernoulli

(︁
µ0,θ,η(x)

)︁
⊗Bernoulli

(︁
µ1,θ,η(x)

)︁
.

Here X is the covariate vector, A is the binary treatment indicator, and Y (0), Y (1) are
the binary potential responses under control and treatment. The prescribed functions
eλ, µ0,θ,η, µ1,θ,η are the designated conditional-margin functions of this law.

5. Output the contrasts and finite pushforward measures

C(h, δ, a, b) =
(︁
(τθ, ϖθ)

)︁
θ∈{−1,+1}, ϖθ =

∑︂
λ,η∈{−1,+1}I

wθ(λ, η) Dirac(Pθ,λ,η),

where Dirac(P ) is the unit point mass at the primitive law P .

The product inequality in Lemma 4 aggregates component distances. Its conditional iden-
tity integrates these distances over the common covariate distribution, subject to the stated
measurable-density condition. The final identity accommodates the independent randomizer
available to decisions in Definition 4.

To translate mixture separation into expected absolute error, the analysis uses the fuzzy
testing bound of Kennedy et al. [2024, Section 3, Lemma 1]. Lemma 5, stated after the Hellinger
calculus, fixes both its loss and its Hellinger normalization.
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Lemma 4. [lem:hellinger-block-calculus] (Hellinger calculus for blocks) For probability
laws B,C on a common measurable space, use the normalization of Definition 18:

h2(B,C) =
∫︂ (︄√︄

dB
dξ

−

√︄
dC
dξ

)︄2

dξ, ξ = B+ C.

The following statements hold on arbitrary measurable spaces.
For any finite family of pairs of probability laws Bu∗ ,Cu∗, each pair on its respective common

measurable space,

h2

(︄⨂︂
u∗

Bu∗ ,
⨂︂
u∗

Cu∗

)︄
≤
∑︂
u∗

h2(Bu∗ ,Cu∗).

Let ν be a probability law on the conditioning space, and let Bz,Cz be probability kernels
into a common measurable space. Suppose there exists a common s-finite reference kernel such
that both kernels are represented, at every z, by nonnegative extended-real densities with respect
to that reference kernel, with both densities jointly measurable in the conditioning and outcome
coordinates. Then

h2
(︁
ν(dz)Bz(dw), ν(dz)Cz(dw)

)︁
=

∫︂
h2(Bz,Cz) dν(z).

For any probability laws B,C on a common measurable space and any probability law ν on
another measurable space,

h2(B⊗ ν,C⊗ ν) = h2(B,C).

Proof of Lemma 4. We first establish the finite-reference identity used below. Whenever a real
Radon–Nikodym density is used, its value is taken to be zero where the extended-real derivative
is infinite; for finite measures, this changes the derivative on a null set.

Let ρref be a finite measure on the common space Ω, and suppose measurable nonnegative
real densities satisfy

fB,ref , fC,ref : Ω −→ [0,∞), B(dw) = fB,ref(w)ρref(dw), C(dw) = fC,ref(w)ρref(dw).

Define

ξΣ := B+ C, fB,Σ :=
dB
dξΣ

, fC,Σ :=
dC
dξΣ

, rΣ,ref :=
dξΣ
dρref

,

using the real-density convention above. Radon–Nikodym reconstruction and the chain rule give

B(dw) = fB,Σ(w)ξΣ(dw), C(dw) = fC,Σ(w)ξΣ(dw),

and, ρref -almost everywhere,

fB,ref = fB,ΣrΣ,ref , fC,ref = fC,ΣrΣ,ref .

For these nonnegative densities,

rΣ,ref

(︁√︁
fB,Σ −

√︁
fC,Σ

)︁2
=
(︁√︁

fB,ΣrΣ,ref −
√︁
fC,ΣrΣ,ref

)︁2
.

Thus changing measure in the normalization of Definition 18 yields

h2(B,C) =
∫︂
rΣ,ref

(︁√︁
fB,Σ −

√︁
fC,Σ

)︁2
dρref

=

∫︂ (︁√︁
fB,ref −

√︁
fC,ref

)︁2
dρref .
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1. Finite products. Write U∗ for the finite indexing set and Ωu∗ for the measurable space of
the pair indexed by u∗. Define

ξu∗ := Bu∗ + Cu∗ , fB,u∗ :=
dBu∗

dξu∗
, fC,u∗ :=

dCu∗

dξu∗
, u∗ ∈ U∗,

again as real densities. They are measurable, nonnegative, and integrable, and reconstruc-
tion gives

Bu∗(dw) = fB,u∗(w)ξu∗(dw), Cu∗(dw) = fC,u∗(w)ξu∗(dw),

with ∫︂
fB,u∗ dξu∗ =

∫︂
fC,u∗ dξu∗ = 1.

Define the coordinate affinity by

aaff,u∗ :=

∫︂ √︂
fB,u∗(w)fC,u∗(w) dξu∗(w).

The square roots are square-integrable, so their product is integrable. Expanding the
square in the finite-reference identity gives

h2(Bu∗ ,Cu∗) =

∫︂ (︂
fB,u∗ + fC,u∗ − 2

√︁
fB,u∗fC,u∗

)︂
dξu∗

= 2
(︁
1− aaff,u∗

)︁
.

On the product space, define

ξ⊗ :=
⨂︂

u∗∈U∗

ξu∗ , fB,⊗(w) :=
∏︂

u∗∈U∗

fB,u∗(wu∗), fC,⊗(w) :=
∏︂

u∗∈U∗

fC,u∗(wu∗), w ∈
∏︂

u∗∈U∗

Ωu∗ .

To verify the product-density representation, take measurable sets

Wu∗ ⊆ Ωu∗ , u∗ ∈ U∗.

Product integration gives∫︂
∏︁

u∗ Wu∗

fB,⊗ dξ⊗ =
∏︂
u∗

∫︂
Wu∗

fB,u∗ dξu∗ =
∏︂
u∗

Bu∗(Wu∗).

The same calculation applies to C. Uniqueness of finite product measures therefore yields(︄⨂︂
u∗

Bu∗

)︄
(dw) = fB,⊗(w)ξ⊗(dw),

(︄⨂︂
u∗

Cu∗

)︄
(dw) = fC,⊗(w)ξ⊗(dw).

In particular, ∫︂
fB,⊗ dξ⊗ =

∫︂
fC,⊗ dξ⊗ = 1.

Applying the finite-reference identity and expanding the square as above gives

h2

(︄⨂︂
u∗

Bu∗ ,
⨂︂
u∗

Cu∗

)︄
= 2

(︃
1−

∫︂ √︁
fB,⊗fC,⊗ dξ⊗

)︃
.
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Nonnegativity of the coordinate densities implies the pointwise identity√︂
fB,⊗(w)fC,⊗(w) =

∏︂
u∗

√︂
fB,u∗(wu∗)fC,u∗(wu∗).

Product integration consequently gives∫︂ √︁
fB,⊗fC,⊗ dξ⊗ =

∏︂
u∗

aaff,u∗ .

The affinities satisfy

aaff,u∗ ≥ 0, 0 ≤ h2(Bu∗ ,Cu∗) = 2
(︁
1− aaff,u∗

)︁
,

and hence
0 ≤ aaff,u∗ ≤ 1.

For every subset V∗ ⊆ U∗, induction on its cardinality gives

0 ≤
∏︂

u∗∈V∗

aaff,u∗ ≤ 1.

A second induction gives the required affinity-defect bound. The empty product is one
and the empty sum is zero. For u∗ ∈ U∗ \ V∗, the induction step is

1−
∏︂

u′
∗∈V∗∪{u∗}

aaff,u′
∗ =

⎛⎝1−
∏︂

u′
∗∈V∗

aaff,u′
∗

⎞⎠+
(︁
1− aaff,u∗

)︁ ∏︂
u′
∗∈V∗

aaff,u′
∗

≤
∑︂

u′
∗∈V∗

(︁
1− aaff,u′

∗

)︁
+
(︁
1− aaff,u∗

)︁
.

Taking V∗ = U∗ and multiplying by two proves

h2

(︄⨂︂
u∗

Bu∗ ,
⨂︂
u∗

Cu∗

)︄
= 2

(︄
1−

∏︂
u∗

aaff,u∗

)︄
≤ 2

∑︂
u∗

(︁
1− aaff,u∗

)︁
=
∑︂
u∗

h2(Bu∗ ,Cu∗).

The empty family is included by the stated empty-product and empty-sum conventions.

2. A common conditioning marginal. Let Z and Ω be the conditioning and outcome spaces.
Choose the s-finite reference kernel and jointly measurable densities supplied by the hy-
pothesis, writing them as

Ξref : Z −→ {s-finite measures on Ω}, fB,ref , fC,ref : Z × Ω −→ [0,∞],

so that, for every z ∈ Z,

Bz(dw) = fB,ref(z, w)Ξref,z(dw), Cz(dw) = fC,ref(z, w)Ξref,z(dw).
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Define the sum kernel and normalized densities by

KΣ,z := Bz + Cz

and

(︁
rB(z, w), rC(z, w)

)︁
:=

⎧⎨⎩
(︃

fB,ref(z, w)

fB,ref(z, w) + fC,ref(z, w)
,

fC,ref(z, w)

fB,ref(z, w) + fC,ref(z, w)

)︃
, 0 < fB,ref(z, w) + fC,ref(z, w) <∞,

(0, 0), otherwise.

These are jointly measurable real functions on all of Z × Ω, and

0 ≤ rB(z, w) ≤ 1, 0 ≤ rC(z, w) ≤ 1,

because each numerator lies between zero and its positive finite denominator; the other
cases have value zero.

For every z,
KΣ,z(dw) =

(︁
fB,ref(z, w) + fC,ref(z, w)

)︁
Ξref,z(dw),

and the nonnegative extended integral satisfies∫︂ (︁
fB,ref(z, w) + fC,ref(z, w)

)︁
dΞref,z(w) = 2.

Thus the sum of the densities is finite Ξref,z-almost everywhere. Where that sum is zero,
both densities are zero. Cancellation therefore gives, Ξref,z-almost everywhere,(︁

fB,ref + fC,ref
)︁
(z, w) rB(z, w) = fB,ref(z, w),(︁

fB,ref + fC,ref
)︁
(z, w) rC(z, w) = fC,ref(z, w).

Consequently, for every z,

Bz(dw) = rB(z, w)KΣ,z(dw), Cz(dw) = rC(z, w)KΣ,z(dw).

Define the finite joint reference measure by

ΞΣ(dz, dw) := ν(dz)KΣ,z(dw).

The kernel density representations and joint measurability imply

ν(dz)Bz(dw) = rB(z, w)ΞΣ(dz, dw), ν(dz)Cz(dw) = rC(z, w)ΞΣ(dz, dw).

Moreover,

ΞΣ(Z × Ω) =

∫︂
KΣ,z(Ω) dν(z) = 2.

The normalized-density bounds give

0 ≤
√︁
rB(z, w) ≤ 1, 0 ≤

√︁
rC(z, w) ≤ 1,

and hence
0 ≤

(︁√︁
rB(z, w)−

√︁
rC(z, w)

)︁2 ≤ 4.
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The measurable square-root difference is therefore integrable against ΞΣ. Applying the
finite-reference identity and then integration over the kernel gives

h2
(︁
ν(dz)Bz(dw), ν(dz)Cz(dw)

)︁
=

∫︂ (︁√︁
rB(z, w)−

√︁
rC(z, w)

)︁2
dΞΣ(z, w)

=

∫︂
Z

[︃∫︂
Ω

(︁√︁
rB(z, w)−

√︁
rC(z, w)

)︁2
dKΣ,z(w)

]︃
dν(z).

For each z, the same finite-reference identity and the conditional density representations
yield ∫︂

Ω

(︁√︁
rB(z, w)−

√︁
rC(z, w)

)︁2
dKΣ,z(w) = h2(Bz,Cz).

Substitution proves

h2
(︁
ν(dz)Bz(dw), ν(dz)Cz(dw)

)︁
=

∫︂
h2(Bz,Cz) dν(z).

3. A common independent probability factor. For the given B,C, use

ξΣ := B+ C, fB,Σ :=
dB
dξΣ

, fC,Σ :=
dC
dξΣ

,

with the real-density convention above. The sum of the product laws is

(B⊗ ν) + (C⊗ ν) = ξΣ ⊗ ν.

The product Radon–Nikodym identities give, (ξΣ ⊗ ν)-almost everywhere,

d(B⊗ ν)

d(ξΣ ⊗ ν)
(w, z) = fB,Σ(w),

d(C⊗ ν)

d(ξΣ ⊗ ν)
(w, z) = fC,Σ(w).

Substituting into the defining square-root formula and integrating a function of the first
coordinate gives

h2(B⊗ ν,C⊗ ν) =

∫︂
Ω×Z

(︁√︂
fB,Σ(w)−

√︂
fC,Σ(w)

)︁2
d(ξΣ ⊗ ν)(w, z)

= ν(Z)

∫︂
Ω

(︁√︂
fB,Σ(w)−

√︂
fC,Σ(w)

)︁2
dξΣ(w)

= h2(B,C),

where the last equality uses ν(Z) = 1.

For the original-record lower bound, the testing comparison concerns the law of the entire
fixed-size dataset. At this level, the observation space contains both record blocks, and the
testing statement can be used with product count one. This formulation preserves the unequal
record counts in the experiment. The certificate also records an exact equality of the auxiliary
mixture laws; the relevant marginal is the treatment-record marginal of Definition 16.
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Lemma 5. [lem:published-fuzzy-testing] (Absolute-loss fuzzy testing bound) Let (Bz)
and (Cz) be probability kernels from a common measurable index space to a common measurable
observation space, and let ω be a probability prior on the index space. Let v0 ≥ 1 be an integer,
let M be a model of measures containing Bz and Cz for every z, and let Ψ be a real-valued
functional on measures. Use the squared Hellinger distance of Definition 18, with normalization

h2(B,C) =
∫︂ (︄√︄

dB
dξ

−

√︄
dC
dξ

)︄2

dξ, ξ = B+ C.

Suppose the following conditions hold:

• (Constants.) The separation bound s0 and distance bound u0 satisfy s0 > 0 and 0 ≤
u0 < 2.

• (Separation.) For every pair of indices z, z′,

Ψ(Bz)−Ψ(Cz′) ≥ s0.

• (Mixture distance.) The product-law mixtures satisfy

h2
(︃∫︂

B⊗v0
z dω(z),

∫︂
C⊗v0
z dω(z)

)︃
≤ u0.

Then every measurable real-valued decision ˆ︁Ψ on the v0-observation sample space satisfies

sup
P∈M

∫︂ ⃓⃓⃓ˆ︁Ψ(w)−Ψ(P )
⃓⃓⃓
dP⊗v0(w) ≥ s0

4

{︂
1−

√︁
u0(1− u0/4)

}︂
,

where the nonnegative loss integral is interpreted in the extended sense. This is the absolute-loss
specialization of [Kennedy et al., 2024, Section 3, Lemma 1].

Proof of Lemma 5. Fix a measurable decision ˆ︁Ψ. All loss integrals and their suprema below
take values in [0,∞].

1. Define the testing submodel, its component risks, and its worst-case risk by

Mtest := {Bz : z is an index} ∪ {Cz : z is an index},

Rtest(P ) :=

∫︂
|ˆ︁Ψ(w)−Ψ(P )| dP⊗v0(w), P a measure on the observation space,

Stest := sup
P∈Mtest

Rtest(P ).

Every member of Mtest is a probability measure. The finite-product maps z ↦→ B⊗v0
z and

z ↦→ C⊗v0
z are probability kernels. Define their mixture laws by

Bmix :=

∫︂
B⊗v0
z dω(z), Cmix :=

∫︂
C⊗v0
z dω(z).

Both mixtures are probability measures, since their component laws and the prior are
probability measures. The distance hypothesis therefore gives

h2(Bmix,Cmix) ≤ u0.
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2. The probability prior ensures that the index space is nonempty. Choose an index z0.
Separation gives

Ψ(Cz) ≤ Ψ(Bz0)− s0 for every z.

Thus the nonempty set of values Ψ(Cz) is bounded above. Define the finite real numbers

ψsup
C := sup

z
Ψ(Cz), atest := ψsup

C +
s0
2
.

For each index z, separation with every z′ gives

Ψ(Cz′) ≤ Ψ(Bz)− s0, ψsup
C ≤ Ψ(Bz)− s0.

Consequently,

atest +
s0
2

≤ Ψ(Bz), Ψ(Cz) ≤ atest −
s0
2
.

Define the measurable threshold event on the sample space by

Atest := {w : ˆ︁Ψ(w) < atest}.

3. We derive the Hellinger testing comparison for these mixtures. Define

ξtest := Bmix + Cmix,

fB(w) :=
dBmix

dξtest
(w), fC(w) :=

dCmix

dξtest
(w),

h2test := h2(Bmix,Cmix).

Choose nonnegative versions of the densities. They are integrable, and∫︂
fB dξtest =

∫︂
fC dξtest = 1,

∫︂
(fB − fC) dξtest = 0.

For every measurable sample event A,

Bmix(A)− Cmix(A) =

∫︂
A
(fB − fC) dξtest,∫︂

Ac

(fB − fC) dξtest = −
∫︂
A
(fB − fC) dξtest.

Applying the integral triangle inequality on each of A and Ac, then adding, yields

2

⃓⃓⃓⃓∫︂
A
(fB − fC) dξtest

⃓⃓⃓⃓
≤
∫︂

|fB − fC| dξtest.

The normalization in Definition 18 gives

h2test =

∫︂
(
√︁
fB −

√︁
fC)

2 dξtest.

The square roots of the densities are square integrable. The pointwise identities

(
√︁
fB +

√︁
fC)

2 + (
√︁
fB −

√︁
fC)

2 = 2fB + 2fC,

|fB − fC| = |
√︁
fB −

√︁
fC| |

√︁
fB +

√︁
fC|

54



therefore imply ∫︂
(
√︁
fB +

√︁
fC)

2 dξtest = 4− h2test.

Also, by nonnegativity and the pointwise bound (
√
fB −

√
fC)

2 ≤ fB + fC,

0 ≤ h2test ≤
∫︂
(fB + fC) dξtest = 2.

Cauchy–Schwarz now gives∫︂
|fB − fC| dξtest ≤

√︂
h2test

√︂
4− h2test

=
√︂
h2test(4− h2test).

Combining the preceding bounds proves, for every measurable A,

|Bmix(A)− Cmix(A)| ≤ 1

2

√︂
h2test(4− h2test)

=
√︂

h2test(1− h2test/4).

4. Define the total variation distance of the mixtures by

Vtest := sup
A measurable

|Bmix(A)− Cmix(A)|.

Taking the supremum in the preceding event bound gives

Vtest ≤
√︂
h2test(1− h2test/4).

The complementary-event identity implies

Bmix(Atest) + Cmix(Ac
test) = 1 + Bmix(Atest)− Cmix(Atest)

≥ 1− Vtest.

Since 0 ≤ h2test ≤ u0 < 2,

u0(1− u0/4)− h2test(1− h2test/4) =
(u0 − h2test)(4− u0 − h2test)

4
≥ 0.

Monotonicity of the square root consequently yields

1−
√︁
u0(1− u0/4) ≤ Bmix(Atest) + Cmix(Ac

test).

5. The threshold separation gives the pointwise loss bounds, for every index z,

s0
2
1Atest(w) ≤ |ˆ︁Ψ(w)−Ψ(Bz)|,

s0
2
1Ac

test
(w) ≤ |ˆ︁Ψ(w)−Ψ(Cz)|.

Indeed, on Atest the decision lies below atest, while Ψ(Bz) lies at least s0/2 above it. On
its complement the decision lies at or above the threshold, while Ψ(Cz) lies at least s0/2
below it. Outside the respective events, the displayed left-hand sides vanish.
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Integrating these inequalities under the component product laws gives

s0
2
B⊗v0
z (Atest) ≤ Rtest(Bz) ≤ Stest,

s0
2
C⊗v0
z (Ac

test) ≤ Rtest(Cz) ≤ Stest.

Kernel event probabilities are measurable functions of the index. Integrating their bounds
against the probability prior therefore gives

s0
2
Bmix(Atest) =

∫︂
s0
2
B⊗v0
z (Atest) dω(z) ≤

∫︂
Stest dω = Stest,

s0
2
Cmix(Ac

test) =

∫︂
s0
2
C⊗v0
z (Ac

test) dω(z) ≤
∫︂

Stest dω = Stest.

Adding yields the extended nonnegative inequality

s0
2
{Bmix(Atest) + Cmix(Ac

test)} ≤ 2Stest.

6. Combining the testing and risk inequalities gives

s0
2

{︂
1−

√︁
u0(1− u0/4)

}︂
≤ 2Stest.

The bracket is nonnegative under 0 ≤ u0 < 2. Using

s0
2

{︂
1−

√︁
u0(1− u0/4)

}︂
= 2

[︂s0
4

{︂
1−

√︁
u0(1− u0/4)

}︂]︂
and cancelling the finite positive factor 2 in [0,∞], we obtain

s0
4

{︂
1−

√︁
u0(1− u0/4)

}︂
≤ Stest.

Finally, every member of Mtest equals Bz or Cz for some index z; either membership
hypothesis places that measure in M. Thus

Mtest ⊆ M, Stest ≤ sup
P∈M

∫︂
|ˆ︁Ψ(w)−Ψ(P )| dP⊗v0(w).

Transitivity proves the asserted bound, including when the supremum is infinite.

The marginal in Definition 16 is the sampling law of each outcome-free record. The next
result establishes model membership, target separation, and the information bound for the
prescribed smooth-frame construction. Its occupancy condition restricts the expected number
of treatment records at the fine spatial scale.

Theorem 4. [thm:marked-component-certificate] (Marked component mixture certificate)
Fix the primitive class M of Definition 3, with public parameters satisfying

d ∈ N, d ≥ 1, α, β ∈ (0, 1], γ ∈ [1, 3], L > 1
2 , ε ∈ (0, 12).

There exist constants c ∈ (0, 1], c0 > 0, and C > 0, depending only on these public parameters,
such that the following holds for every choice satisfying:
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• (Record counts.) n,m ∈ N, n ≥ 2, with total record count N = n+m.

• (Scales.) 0 < δ ≤ h ≤ 1
2 .

• (Propensity amplitude.) 0 < a ≤ cδα.

• (Response amplitude.) 0 < b ≤ cδβ.

• (Effect calibration.) ab ≤ chγ.

• (Occupancy.) Nδd ≤ c0.

The prescribed construction C of Algorithm 3, evaluated at d, h, δ, a, b, has the following properties
for both hypothesis indices θ ∈ {−1,+1}.

Its weights on the finite sign arrays are nonnegative and normalized:

wθ(λ, η) ≥ 0 for every λ, η ∈ {−1,+1}I ,
∑︂

λ,η∈{−1,+1}I
wθ(λ, η) = 1.

Every constructed law Pθ,λ,η belongs to M, and its canonical contrast agrees with the determin-
istic constructed contrast everywhere on the unit cube:

τPθ,λ,η
(x) = τθ(x)

(︁
x ∈ [0, 1]d

)︁
.

Thus the finite prior ϖθ is supported on M. The designated propensity functions, restricted to
the unit cube, have the same distribution under ϖ+1 and ϖ−1.

At the interior center x0 = (1/2, . . . , 1/2), the contrasts satisfy

τθ(x0) = −2θab, τ−1(x0)− τ+1(x0) = 4ab, cab ≤ 4ab.

For the fixed-size original-record mixture laws M+1 and M−1, the unhalved squared Hellinger
distance of Definition 18 satisfies

H2(M+1,M−1) ≤ CnNhdδda2b2.

For every integer kaux ≥ 0, the auxiliary-record mixtures agree:∫︂
P⊗kaux
XA dϖ+1(P ) =

∫︂
P⊗kaux
XA dϖ−1(P ).

Their explicit conditional auxiliary kernels also agree at every collection of kaux covariates in
[0, 1]d. For either hypothesis and every x ∈ [0, 1]d, the singleton labeled mixture conditional on
X = x is uniform on the four values of (A, Y ) ∈ {0, 1}2.

Conditional on every collection of all N covariates in the unit cube, form the graph whose ver-
tices are all N records. Join two distinct vertices when both covariates lie in the localization cube
Ch and their maximum-norm distance is at most 2δ; records exterior to Ch are isolated vertices.
The conditional mixed density equals the product of the component densities over all connected
components of this graph, including the exterior singleton components. Every auxiliary-only
component and every component consisting of a single labeled record has the same conditional
density, and hence the same conditional law, under the two hypotheses.
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The information bound in Theorem 4 reflects where the two hypotheses can be distinguished.
Their common propensity distribution gives identical auxiliary mixtures for every auxiliary sam-
ple size, including equality conditional on the auxiliary covariates. Compensation in the response
means also makes a singleton labeled mixture uniform under either hypothesis. Conditional
component factorization therefore locates distinguishing information in components containing
a labeled record and at least one additional nearby record.

The factor nN in the distance bound corresponds to record pairs involving a labeled member,
while hdδd records the localization and proximity scales. The squared perturbation factor is
a2b2, and the target separation is 4ab. Under the stated sparse-occupancy gate Nδd ≤ c0,
with occupancy constant c0, the certificate bounds the aggregate information by this pair-scale
expression. These clauses give the component structure needed by Lemma 4 and the separation
needed by the testing bound of Lemma 5.

The next result packages the smoothness, contrast, and occupancy calibrations into a min-
imax lower bound. Its sample-size interval is the range in which the unequal-count rate is at
least the supplied-propensity order.

Lemma 6. [lem:nuisance-frontier-converse] (Nuisance frontier lower bound) Fix d ∈ N
and α, β, γ, L, ε ∈ R, where ε is the overlap level. Define the nuisance smoothness sum S, the
smoothness threshold Scrit, the record-growth exponent q∗, and the rate denominator ∆ by

S = α+ β, Scrit =
γd

2γ + d
, q∗ =

γd

(α+ β)(2γ + d)
, ∆ = 2γ + d+

γd

α+ β
.

Suppose that:

• (Dimension.) d ≥ 1.

• (Nuisance smoothness.) 0 < α ≤ 1 and 0 < β ≤ 1.

• (Effect smoothness.) 1 ≤ γ ≤ 3.

• (Radius.) L > 1/2.

• (Overlap level.) 0 < ε < 1/2.

• (Frontier regime.) S < Scrit.

There exists a constant c > 0, depending on the fixed public parameters d, α, β, γ, L, ε, such that
for every n,m ∈ N with n ≥ 2, the total treatment-record count

N = n+m

satisfying N ≤ nq∗ obeys the following bound for the minimax absolute-error risk R(n,m) of
Definition 5, evaluated at these fixed parameters:

R(n,m) ≥ c(nN)−γ/∆.

Proof of Lemma 6. 1. Public constants. Take the constants supplied by Theorem 4, writing
its amplitude constant as ccert:

0 < ccert ≤ 1, c0 > 0, C > 0.
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They depend only on the fixed public parameters. The parameter conditions give

γ > 0, S > 0, ∆ > 0.

Define

ch =
1

4
, cδ = min{ch, c0}, ρ0 = min

{︃
ccert, 1, ccertc

γ
h,

1

16C

}︃
.

Thus

0 < cδ ≤ ch ≤ 1

2
, cδ ≤ c0, 0 < ρ0 ≤ 1,

and

ρ0 ≤ ccert, ρ0 ≤ ccertc
γ
h, Cρ0 ≤

1

16
.

Since d ≥ 1, S > 0, and cδ, ch ≤ 1,

cdδ ≤ cδ ≤ c0, cSδ ≤ 1, cdh ≤ 1, cd+2S
δ ≤ 1.

Also,
ρ20 ≤ ρ0, ρ40 ≤ ρ0,

so the information constant satisfies

Cρ40c
d
hc

d+2S
δ ≤ Cρ0 ≤

1

16
.

Finally, define the separation constant and the claimed lower-bound constant by

csep = ρ20c
S
δ > 0, c =

3

4
csep > 0.

2. Admissible scales. Fix arbitrary n,m ∈ N in the stated range, and write

N = n+m, n ≥ 2, n ≤ N ≤ nq∗ .

In particular, n,N > 0 and nN ≥ 1. Choose

h = ch(nN)−1/∆, δ = cδ(nN)−γ/(S∆), a = ρ0δ
α, b = ρ0δ

β.

The frontier condition implies

S < Scrit =
γd

2γ + d
< γ,

because 2γ + d > d > 0. Consequently,

− γ

S∆
≤ − 1

∆
≤ 0.

Monotonicity of positive-base powers for nN ≥ 1 now gives

0 < δ ≤ cδ(nN)−1/∆ ≤ ch(nN)−1/∆ = h ≤ ch ≤ 1

2
.

The amplitude definitions then give a, b > 0.
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3. Separation and contrast calibration. Using δ > 0 and S = α+β, multiplication of positive-
base powers yields

ab = ρ20δ
α+β

= ρ20c
S
δ (nN)−γS/(S∆)

= csep(nN)−γ/∆.

Likewise,
hγ = cγh(nN)−γ/∆.

The bounds ρ20 ≤ ρ0, c
S
δ ≤ 1, and ρ0 ≤ ccertc

γ
h therefore imply

ab = ρ20c
S
δ (nN)−γ/∆

≤ ρ0(nN)−γ/∆

≤ ccertc
γ
h(nN)−γ/∆ = ccerth

γ .

4. Occupancy, class membership, and mixture distance. The definitions of the rate parameters
give

q∗ =
Scrit
S

≥ 0, ∆ = (2γ + d)(1 + q∗),
γd

S∆
=

q∗
1 + q∗

.

Substituting the scale δ and collecting powers therefore gives

Nδd = cdδn
−q∗/(1+q∗)N1/(1+q∗)

= cdδ

(︃
N

nq∗

)︃1/(1+q∗)

≤ cdδ ≤ c0.

Here the boundary condition makes the positive ratio N/nq∗ at most one, and 1/(1+q∗) >
0. The remaining amplitude hypotheses follow from ρ0 ≤ ccert:

0 < a ≤ ccertδ
α, 0 < b ≤ ccertδ

β.

All hypotheses of Theorem 4 are thus satisfied for the construction of Algorithm 3. For
its finite lattice index set I, write

Ssign = {−1,+1}I × {−1,+1}I .

The certificate supplies probability priors ϖθ and, for every θ ∈ {−1,+1}, (λ, η) ∈ Ssign,
and x ∈ [0, 1]d,

Pθ,λ,η ∈ M, τPθ,λ,η
(x) = τθ(x).

At the evaluation profile this gives

τP−1,λ,η
(x0) = 2ab, τP+1,λ,η

(x0) = −2ab.

Define the mixtures of the original data blocks by

Mθ =

∫︂
LP (Dn,m) dϖθ(P ), θ ∈ {−1,+1}.
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The certificate also supplies

H2(M+1,M−1) ≤ CnNhdδda2b2.

To evaluate its right-hand side, first note that

δda2b2 = ρ40δ
d+2S , d+

γ(d+ 2S)

S
= d+

γd

S
+ 2γ = ∆.

Hence
nNhdδda2b2 = ρ40c

d
hc

d+2S
δ (nN) 1−d/∆−γ(d+2S)/(S∆)

= ρ40c
d
hc

d+2S
δ .

The inequality Cρ40c
d
hc

d+2S
δ ≤ 1/16 proves

H2(M+1,M−1) ≤ Cρ40c
d
hc

d+2S
δ ≤ 1

16
.

5. The target as a functional of the experiment law. The randomized observation space and
the marked experiment model are

Ωobs =
(︁
[0, 1]d × {0, 1}2

)︁n ×
(︁
[0, 1]d × {0, 1}

)︁m × [0, 1],

Pexp = {En,m(Pθ,λ,η) : θ ∈ {−1,+1}, (λ, η) ∈ Ssign} .

When m = 0, the auxiliary-record factor is the one-point empty product.

We show that equal marked experiment laws have equal point targets. Take two con-
structed laws

P = Pθ,λ,η, P ′ = Pθ′,λ′,η′ ,

where both hypothesis indices belong to {−1,+1} and both sign pairs belong to Ssign, and
suppose

En,m(P ) = En,m(P ′).

Since n > 0, projection onto the first labeled record gives

LP (X,A, Y ) = LP ′(X,A, Y ).

Both covariate laws are uniform. Uniqueness of conditional probability kernels therefore
gives

LP (A, Y | X = x) = LP ′(A, Y | X = x) for Lebesgue-almost every x ∈ [0, 1]d.

For the independent Bernoulli construction, with the response selection of Definition 2,
the four conditional cells are

Pr
P
(A = 1, Y = 1 | X = x) = eP (x)µ1,P (x),

Pr
P
(A = 1, Y = 0 | X = x) = eP (x)

(︁
1− µ1,P (x)

)︁
,

Pr
P
(A = 0, Y = 1 | X = x) =

(︁
1− eP (x)

)︁
µ0,P (x),

Pr
P
(A = 0, Y = 0 | X = x) =

(︁
1− eP (x)

)︁(︁
1− µ0,P (x)

)︁
.
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The same formulas hold for P ′. Summing the first two equal cells identifies the propensity.
The equal cells with Y = 1, together with overlap, then identify the arm means:

eP (x) = eP ′(x), µ0,P (x) = µ0,P ′(x), µ1,P (x) = µ1,P ′(x) almost everywhere.

Indeed, the factors used for division satisfy

eP (x) ≥ ε > 0, 1− eP (x) ≥ ε > 0.

Conditional independence in the prescribed construction now gives

LP (A, Y (0), Y (1) | X = x) = Bernoulli(eP (x))⊗ Bernoulli(µ0,P (x))⊗ Bernoulli(µ1,P (x))

= LP ′(A, Y (0), Y (1) | X = x) almost everywhere.

Integration against their common uniform covariate law proves equality of the full primitive
laws.

Their common primitive law thus gives identical Bernoulli margin laws for A, Y (0), Y (1),
so admissible conditional-margin versions agree almost everywhere. The positive Hölder
orders give continuity of eP , µ0,P , τP , and

µ1,P = µ0,P + τP on [0, 1]d

gives continuity of the treated mean; the same holds for P ′. Since the uniform law has full
support on the cube, these continuous versions agree everywhere. In particular,

τP (x0) = τP ′(x0).

We may consequently define a functional on all nonnegative Borel measures on Ωobs by

Ψ(P) =

{︄
τPθ,λ,η

(x0), P = En,m(Pθ,λ,η) for some θ ∈ {−1,+1}, (λ, η) ∈ Ssign,

0, P /∈ Pexp.

The equality just proved makes the first case independent of the representative. Thus

Ψ
(︁
En,m(Pθ,λ,η)

)︁
= τPθ,λ,η

(x0)

throughout the marked family.

6. A common prior for testing. Use the finite index space

Ztest = Ssign × Ssign, ztest = ((λ−, η−), (λ+, η+)).

Define the common prior by its point masses:

ω({ztest}) = w−1(λ−, η−)w+1(λ+, η+).

The nonnegative weights and their unit sums from Theorem 4 make ω a probability mea-
sure. Define the two probability kernels by

Bztest = En,m(P−1,λ−,η−), Cztest = En,m(P+1,λ+,η+).
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Their values belong to Pexp. For every ztest, z
′
test ∈ Ztest, the target identities give

Ψ(Bztest)−Ψ(Cz′test
) = 2ab− (−2ab) = 4ab > 0.

Summing out the unused sign pair in each kernel gives the mixture identities∫︂
Bztest dω(ztest) =M−1 ⊗Unif([0, 1]),∫︂
Cztest dω(ztest) =M+1 ⊗Unif([0, 1]).

The uniform factor is the independent randomizer. By the common-factor identity in
Lemma 4 and symmetry of the squared difference in Definition 18,

h2
(︃∫︂

Bztest dω,

∫︂
Cztest dω

)︃
= H2(M−1,M+1)

= H2(M+1,M−1) ≤
1

16
.

7. Testing implies a minimax bound. Apply Lemma 5 to the model Pexp, the functional Ψ,
and the preceding kernels and prior, with

v0 = 1, s0 = 4ab > 0, u0 =
1

16
∈ [0, 2).

Here one observation is the entire randomized data block; the one-fold product space is
identified with that block by its sole coordinate. For every Borel real-valued decision T on
Ωobs, the testing bound gives

sup
P∈Pexp

∫︂
Ωobs

|T (wobs)−Ψ(P)| dP(wobs) ≥ ab

(︄
1−

√
63

32

)︄
.

The numerical overlap factor satisfies

63 ≤ 64,

√
63

32
≤ 1

4
, 1−

√
63

32
≥ 3

4
.

Moreover, the target representation and Definition 4 give

sup
P∈Pexp

∫︂
Ωobs

|T (wobs)−Ψ(P)| dP(wobs)

= sup
θ∈{−1,+1}
(λ,η)∈Ssign

Rn,m(T, Pθ,λ,η) ≤ sup
P∈M

Rn,m(T, P ),

where the last inequality uses the certified class membership. Thus every such decision
satisfies

sup
P∈M

Rn,m(T, P ) ≥ 3

4
ab.

Taking the infimum over the decisions in Definition 5 proves

R(n,m) ≥ 3

4
ab.

All loss integrals and suprema here retain their extended nonnegative interpretation.
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8. Substitution of the separation scale. The identity ab = csep(nN)−γ/∆ now yields

R(n,m) ≥ 3

4
ab =

3

4
csep(nN)−γ/∆ = c(nN)−γ/∆.

The positive constant c depends only on the fixed public parameters, and the sample sizes
were arbitrary in the stated range.

Under the low-nuisance-smoothness condition in Lemma 6, the exponent q∗ exceeds one.
The stated interval consequently covers total record counts from the fully labeled experiment
through the crossover to supplied-propensity precision. Within this interval, the lower bound
captures the joint contribution of labeled and outcome-free records through their count product.

The complete minimax characterization in Theorem 2 organizes the lower bounds into com-
plementary ranges. When S < Scrit and n ≤ N ≤ nq∗ , Lemma 6 supplies the unequal-count
term. Supplying the propensity enlarges the information available to a decision, so the supplied-
propensity risk in Definition 6 is a lower bound for the original-record minimax risk in Defi-
nition 5. For N ≥ nq∗ , the supplied-propensity lower bound in Theorem 3 supplies the order
n−γ/(2γ+d), which is the larger term in the sharp rate. When S ≥ Scrit, that same order is the
larger term for every N ≥ n. Thus the supplied-propensity floor resolves the ranges comple-
mentary to the sparse-occupancy construction.

Together with Theorem 1, these lower bounds yield the matching characterization in The-
orem 2. For the formal crosswalk, the rate and attaining decision are collected in the ordered
pair of Definition 20 in Section D.

The statistical interpretation and count consequences of this pair are stated once in Theo-
rem 2 and Proposition 1.

C Acquisition consequences and supervised comparison

The sample requirements in Proposition 1 follow from the two terms of the sharp rate. Through-
out the acquisition analysis, fix d ≥ 1, α, β ∈ (0, 1], γ ∈ [1, 3], L > 1/2, and an overlap level
ε ∈ (0, 1/2), as in Theorems 2 and 3. Retain the total treatment-record count N = n + m,
summed nuisance smoothness S = α+ β, rate denominator ∆, smoothness threshold Scrit, and
total-record exponent q∗ defined there. The identities below express how labeled responses and
treatment records jointly determine precision.

C.1 Complete acquisition statement

Proposition 1. [prop:annotation-threshold] (Annotation thresholds and acquisition re-
quirements) Fix public parameters satisfying

• (Dimension.) d ∈ N and d ≥ 1.

• (Nuisance smoothness.) 0 < α ≤ 1 and 0 < β ≤ 1.

• (Effect smoothness.) 1 ≤ γ ≤ 3.

• (Radius.) L > 1/2.

• (Overlap.) 0 < ε < 1/2.
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Let R(n,m) and Re(n,m) be the minimax and supplied-propensity risks of Definitions 5 and 6,
and let r∗(n,m) be the sharp rate of Definition 14, with the fixed parameter arguments sup-
pressed. Define the total treatment-record count N , the summed nuisance smoothness S, the
tuning denominator ∆, the smoothness cutoff Scrit, the total-record exponent q∗, and the oracle
rate ro by

N = n+m, S = α+β, ∆ = 2γ+d+
γd

S
, Scrit =

γd

2γ + d
, q∗ =

γd

S(2γ + d)
, ro(n) = n−γ/(2γ+d).

All constants below may depend on the fixed public parameters.
For every sequence mn ∈ N, the following equivalences hold:

R(n,mn)

Re(n,mn)
= O(1) ⇐⇒ r∗(n,mn) = O(ro(n))

⇐⇒ ∃ ζ ∈ [1,∞)

∀n sufficiently large,

(n,mn) ∈ B∗(ζ)

⇐⇒ lim inf
n→∞

n+mn

nq∗
> 0,

where B∗(ζ) is the region of Definition 15; the lower limit is understood in the extended nonneg-
ative reals. Moreover,

R(n,mn)

R(n, 0)
−→ 0 ⇐⇒ r∗(n,mn)

r∗(n, 0)
−→ 0

⇐⇒ S < Scrit and
mn

n
−→ ∞.

All sequence limits and order relations are as n → ∞. If S < Scrit, then q∗ > 1. For every
sequence with mn/n = O(1),

R(n,mn) = O(R(n, 0)), R(n, 0) = O(R(n,mn)).

If S ≥ Scrit, then every auxiliary-size sequence satisfies

R(n,mn)

Re(n,mn)
= O(1).

There exist real constants c, C with 0 < c ≤ C such that, for every n,m ∈ N with n ≥ 2,

c r∗(n,m) ≤ R(n,m) ≤ C r∗(n,m).

For these sample sizes, the exact rate branches are

r∗(n,m) =

⎧⎪⎨⎪⎩
ro(n), S ≥ Scrit,

(nN)−γ/∆, S < Scrit, N ≤ nq∗ ,

ro(n), S < Scrit, N ≥ nq∗ .

At every boundary pair with N = nq∗,

(nN)−γ/∆ = ro(n).
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In particular, for every n ≥ 2,

r∗(n, 0) =

{︄
n−2γ/∆, S < Scrit,

ro(n), S ≥ Scrit.

Writing spub = S/2 for the average nuisance smoothness, the numerical supervised benchmark
coincides with r∗(n, 0): for every n ∈ N,⎧⎪⎪⎨⎪⎪⎩

n−1/(1+d/(2γ)+d/(4spub)), spub <
d/4

1 + d/(2γ)
,

n−1/(2+d/γ), spub ≥ d/4

1 + d/(2γ)

= r∗(n, 0).

In this identity at n = 0, negative powers of zero are assigned the value zero.
Finally, there exist real constants c, C > 0, separate from the preceding pair, such that the

following acquisition guarantees hold for every target absolute-error scale 0 < η < 1 and every
n,m ∈ N with n ≥ 2. Let M be the primitive class at the fixed parameters from Definition 3,
and use the risk of Definition 4.

If there exists a Borel decision T satisfying

Rn,m(T, P ) ≤ η for every P ∈ M,

then
c η−(2+d/γ) ≤ n, c η−(2+d/γ+d/S) ≤ n(n+m).

Conversely, if
C η−(2+d/γ) ≤ n, C η−(2+d/γ+d/S) ≤ n(n+m),

then the sharp decision T∗ of Definition 13 is Borel and satisfies

Rn,m(T∗, P ) ≤ η for every P ∈ M.

The exact rate-level acquisition condition is

r∗(n,m) ≤ η ⇐⇒ η−(2+d/γ) ≤ n and η−(2+d/γ+d/S) ≤ n(n+m).

The total treatment-record count also satisfies n+m ≥ n.

C.2 Oracle attainment and strict benefit

Since ∆ = (2γ + d)(1 + q∗), the sharp rate in Definition 14 satisfies

r∗(n,m)

ro(n)
= max

{︄
1,

(︃
nq∗

N

)︃γ/∆
}︄
.

Thus, for any finite tolerance ζ ≥ 1, the annotation region in Definition 15 has the exact
characterization

(n,m) ∈ B∗(ζ) ⇐⇒ N ≥ ζ−∆/γnq∗ , n ≥ 2, m ≥ 0.

The tolerance measures the remaining nuisance contribution relative to the supplied-propensity
order. At ζ = 1, the count threshold is the point at which the two terms coincide.
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For an auxiliary-size sequence (mn), write Nn = n +mn. The uniform risk comparisons in
Theorems 2 and 3 give

R(n,mn)

Re(n,mn)
≍ r∗(n,mn)

ro(n)
.

Consequently, bounded relative risk is equivalent to an eventual positive lower bound on Nn/n
q∗ ,

or, equivalently,
R(n,mn)

Re(n,mn)
= O(1) ⇐⇒ lim inf

n→∞

Nn

nq∗
> 0.

This is the oracle-attainment equivalence in Proposition 1. When S ≥ Scrit, the inequality
q∗ ≤ 1, together with Nn ≥ n, places every auxiliary-size sequence in this regime.

Strict benefit compares precision with labeled records alone. In the regime S < Scrit, one
has q∗ > 1 and r∗(n, 0) = n−2γ/∆. Hence

r∗(n,mn)

r∗(n, 0)
= max

{︄
n−γ(q∗−1)/∆,

(︃
n

Nn

)︃γ/∆
}︄
.

The first term tends to zero, and the second tends to zero exactly when mn/n → +∞. For
S ≥ Scrit, the rate ratio equals one. The uniform minimax comparisons therefore yield the
criterion in Proposition 1:

R(n,mn)

R(n, 0)
−→ 0 ⇐⇒ S < Scrit and

mn

n
−→ +∞.

Strict benefit and oracle attainment thus describe distinct acquisition requirements. In the low-
smoothness regime, a diverging auxiliary-to-labeled ratio produces a strict improvement, while
attainment of the supplied-propensity order requires total treatment information of order at
least nq∗ . A bounded auxiliary-to-labeled ratio preserves the supervised minimax order.

C.3 Target-error acquisition

For a target absolute-error scale 0 < η < 1, inversion of the two rate terms gives the exact
identity

r∗(n,m) ≤ η ⇐⇒

{︄
n ≥ η−(2+d/γ),

nN ≥ η−(2+d/γ+d/S).

The first inequality specifies the response-label requirement. The second specifies the joint
requirement on labeled and treatment-record counts.

To connect these numerical conditions to risk, let cR, CR > 0 be comparison constants from
Theorem 2, so that

cRr∗(n,m) ≤ R(n,m) ≤ sup
P∈M

Rn,m(T∗, P ) ≤ CRr∗(n,m).

A Borel decision whose risk is at most η uniformly over M necessarily satisfies

n ≥ (cR/η)
2+d/γ , nN ≥ (cR/η)

2+d/γ+d/S .

Conversely, the sufficient conditions

n ≥ (CR/η)
2+d/γ , nN ≥ (CR/η)

2+d/γ+d/S
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ensure that the decision T∗ in Definition 13 has uniform risk at most η. Absorbing the fixed
powers of these comparison constants gives the necessity and sufficiency constants in Proposi-
tion 1.

At the rate level, a fixed labeled count satisfying the first inequality requires

N ≥ max

{︄
n,

η−(2+d/γ+d/S)

n

}︄
.

In particular, choosing n ≍ η−(2+d/γ) gives the total-record requirement

N ≳ max
{︂
η−(2+d/γ), η−d/S

}︂
.

The smoothness threshold compares these two powers. Below Scrit, the treatment-record re-
quirement grows faster than the labeled requirement; at and above the threshold, the labeled
count already supplies the required treatment information.

C.4 The supervised numerical benchmark

At m = 0, the sharp rate becomes

r∗(n, 0) = max
{︂
n−γ/(2γ+d), n−2γ/∆

}︂
.

Its exponents and smoothness cutoff coincide with the numerical benchmark in Kennedy et al.
[2024, Section 3, Theorem 1].

The cited theorem concerns a supervised model with a covariate density bounded above by
a constant, an α-smooth propensity, a β-smooth control regression, and a γ-smooth contrast.
It gives a minimax mean-absolute-error lower bound for sample sizes larger than a constant de-
pending on (α, β, γ, d). Its implicit multiplicative constant is positive and independent of sample
size, with the density bound and Hölder constants fixed; these are source-model constants. The
density restriction accommodates the construction-specific designs used in the source testing
argument [Kennedy et al., 2024, Section 3.1]. The following identities express the numerical
comparison in the notation of this paper.

Lemma 7. [lem:published-cate-benchmark] (Published CATE benchmark identities) Let
the dimension d ∈ N and smoothness orders α, β, γ ∈ R satisfy:

• (Dimension.) 1 ≤ d.

• (First nuisance smoothness.) 0 < α.

• (Second nuisance smoothness.) 0 < β.

• (Effect smoothness.) 1 ≤ γ.

Put spub = (α+ β)/2, the average nuisance smoothness. The numerical exponents and smooth-
ness cutoff displayed in Kennedy et al. [2024, Section 3, Theorem 1] satisfy

1

1 + d/(2γ) + d/(4spub)
=

2γ

2γ + d+ γd/(α+ β)
,

1

2 + d/γ
=

γ

2γ + d
,
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and

spub <
d/4

1 + d/(2γ)
⇐⇒ α+ β <

γd

2γ + d
.

For every n ∈ N with n ≥ 2, the numerical piecewise benchmark satisfies{︄
n−1/(1+d/(2γ)+d/(4spub)), spub < (d/4)/(1 + d/(2γ)),

n−1/(2+d/γ), spub ≥ (d/4)/(1 + d/(2γ))
= max

{︂
n−γ/(2γ+d), n−2γ/(2γ+d+γd/(α+β))

}︂
.

Proof of Lemma 7. 1. The hypotheses give

d > 0, γ > 0, α+ β > 0.

Define the real denominators

Dor := 2γ + d, Dpair := 2γ + d+
γd

α+ β
.

Both are strictly positive:
Dor > 0, Dpair > 0.

2. Clearing the positive denominators and simplifying gives

1

1 + d/(2γ) + d/(4spub)
=

2γ

Dpair
,

1

2 + d/γ
=

γ

Dor
.

Likewise,
d/4

1 + d/(2γ)
=

1

2

γd

Dor
.

Since spub = (α+ β)/2, multiplication by 2 > 0 therefore yields

spub <
d/4

1 + d/(2γ)
⇐⇒ α+ β <

γd

Dor
.

These are the asserted exponent identities and cutoff equivalence.

3. Fix n ∈ N with n ≥ 2, so that
n ≥ 1.

After substituting the exponent identities, the numerical piecewise benchmark becomes{︄
n−2γ/Dpair , spub < (d/4)/(1 + d/(2γ)),

n−γ/Dor , spub ≥ (d/4)/(1 + d/(2γ)).

We compare these two powers by splitting at the equivalent cutoff in the preceding step.

4. Suppose first that

α+ β <
γd

Dor
.

Multiplying by Dor > 0, then dividing by α+ β > 0, gives

(α+ β)Dor < γd, Dor <
γd

α+ β
.
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Consequently,

2Dor ≤ Dor +
γd

α+ β
= Dpair.

Multiplying by γ > 0 and dividing by the positive product DpairDor yields

2γ

Dpair
≤ γ

Dor
, − γ

Dor
≤ − 2γ

Dpair
.

For a base n ≥ 1, real powers are nondecreasing in their exponent. Hence

n−γ/Dor ≤ n−2γ/Dpair ,

and thus
max

{︂
n−γ/Dor , n−2γ/Dpair

}︂
= n−2γ/Dpair .

The cutoff equivalence selects precisely this first branch of the piecewise benchmark.

5. In the complementary case,
γd

Dor
≤ α+ β.

Multiplication by Dor > 0, followed by division by α+ β > 0, gives

γd ≤ (α+ β)Dor,
γd

α+ β
≤ Dor.

It follows that

Dpair = Dor +
γd

α+ β
≤ 2Dor.

Multiplying by γ > 0 and dividing by DorDpair > 0 now gives

γ

Dor
≤ 2γ

Dpair
, − 2γ

Dpair
≤ − γ

Dor
.

Monotonicity of real powers for n ≥ 1 therefore implies

n−2γ/Dpair ≤ n−γ/Dor ,

so
max

{︂
n−γ/Dor , n−2γ/Dpair

}︂
= n−γ/Dor .

The cutoff equivalence selects the second branch, including equality at the cutoff. Sub-
stituting the definitions of Dor and Dpair proves the asserted maximum identity in both
cases.

Lemma 7 identifies both the exponents and the boundary between their regimes. Equality at
the cutoff places the supervised benchmark at the supplied-propensity order. Under the present
public-parameter restrictions, its maximum is exactly r∗(n, 0).

For the known-uniform primitive class in Definition 3, the minimax interpretation of this
expression follows from the original-record lower bounds. The construction in Theorem 4 and
the converse in Lemma 6 provide the nuisance contribution in its governing range. The same-class
subfamily with eP = µ0,P = 1/2 in Theorem 3 provides the labeled-response floor. Together with
Theorem 1, these results establish the sharp risk comparison used throughout the acquisition
analysis, while Lemma 7 supplies the exponent-and-cutoff identity with the published supervised
benchmark.
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D Verification note

The formal results checked in Lean 4 are the estimator guarantee in Theorem 1, the supplied-
propensity benchmark in Theorem 3, the smooth-frame construction certificate in Theorem 4,
and the nuisance lower bound in Lemma 6. Their combination yields the minimax sandwich in
Theorem 2 and the acquisition consequences in Proposition 1. Auxiliary checked results cover
local polynomial projection, population positivity, rectangular sampling error, and Hellinger
calculus in Lemmas 1 to 4.

The companion artifact for this paper version, whose working-paper number and version
appear in the first-page stamp, is available from https://causalsmith.org/papers/stat_

twosample_pointcate_annotation_frontier_v1. Its interactive formal links provide the
theorem-to-file crosswalk and exact source excerpts. In the source archive, the checked modules
are rooted at CausalSmith/Stat/STAT TwosamplePointcateAnnotationFrontier Research;
the generated file presentation crosswalk.json records the mapping from every displayed
result to its Lean module and declaration. The crosswalk is regenerated with each paper
version, so it describes the results as printed in this version.

The primitive-model and sampling restrictions are assumed inputs. These comprise the
known uniform covariate design, conditional exchangeability, a fixed public overlap level
ε ∈ (0, 1/2), binary potential responses, Hölder restrictions, and probability-valued arm-mean
bounds defining Definition 3, together with the independent product experiment and random-
izer in Assumption 9. Each guarantee retains its stated public-parameter, sample-size, scale,
amplitude, and occupancy conditions.

The absolute-loss testing result in Lemma 5 is proved in the formal artifact without external
formal assumptions; Kennedy et al. [2024, Section 3, Lemma 1] remains its bibliographic source
and statistical motivation. For the supervised comparison, Lemma 7 checks the numerical
exponent identities, smoothness cutoff, and piecewise-rate equality associated with Kennedy
et al. [2024, Section 3, Theorem 1]. The published statistical lower bound belongs to that source’s
model and assumptions. The minimax interpretation for the present known-uniform primitive
class is established by Theorem 2, through this paper’s estimator guarantee and original-record
lower bounds. The formal numerical identity also assigns totalized negative powers the value
zero at n = 0; every statistical risk and acquisition guarantee in the paper uses n ≥ 2, so this
representation value has no precision interpretation.

For the machine-readable crosswalk, the verified rate and decision are also packaged in the
following representation-level handle; no statistical argument depends on this packaging.

Definition 20. [def:frontier-handle] (Rate and decision handle) The frontier handle is the
ordered pair (r∗, T∗), parameterized by d, n,m ∈ N and α, β, γ, ε ∈ R, where ε is the overlap
parameter. Its components are the sharp rate and decision of Definitions 13 and 14:

r∗ = max
{︂
n−γ/(2γ+d),

(︁
n(n+m)

)︁−γ/(2γ+d+γd/(α+β))
}︂
, T∗(Dn,m, U) = ˆ︁Tup(Dn,m).

Here Dn,m is the original dataset and U ∈ R is the randomizer coordinate. The decision com-
ponent uses the publicly tuned estimator of Definition 12 with parameters d, α, β, γ, ε, n,m.

E Proofs of the main results

Proof of Theorem 1. Fix the public parameters in the statement. Every constant constructed
below depends only on these parameters.
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1. Fix admissible n,m, h, J and P ∈ M. Define

N = n+m, S = α+ β, δ =
h

J
, q =

(︃
d+ 2

2

)︃
, k = qJd.

In particular, N ≥ n ≥ 2 and δ > 0. By Lemma 1, there is a constant 0 < Cloc < ∞,
uniform over these choices, and a coefficient vector ϑ ∈ Rq such that

pϑ(x) = r(x)⊤ϑ, sup
x∈Ch

|τP (x)− pϑ(x)| ≤ Cloch
γ , ∥ϑ∥2 ≤ Cloc, r⊤0 ϑ = τP (x0).

The same result supplies

∥r0∥2 ≤ Cloc, ∥eP ru −ΠJ(eP ru)∥L2(νh) ≤ Clocδ
α, ∥µ0,P −ΠJµ0,P ∥L2(νh) ≤ Clocδ

β.

Here x0 ∈ Ch, so the bound on r0 follows from the stated uniform coarse-basis bound.

The finite Borel basis functions and the finite moment sums in Algorithm 2 make both
empirical moments finite Borel functions of the dataset. The eigenvalue cutoff is Borel: its
matrix superlevel set is the intersection of the closed unit-vector quadratic-form inequali-
ties. Matrix inversion on the invertible branch and clipping are Borel. Thus the decision
in Definition 11, with value zero on the failed-cutoff branch, is finite and Borel on every
dataset. Composing with the dataset coordinate gives a Borel decision on the original
dataset and randomizer.

2. Define the population moments and the localized Taylor remainder by

R̄ = EEn,m(P )
ˆ︁Rh,J , QP,h,J = EEn,m(P )

ˆ︁Qh,J , grem : Ch −→ R, grem(x) = τP (x)−pϑ(x).

All localized integrals below are over Ch.

The observed-response identity and the exchangeability condition in Definition 3 give,
almost surely,

EP [AY | X] = eP (X)µ1,P (X), EP [Y | X] = µ0,P (X) + eP (X)τP (X).

Indeed, AY = AY (1), and conditional exchangeability factors its conditional mean. Ap-
plying the same argument to (1−A)Y (0) and adding gives the second identity.

The role counts in Algorithm 1 satisfy

ℓ = ⌊n/2⌋ ≥ 1, t = N − ℓ ≥ 1.

Their records are independent under the sampling law in Assumption 9. Consequently,
taking expectations in Algorithm 2, using uniform design and factoring each rectangular
product, yields

R̄u =

∫︂
ruePµ1,P dνh −

∫︂
eP ruΠJ(µ0,P + eP τP ) dνh,

(QP,h,J)uv =

∫︂
rueP rv dνh −

∫︂
eP ruΠJ(eP rv) dνh.

The response in the rectangular correction is Y , so its conditional mean is the second
conditional mean displayed above.
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For completeness, writing the orthonormal fine basis from Definition 10 as

bJ = (bJ,ι)
k
ι=1,

its finite expansion gives, for arbitrary f1, f2 ∈ L2(νh),∫︂
f1ΠJf2 dνh =

k∑︂
ι=1

(︃∫︂
bJ,ιf1 dνh

)︃(︃∫︂
bJ,ιf2 dνh

)︃
=

∫︂
(ΠJf1)f2 dνh.

Orthonormality also gives∫︂
f1f2 dνh −

∫︂
f1ΠJf2 dνh =

∫︂
(f1 −ΠJf1)(f2 −ΠJf2) dνh,

and
∥ΠJf1∥2L2(νh)

+ ∥f1 −ΠJf1∥2L2(νh)
= ∥f1∥2L2(νh)

.

These identities show that the population matrix displayed above is symmetric, so it agrees
with the expectation of the symmetrized empirical matrix.

Multiplying its entries by ϑ, substituting µ1,P = µ0,P + τP , and using the residual identity
gives

R̄u − (QP,h,Jϑ)u =

∫︂ (︁
eP ru −ΠJ(eP ru)

)︁(︁
µ0,P −ΠJµ0,P

)︁
dνh

+

∫︂
rueP grem dνh −

∫︂
ΠJ(eP ru)eP grem dνh.

Cauchy–Schwarz and the two residual bounds from the preceding step imply⃓⃓⃓⃓∫︂ (︁
eP ru −ΠJ(eP ru)

)︁(︁
µ0,P −ΠJµ0,P

)︁
dνh

⃓⃓⃓⃓
≤ C2

locδ
S .

The coarse coordinates are orthonormal, overlap bounds |eP | by one, and projection con-
traction follows from the displayed Pythagorean identity. Hence

∥ru∥L2(νh) = 1, ∥eP ru∥L2(νh) ≤ 1, ∥ΠJ(eP ru)∥L2(νh) ≤ 1, ∥eP grem∥L2(νh) ≤ Cloch
γ .

Applying Cauchy–Schwarz to the remaining two integrals therefore gives

|R̄u − (QP,h,Jϑ)u| ≤ C2
locδ

S + 2Cloch
γ ≤ (C2

loc + 2Cloc)(h
γ + δS).

Define
Cbias =

√
q (C2

loc + 2Cloc).

Squaring the coordinate bounds, summing over the q coordinates, and taking square roots
proves

∥R̄−QP,h,Jϑ∥2 ≤ Cbias(h
γ + δS).

3. Define the squared deviations, the bias scale, and the good event by

ZR(Dn,m, U) = ∥ ˆ︁Rh,J − R̄∥22,

ZQ(Dn,m, U) = ∥ ˆ︁Qh,J −QP,h,J∥2F ,
bbias = hγ + δS ,

gε =
ε(1− ε)

2
,

Ggood = {(Dn,m, U) : λmin( ˆ︁Qh,J) ≥ gε}.
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The first two functions ignore U .

On Ggood, the Rayleigh bound is

ξ⊤inv ˆ︁Qh,Jξinv ≥ gε∥ξinv∥22 (ξinv ∈ Rq).

It excludes a nonzero kernel and thus makes the matrix invertible. For arbitrary ξrhs ∈ Rq,
set

ξinv = ˆ︁Q−1
h,Jξrhs.

Cauchy–Schwarz then gives

gε∥ξinv∥22 ≤ ξ⊤invξrhs ≤ ∥ξinv∥2∥ξrhs∥2,

and consequently
∥ ˆ︁Q−1

h,Jξrhs∥2 ≤ g−1
ε ∥ξrhs∥2.

For ξinv = 0 this is immediate; otherwise division by its positive norm proves it.

The inverse identity and the residual decomposition are

ˆ︁Q−1
h,J
ˆ︁Rh,J − ϑ = ˆ︁Q−1

h,J(
ˆ︁Rh,J − ˆ︁Qh,Jϑ),

ˆ︁Rh,J − ˆ︁Qh,Jϑ = ( ˆ︁Rh,J − R̄) + (R̄−QP,h,Jϑ) + (QP,h,J − ˆ︁Qh,J)ϑ.

The triangle inequality and rowwise Cauchy–Schwarz imply

∥ ˆ︁Rh,J − ˆ︁Qh,Jϑ∥2 ≤
√︁
ZR + Cbiasbbias + Cloc

√︁
ZQ.

Because both arm means lie in [0, 1],

τP (x0) ∈ [−1, 1].

Clipping toward this interval decreases absolute error: below its lower endpoint the clipped
endpoint lies between the value and the target, above its upper endpoint the same holds,
and inside the interval clipping preserves the value. Thus, on Ggood,

| ˆ︁Th,J − τP (x0)| ≤ g−1
ε ∥r0∥2∥ ˆ︁Rh,J − ˆ︁Qh,Jϑ∥2

≤ g−1
ε Cloc

(︂√︁
ZR + Cbiasbbias + Cloc

√︁
ZQ

)︂
.

Define the positive finite constant

Cpt = g−1
ε Cloc(1 + Cbias + Cloc).

All three coefficients in the preceding parentheses are at most 1 + Cbias + Cloc. On the
complementary event the decision is zero and its error is at most 1. Combining these
branches gives, on every sample,

| ˆ︁Th,J − τP (x0)| ≤ Cpt(bbias +
√︁
ZR +

√︁
ZQ) + 1Gc

good
.
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4. By Lemma 2,

v⊤unitQP,h,Jvunit ≥ ε(1− ε) = 2gε (vunit ∈ Rq, ∥vunit∥2 = 1).

For each such vector, finite Cauchy–Schwarz gives⃓⃓⃓
v⊤unit( ˆ︁Qh,J −QP,h,J)vunit

⃓⃓⃓2
≤ ZQ.

If ZQ < g2ε , every unit-vector quadratic form of ˆ︁Qh,J is at least gε, by subtracting this
deviation from 2gε. Its infimum is therefore at least gε. Consequently,

Gc
good =⇒ ZQ ≥ g2ε , 1Gc

good
≤ g−1

ε

√︁
ZQ.

Define
κmean = Cpt + g−1

ε .

The preceding pointwise bound now becomes

| ˆ︁Th,J − τP (x0)| ≤ κmean(bbias +
√︁
ZR +

√︁
ZQ).

Define the variance scale by

Vvar =
1

nhd
+

qJd

nNh2d
.

By Lemma 3, there is a uniform positive finite constant Csamp such that

EEn,m(P )ZR + EEn,m(P )ZQ ≤ CsampVvar.

Both deviations are nonnegative. Cauchy–Schwarz under the probability sampling law
therefore gives

EEn,m(P )

√︁
ZR ≤

√︂
EEn,m(P )ZR ≤

√︁
Csamp

√︁
Vvar,

EEn,m(P )

√︁
ZQ ≤

√︂
EEn,m(P )ZQ ≤

√︁
Csamp

√︁
Vvar.

The decision and target both belong to [−1, 1], so their absolute difference is at most 2
and is integrable. Integrating the pointwise inequality and defining

Cmean = κmean(1 + 2
√︁
Csamp)

proves

Rn,m( ˆ︁Th,J , P ) ≤ κmean

(︂
bbias + 2

√︁
Csamp

√︁
Vvar

)︂
≤ Cmean(bbias +

√︁
Vvar).

5. Define

ρlab = (nhd)−1/2, ρrect = (nNhdδd)−1/2, anoise = ρlab + ρrect, κrank = 1 +
√
q.

All these quantities are nonnegative, and κrank ≥ 1. Since δ = h/J ,

ρ2lab =
1

nhd
, ρ2rect =

Jd

nNh2d
, Vvar = ρ2lab + qρ2rect.
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It follows that

Vvar ≤ (ρlab +
√
q ρrect)

2, ρlab +
√
q ρrect ≤ κrankanoise,

and hence √︁
Vvar ≤ κrankanoise.

Define
Cfixed = Cmeanκrank + 2.

Using also bbias ≤ κrankbbias, the preceding risk bound gives

Rn,m( ˆ︁Th,J , P ) ≤ Cfixed(bbias + anoise).

If bbias + anoise ≤ 1, this is the desired bound with the minimum. If bbias + anoise > 1, the
pointwise diameter bound gives

Rn,m( ˆ︁Th,J , P ) ≤ 2 ≤ Cfixed.

Thus, uniformly over P ∈ M,

Rn,m( ˆ︁Th,J , P ) ≤ Cfixedmin
{︂
1, hγ + δS + (nhd)−1/2 + (nNhdδd)−1/2

}︂
.

6. We next establish the public tuning bound. Define

∆o = 2γ+d, ∆ = 2γ+d+
γd

S
, clab = 2∆o/2, crect = 2d/22∆/2+2∆o , Cbal = 2+clab+crect.

The parameter domain gives S > 0, γ > 0, ∆o > 0, and ∆ > 0, so these constants are
positive and finite.

For fixed n ≥ 2 and m ≥ 0, define the two bandwidth orders

uo = n−1/∆o , urect = (nN)−1/∆.

Because n ≥ 1 and nN ≥ 1,

0 < uo ≤ 1, 0 < urect ≤ 1.

The definition in Definition 12 consequently gives

h∗ =
1

2
max{uo, urect}, 0 < h∗ ≤

1

2
, uo ≤ 2h∗, urect ≤ 2h∗.

Moreover,
hγ∗ ≤ max{uγo , u

γ
rect}

= max
{︂
n−γ/∆o , (nN)−γ/∆

}︂
= rup(n,m),

using Definition 14.

Taking logarithms of uo ≤ 2h∗ gives

− logn ≤ ∆o(log 2 + log h∗).

76



Therefore

log
(︁
(nhd∗)

−1/2
)︁
= −1

2
(log n+ d log h∗)

≤ ∆o

2
log 2 + γ log h∗,

where ∆o − d = 2γ. Exponentiating yields

(nhd∗)
−1/2 ≤ clabh

γ
∗ .

7. Suppose first that S < γ. Define

zgrid = h
−(γ/S−1)
∗ .

Then zgrid ≥ 1, and Definition 12 gives

J∗ = ⌈zgrid⌉, 1 ≤ J∗, zgrid ≤ J∗ < zgrid + 1 ≤ 2zgrid.

Since h∗/zgrid = h
γ/S
∗ , these inequalities imply

0 <
h∗
J∗
,

1

2
h
γ/S
∗ ≤ h∗

J∗
≤ h

γ/S
∗ ,

(︃
h∗
J∗

)︃S

≤ hγ∗ .

The lower cell-side bound gives

log(h∗/J∗) ≥
γ

S
log h∗ − log 2.

Substituting this inequality into the logarithm of the rectangular sampling term and ex-
ponentiating proves (︂

nNhd∗(h∗/J∗)
d
)︂−1/2

≤ 2d/2
(︂
nNh

d+γd/S
∗

)︂−1/2
.

Similarly, urect ≤ 2h∗ gives

− log(nN) ≤ ∆(log 2 + log h∗).

As ∆− (d+ γd/S) = 2γ,

log

(︃(︂
nNh

d+γd/S
∗

)︂−1/2
)︃

= −1

2
(log(nN) + (d+ γd/S) log h∗)

≤ ∆

2
log 2 + γ log h∗.

Consequently, (︂
nNhd∗(h∗/J∗)

d
)︂−1/2

≤ 2d/22∆/2hγ∗ ≤ crecth
γ
∗ .

8. Suppose instead that S ≥ γ, including equality. The exponent in Definition 12 is then
zero, so

J∗ = 1, 0 <
h∗
J∗

= h∗,

(︃
h∗
J∗

)︃S

= hS∗ ≤ hγ∗ ,
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because 0 < h∗ ≤ 1.

The oracle bandwidth inequality also reads

(n2)−1/(2∆o) = uo ≤ 2h∗.

Taking logarithms gives
− log(n2) ≤ 2∆o(log 2 + log h∗).

Using 2∆o − 2d = 4γ, we obtain

log
(︂
(n2h2d∗ )−1/2

)︂
= −1

2

(︁
log(n2) + 2d log h∗

)︁
≤ ∆o log 2 + 2γ log h∗.

Since N ≥ n and h2γ∗ ≤ hγ∗ ,(︂
nNhd∗(h∗/J∗)

d
)︂−1/2

= (nNh2d∗ )−1/2

≤ (n2h2d∗ )−1/2

≤ 2∆oh2γ∗

≤ crecth
γ
∗ .

Thus both cases give admissible tuning and the four-term balance

0 < h∗ ≤
1

2
, 1 ≤ J∗,

hγ∗ + (h∗/J∗)
S + (nhd∗)

−1/2 +
(︂
nNhd∗(h∗/J∗)

d
)︂−1/2

≤ (2 + clab + crect)h
γ
∗ ≤ Cbalrup(n,m).

9. Finally, define one constant for both assertions:

C = Cfixed(Cbal + 1).

It is positive and finite, and

Cfixed ≤ C, CfixedCbal ≤ C.

The fixed-tuning envelope has a nonnegative minimum, so enlarging its constant from
Cfixed to C and taking the supremum over P ∈ M proves the first risk assertion.

For the second assertion, the tuning bounds make (h∗, J∗) admissible for the fixed-tuning
result. The identity in Definition 12 suppliesˆ︁Tup = ˆ︁Th∗,J∗ ,

and hence also its finiteness and Borel measurability. Using the minimum’s upper bound
by its four-term argument gives, for every P ∈ M,

Rn,m( ˆ︁Tup, P ) ≤ Cfixed

{︃
hγ∗ + (h∗/J∗)

S + (nhd∗)
−1/2 +

(︂
nNhd∗(h∗/J∗)

d
)︂−1/2

}︃
≤ CfixedCbalrup(n,m)

≤ Crup(n,m).
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The rate is nonnegative as the maximum of two positive powers of positive sample counts.
All constants are uniform over the primitive class, so taking the supremum proves the
tuned assertion.

Proof of Theorem 2. Fix the public parameters as in the statement. Throughout the proof, use

N = n+m, S = α+ β, ∆ = 2γ + d+
γd

S
, Scrit =

γd

2γ + d
, q∗ =

γd

S(2γ + d)
,

and
ro(n) = n−γ/(2γ+d), r∗ = max{ro(n), (nN)−γ/∆},

where the last equality is Definition 14. All sample sizes below satisfy n,m ∈ N and n ≥ 2.

1. Supplied-propensity lower bound. By Theorem 3, there is a constant cO > 0, depending on
the fixed public parameters, such that

cOro(n) ≤ Re(n,m) for every n,m.

Every admissible decision T induces a supplied-propensity decision by

T e(Dn,m, U, e) = T (Dn,m, U)

for every function e : [0, 1]d → R. For each supplied function this decision is Borel, and its
loss under each P ∈ M is∫︂

|T e(Dn,m, U, eP )− τP (x0)| dEn,m(P ) = Rn,m(T, P ).

Taking the supremum over the same primitive class and then the infimum over decisions,
using Definitions 5 and 6, gives

Re(n,m) ≤ R(n,m).

Consequently,
cOro(n) ≤ R(n,m) for every n,m.

2. A uniform lower constant. First suppose S < Scrit. By Lemma 6, there is a constant
cB > 0, depending on the fixed public parameters, such that

cB(nN)−γ/∆ ≤ R(n,m) whenever n ≤ N ≤ nq∗ .

Choose
c = min{cO, cB} > 0.

We establish the rate comparisons used in this case and in the remaining smoothness case.
The parameter conditions imply

S > 0, γ > 0, 2γ + d > 0, ∆ > 0, q∗ > 0, N ≥ n ≥ 2.
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Direct substitution gives

q∗ =
γd

S(2γ + d)
=
Scrit
S

,

and

∆ = (2γ + d) +
γd

S
= (2γ + d)

(︃
1 +

γd

S(2γ + d)

)︃
= (2γ + d)(1 + q∗).

Since n > 0, the laws of real powers therefore give the boundary identity

(nnq∗)−γ/∆ = (n1+q∗)−γ/∆

= n−(1+q∗)γ/∆

= n−γ/(2γ+d) = ro(n).

The exponent −γ/∆ is negative. Thus, when N ≥ nq∗ ,

0 < nnq∗ ≤ nN =⇒ (nN)−γ/∆ ≤ (nnq∗)−γ/∆ = ro(n).

When N ≤ nq∗ , instead,

0 < nN ≤ nnq∗ =⇒ ro(n) = (nnq∗)−γ/∆ ≤ (nN)−γ/∆.

For completeness, if S ≥ Scrit, then

q∗ =
Scrit
S

≤ 1, nq∗ ≤ n1 = n ≤ N,

where the power comparison uses n ≥ 1. Taking the maximum in the definition of r∗
consequently gives

S ≥ Scrit =⇒ r∗ = ro(n),

S < Scrit, N ≤ nq∗ =⇒ r∗ = (nN)−γ/∆,

S < Scrit, N ≥ nq∗ =⇒ r∗ = ro(n).

The boundary identity also gives

N = nq∗ =⇒ (nN)−γ/∆ = ro(n).

Return to the case S < Scrit. If N ≤ nq∗ , then N ≥ n, so the nuisance lower bound applies
and yields

cr∗ = c(nN)−γ/∆ ≤ cB(nN)−γ/∆ ≤ R(n,m).

If N > nq∗ , the supplied-propensity lower bound yields

cr∗ = cro(n) ≤ cOro(n) ≤ R(n,m).

Here the comparisons of constants preserve the inequalities because both rate terms are
nonnegative.

In the remaining case S ≥ Scrit, choose

c = cO > 0.
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Then r∗ = ro(n), and hence

cr∗ = cOro(n) ≤ R(n,m).

This constructs a positive constant c, depending on the fixed public parameters and valid
simultaneously for every admissible sample-size pair, such that

cr∗ ≤ R(n,m).

3. Attainment and the upper constant. By Theorem 1, there is a real constant CU > 0,
depending on the fixed public parameters, such that the publicly tuned decision is Borel
measurable and its risk under every P ∈ M satisfies

Rn,m( ˆ︁Tup, P ) ≤ CUrup(n,m).

By Definitions 13 and 14,

T∗ = ˆ︁Tup, rup(n,m) = r∗.

Set
C = max{c, CU}.

Then 0 < c ≤ C <∞. For every admissible sample-size pair, T∗ is Borel measurable, and
taking the supremum of the pointwise risk bound gives

sup
P∈M

Rn,m(T∗, P ) ≤ CUr∗ ≤ Cr∗.

The last inequality follows from CU ≤ C and r∗ ≥ 0.

4. Minimax comparison and arbitrary decisions. Since T∗ belongs to the decision class in
Definition 5,

R(n,m) ≤ sup
P∈M

Rn,m(T∗, P ).

Together with the bounds already established, this proves

cr∗ ≤ R(n,m) ≤ sup
P∈M

Rn,m(T∗, P ) ≤ Cr∗.

For any Borel real-valued decision T using the original dataset and the independent uniform
randomizer, the same infimum comparison gives

cr∗ ≤ R(n,m) ≤ sup
P∈M

Rn,m(T, P ).

The rate comparisons and boundary identity established above supply all three stated
branches and their equality at N = nq∗ .

Proof of Theorem 3. Fix the public parameters in the stated domain. Throughout, inverse-
propensity quotients are assigned value zero when their denominator is zero:

tnum
0

:= 0 (tnum ∈ R).

The designated propensity is extended by zero outside [0, 1]d.
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1. Define the constant-nuisance subfamily and its supplied-propensity risk by

M1/2 =

{︃
P ∈ M : eP (x) = µ0,P (x) =

1

2
for every x ∈ [0, 1]d

}︃
,

Re
n,m(T e, P ) =

∫︂
|T e(Dn,m, U, eP )− τP (x0)| dEn,m(P ), Re

1/2(n,m) = inf
T e

sup
P∈M1/2

Re
n,m(T e, P ).

These loss integrals may take the value +∞. Since the subfamily uses the same decision
class as Definition 6, restriction of the supremum gives

Re
1/2(n,m) ≤ Re(n,m).

It therefore suffices to establish a lower bound for Re
1/2(n,m), a uniform upper bound for

the displayed smoother, and its admissibility. We first construct the lower-bound family.

2. Use the smooth profile from Algorithm 3, with the explicit formulas

χ(υ) =

{︄
exp(−1/υ), υ > 0,

0, υ ≤ 0,
υ ∈ R, B(w) =

d∏︂
ιcov=1

χ(1− 4w2
ιcov)

χ(1)
, w ∈ Rd.

For this argument, extend the scaled-bump formula to every positive localization width
and every covariate vector:

Bh(x) = B
(︁
(x− x0)/h

)︁
, Ch =

d∏︂
j=1

[︃
1

2
− h

2
,
1

2
+
h

2

]︃
, h > 0, x ∈ Rd.

Smoothness of the exponential glue function and finite products give

B ∈ C∞(Rd), supp(B) ⊆ [−1/2, 1/2]d, 0 ≤ B ≤ 1, B(0) = 1.

In particular,

0 ≤ Bh ≤ 1, Bh(x) = 0 (x /∈ Ch), Bh(x0) = 1.

We need a uniform Hölder bound after scaling. Define

p∗ = ⌈γ⌉ − 1, so = γ − p∗, 0 ≤ p∗ ≤ 2, 0 < so ≤ 1.

Write the iterated derivatives as

D0B = B, Dιder+1B = D(DιderB), ιder ∈ N,

and define their finite operator-norm bounds by

CB,ιder = sup
w∈Rd

∥DιderB(w)∥, ιder ∈ N.

Their finiteness follows from continuity and compact support. Set

AB = max{CB,p∗ , CB,p∗+1}, MB = 2AB.
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The derivative bound and the mean-value inequality give, for every w,w′ ∈ Rd,

∥Dp∗B(w)−Dp∗B(w′)∥ ≤ AB∥w − w′∥2, ∥Dp∗B(w)−Dp∗B(w′)∥ ≤ 2AB.

If ∥w−w′∥2 ≤ 1, use ∥w−w′∥2 ≤ ∥w−w′∥so2 ; if ∥w−w′∥2 > 1, use 1 ≤ ∥w−w′∥so2 . Thus
both cases yield

∥Dp∗B(w)−Dp∗B(w′)∥ ≤MB∥w − w′∥so2 .

Translation and dilation satisfy

DιderBh(x) = h−ιderDιderB
(︁
(x− x0)/h

)︁
.

Evaluating these multilinear maps in coordinate directions gives the bounds

|∂κBh(x)| ≤ dιderCB,ιderh
−ιder (|κ| = ιder ≤ p∗),

and
|∂κBh(x)− ∂κBh(x

′)| ≤ dp∗MBh
−γ∥x− x′∥so2 (|κ| = p∗).

Here the dimension factors are valid because every coordinate direction has norm at most
d. Define

SB =

p∗∑︂
ιder=0

dιderCB,ιder , DB = SB + dp∗MB + 1.

For 0 < h ≤ 1 and ιder ≤ p∗ < γ, one has h−ιder ≤ h−γ . Applying the norm definition in
Definition 1 to the preceding derivative and modulus bounds proves

DB > 0, ∥Bh∥Hγ ≤ DBh
−γ (0 < h ≤ 1).

This also covers the integer smoothness endpoints, where so = 1.

3. Choose the public amplitude constant

ηo =
1

128(DB + 1)
.

It satisfies

ηo > 0, ηo(DB + 1) =
1

128
, ηo ≤

1

8
, ηo ≤

1

16
, ηoDB ≤ L.

For each n ≥ 2, define
hn = n−1/(2γ+d), bn = ηoro(n).

Since 2γ + d > 0 and n ≥ 2, the power identities give

0 < hn ≤ 1, hγn = ro(n), n ro(n)
2hdn = 1, 0 < bn ≤ 1

8
.

Consequently,
∥bnBhn∥Hγ ≤ bnDBh

−γ
n = ηoDB ≤ L.

For θ ∈ {−1,+1}, define the primitive law Po,θ by

X ∼ Unif([0, 1]d),
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LPo,θ

(︁
A, Y (0), Y (1) | X = x

)︁
= Bernoulli(1/2)⊗Bernoulli(1/2)⊗Bernoulli

(︁
1/2+θbnBhn(x)

)︁
, x ∈ [0, 1]d.

These conditional margins are Borel. Conditional independence gives exchangeability, and
their bounds give

e(x) = µ0(x) =
1

2
,

1

8
≤ 1

2
+ θbnBhn(x) ≤

7

8
.

The constant propensity and control functions have Hölder norms at most 1/2, while
multiplication by either sign preserves the preceding contrast-norm bound. Thus the
construction satisfies every condition of Definition 3.

The designated versions agree with these admissible margins on the cube. Indeed,
conditional-margin uniqueness gives almost-sure equality, and continuity together with
the full support of the uniform design promotes that equality to pointwise equality. Hence

Po,θ ∈ M1/2, ePo,θ
(x) = µ0,Po,θ

(x) =
1

2
, τPo,θ

(x) = θbnBhn(x) (x ∈ [0, 1]d),

so that
τPo,θ

(x0) = θbn.

4. Define the observed-record and full-experiment laws by

P obs
o,θ = LPo,θ

(X,A, Y ), Mo,θ = En,m(Po,θ).

Use the common probability reference measure

νo = Unif([0, 1]d)⊗ Bernoulli(1/2)⊗ Bernoulli(1/2)

on the covariate, treatment, and observed-response coordinates. Relative to this reference,
the observed-record density is

ℓo,θ(x, aobs, yobs) =

{︄
1, aobs = 0,

1 + 2(2yobs − 1)θbnBhn(x), aobs = 1,

for x ∈ [0, 1]d and aobs, yobs ∈ {0, 1}. The amplitude bound implies

1

2
≤ ℓo,θ ≤ 2.

For any two density values at least 1/2, the squared sum of their square roots is at least
one. The difference-of-squares identity therefore gives, pointwise,(︁√︁

ℓo,−1 −
√︁
ℓo,+1

)︁2 ≤ (ℓo,−1 − ℓo,+1)
2 ≤ 16b2nBhn(x)

2.

The Hellinger normalization in Definition 18 can be evaluated under νo: the densities
relative to the sum of the two laws are ℓo,θ/(ℓo,−1 + ℓo,+1), and the common denominator
cancels. Thus

h2(P obs
o,−1, P

obs
o,+1) =

∫︂ (︁√︁
ℓo,−1 −

√︁
ℓo,+1

)︁2
dνo.
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Since B2
hn

≤ 1Chn
, the containment Chn ⊆ [0, 1]d and the product volume of this cube give∫︂

[0,1]d
Bhn(x)

2 dx ≤ vol(Chn) = hdn.

Combining the preceding displays proves

h2(P obs
o,−1, P

obs
o,+1) ≤ 16b2nh

d
n.

The auxiliary covariate-treatment marginal is identical under the two laws:

Po,−1,XA = Po,+1,XA = Unif([0, 1]d)⊗ Bernoulli(1/2).

The product bound and common-factor identity in Lemma 4 therefore yield

h2(Mo,−1,Mo,+1) ≤ n h2(P obs
o,−1, P

obs
o,+1) ≤ 16nb2nh

d
n = 16η2o ≤ 1

16
.

This applies to every m ≥ 0; at m = 0, the auxiliary product is the probability law on the
empty record block. The independent uniform randomizer is another common probability
factor. Finally, symmetry of the squared square-root difference gives the orientation used
below:

h2(Mo,+1,Mo,−1) = h2(Mo,−1,Mo,+1) ≤
1

16
.

5. The target is a well-defined functional of these full-experiment laws. To see this, equality
of two such laws implies equality of their first labeled-record marginals, since n > 0.
Under either constructed law, the observed conditional probabilities identify the arm means
through

µ1,Po,θ
(x) = 2Po,θ(A = 1, Y = 1 | X = x), µ0,Po,θ

(x) = 2Po,θ(A = 0, Y = 1 | X = x)

almost everywhere under the uniform design. Thus equality of the observed laws identifies
all three conditional margins. Their conditional product construction then identifies the
primitive laws, and uniqueness of the canonical continuous contrast gives

Mo,θ =Mo,θ′ =⇒ τPo,θ
(x0) = τPo,θ′ (x0).

In particular, Mo,+1 and Mo,−1 are distinct because bn > 0. Define a functional on all
measures on the full sample space by

Ψo(Qo) =

⎧⎪⎨⎪⎩
bn, Qo =Mo,+1,

−bn, Qo =Mo,−1,

0, Qo /∈ {Mo,+1,Mo,−1}.

It satisfies
Ψo(Mo,θ) = τPo,θ

(x0).

The supplied propensity is the same function for both hypotheses, including its extension
outside the cube:

eo(x) =

{︄
1/2, x ∈ [0, 1]d,

0, x /∈ [0, 1]d.
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For any admissible supplied-propensity decision, its section at eo is measurable. Apply
Lemma 5, the absolute-loss bound of [Kennedy et al., 2024, Section 3, Lemma 1], with
singleton priors, one observation consisting of the entire record block and randomizer, and
the choices

ωo = Dirac(∗), B o
∗ =Mo,+1, C o

∗ =Mo,−1, Pblock
o = {Mo,+1,Mo,−1},

vtest = 1, stest = 2bn, utest =
1

16
.

The separation is 2bn > 0, and the preceding Hellinger bound supplies the distance hy-
pothesis. Consequently,

sup
θ∈{−1,+1}

Re
n,m(T e, Po,θ) ≥

bn
2

(︄
1−

√
63

32

)︄
.

Since 63 ≤ 64,

1−
√
63

32
≥ 3

4
,

bn
2

(︄
1−

√
63

32

)︄
≥ 3

8
bn.

The two primitive laws belong to M1/2, so taking the infimum over decisions proves

c =
3

8
ηo > 0, c ro(n) ≤ Re

1/2(n,m) (n ≥ 2, m ≥ 0).

6. We next establish the upper bound. For every h > 0, define the localization measure and
weight by

dνh(x) = h−d1Ch
(x) dx, wh(x) = h−d1Ch

(x).

The measure νh is a probability measure because vol(Ch) = hd. For 0 < h ≤ 1, its support
lies in the design cube.

To make the coarse basis explicit, define

I2 = {κ ∈ Nd : |κ| ≤ 2}, q = |I2|,

and the one-dimensional polynomials

P0(υ) = 1, P1(υ) =
√
12 υ, P2(υ) =

√
5 (6υ2 − 1/2), υ ∈ R.

At the current localization width h, the basis and evaluation vector are

rκ(x) =
d∏︂

ιcov=1

Pκιcov

(︁
(xιcov − 1/2)/h

)︁
, r(x) = (rκ(x))κ∈I2 , r0 = r(x0),

for every x ∈ Rd. Define the evaluation kernel and its dimension constant by

Kh(x) = r⊤0 r(x), Kev = q(4d)2.

The constant coordinate belongs to I2, so q ≥ 1 and Kev > 0.
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Direct integration of the three one-dimensional formulas gives∫︂ 1/2

−1/2
Pjpol(υ)Pj′pol

(υ) dυ = 1{jpol=j′pol} (jpol, j
′
pol ∈ {0, 1, 2}).

Scaling each coordinate and multiplying these identities yields∫︂
rκ(x)rκ′(x) dνh(x) = 1{κ=κ′}.

Expanding the finite sums consequently gives polynomial reproduction and kernel energy:∫︂
Kh(x) r(x)

⊤v dνh(x) = r⊤0 v (v ∈ Rq),

∫︂
Kh(x)

2 dνh(x) = ∥r0∥22.

The displayed polynomial formulas also give |Pjpol(υ)| ≤ 4 on [−1/2, 1/2]. Thus

|rκ(x)| ≤ 4d (x ∈ Ch), |Kh(x)| ≤ Kev (x ∈ Ch), ∥r0∥22 ≤ Kev.

All these identities hold for every h > 0.

7. Fix P ∈ M. Define the supplied-propensity response, its localized record contribution,
the raw average, and its mean by

ZP (x, aobs, yobs) =
aobsyobs
eP (x)

− (1− aobs)yobs
1− eP (x)

,

FP,h(x, aobs, yobs) = wh(x)Kh(x)ZP (x, aobs, yobs),

TP,h(Dn,m, U) =
1

n

n∑︂
i=1

FP,h(Xi, Ai, Yi), µP,h =

∫︂
TP,h dEn,m(P ).

These definitions apply to all x ∈ Rd, binary record coordinates, and every dataset and
randomizer, using the quotient convention stated above.

On the design cube, overlap and the binary record coordinates give

|ZP (x, aobs, yobs)| ≤ ε−1.

Outside the cube, the zero extension of the propensity gives

ZP (x, aobs, yobs) = −(1− aobs)yobs, |ZP (x, aobs, yobs)| ≤ 1 ≤ ε−1.

Hence the response bound is global, and

|FP,h(x, aobs, yobs)| ≤ ε−1h−dKev.

Borel measurability and this bound supply all integrability and finite second moments used
below.
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For 0 < h ≤ 1, exchangeability and the conditional-margin identities in Definition 3,
followed by cancellation of the overlap denominators, give

EP

[︃
wh(X)Kh(X)

AY

eP (X)

]︃
=

∫︂
[0,1]d

wh(x)Kh(x)µ1,P (x) dx,

EP

[︃
wh(X)Kh(X)

(1−A)Y

1− eP (X)

]︃
=

∫︂
[0,1]d

wh(x)Kh(x)µ0,P (x) dx.

Subtracting and using the canonical contrast identity gives

EP [FP,h(X,A, Y )] =

∫︂
Kh(x)τP (x) dνh(x).

Every labeled coordinate has this expectation, while the auxiliary block and randomizer
integrate out as probability factors. Since n > 0,

µP,h =

∫︂
Kh(x)τP (x) dνh(x).

8. We now bound this mean’s bias over the full range 0 < h ≤ 1. Define the Taylor polynomial

p(x) =
∑︂

|κ|≤p∗

∂κτP (x0)

κ!
(x− x0)

κ, κ! =
d∏︂

ιcov=1

κιcov !.

Because p∗ ≤ 2, the coarse polynomial basis spans p. Thus there exists a coefficient vector
ϑTay ∈ Rq with

pϑTay
(x) = r(x)⊤ϑTay = p(x) (x ∈ Rd), pϑTay

(x0) = τP (x0).

If γ = 1, then p∗ = 0 and p(x) = τP (x0). The Hölder norm condition gives the Lipschitz
bound, and the geometry of Ch gives

|τP (x)− p(x)| ≤ L∥x− x0∥2 ≤ L
√
d h ≤ L(

√
d+ 1)h (x ∈ Ch).

If 1 < γ ≤ 3, then 1 ≤ p∗ ≤ 2. For each x ∈ Ch, define the segment function

gP,x(σseg) = τP
(︁
x0 + σseg(x− x0)

)︁
, 0 ≤ σseg ≤ 1.

The segment lies in the design cube. Expanding its p∗-th derivative in coordinate partials
and using their so-Hölder modulus gives⃓⃓⃓

g
(p∗)
P,x (σseg)− g

(p∗)
P,x (0)

⃓⃓⃓
≤ (d+ 1)p∗L∥x− x0∥p∗+so

2 σsoseg.

Indeed, the multinomial expansion contributes at most (d+1)p∗∥x− x0∥p∗2 , and each top-
partial difference is bounded by Lσsoseg∥x−x0∥

so
2 . The one-dimensional Lagrange remainder

at degree p∗ − 1, followed by subtraction of the degree-p∗ Taylor term, supplies some
ξP,x ∈ (0, 1) such that

τP (x)− p(x) =
g
(p∗)
P,x (ξP,x)− g

(p∗)
P,x (0)

p∗!
.
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Since ξsoP,x ≤ 1 and p∗! ≥ 1,

|τP (x)− p(x)| ≤ (d+ 1)p∗L∥x− x0∥γ2 .

Using ∥x− x0∥2 ≤ (d+ 1)h and γ = p∗ + so ≤ p∗ + 1 yields

|τP (x)− p(x)| ≤ L(d+ 1)2p∗+1hγ (x ∈ Ch).

Define the positive public constants

CTay =

{︄
L(

√
d+ 1), γ = 1,

L(d+ 1)2p∗+1, 1 < γ ≤ 3,
Cbias = KevCTay.

Both cases establish
sup
x∈Ch

|τP (x)− pϑTay
(x)| ≤ CTayh

γ .

Polynomial reproduction and the mean identity therefore imply

|µP,h − τP (x0)| =
⃓⃓⃓⃓∫︂

Kh(x)
(︁
τP (x)− pϑTay

(x)
)︁
dνh(x)

⃓⃓⃓⃓
≤
∫︂

|Kh(x)|
⃓⃓
τP (x)− pϑTay

(x)
⃓⃓
dνh(x)

≤ Cbiash
γ .

At h = hn, this becomes
|µP,hn − τP (x0)| ≤ Cbiasro(n).

9. The global response bound gives the recordwise squared bound

FP,h(X,A, Y )2 ≤ ε−2
(︁
wh(X)Kh(X)

)︁2
.

Under the uniform design, localization and the kernel-energy identity give

EP [FP,h(X,A, Y )2] ≤ ε−2

∫︂
[0,1]d

(︁
wh(x)Kh(x)

)︁2
dx

= ε−2h−d

∫︂
Kh(x)

2 dνh(x)

= ε−2h−d∥r0∥22.

Independence of the n labeled records yields∫︂
(TP,h − µP,h)

2 dEn,m(P ) =
1

n
VarP (FP,h(X,A, Y ))

≤ 1

n
EP [FP,h(X,A, Y )2]

≤ ε−2∥r0∥22
nhd

.

The first inequality uses

VarP (FP,h) = EP [F
2
P,h]−

(︁
EP [FP,h]

)︁2 ≤ EP [F
2
P,h].
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Cauchy–Schwarz on the probability experiment then gives∫︂
|TP,h − µP,h| dEn,m(P ) ≤

(︃∫︂
(TP,h − µP,h)

2 dEn,m(P )

)︃1/2

≤
√︃
ε−2∥r0∥22
nhd

.

At h = hn, use the target-coordinate bound and

(nhdn)
−1/2 = ro(n)

to obtain∫︂
|TP,hn − µP,hn | dEn,m(P ) ≤

√︁
ε−2Kev ro(n) ≤ Cdevro(n), Cdev =

√︁
ε−2Kev + 1 > 0.

The estimate is uniform in P , n ≥ 2, and m ≥ 0.

10. The probability-valued arm-mean conditions in Definition 3 imply

−1 ≤ µ1,P (x0)− µ0,P (x0) = τP (x0) ≤ 1.

The displayed smoother equals

T e(Dn,m, U, eP ) = clip[−1,1]

(︁
TP,hn(Dn,m, U)

)︁
.

Projection onto this interval contracts distance to any target inside it. Thus, for every
dataset and randomizer,

|T e(Dn,m, U, eP )− τP (x0)| ≤ |TP,hn(Dn,m, U)− τP (x0)|
≤ |TP,hn(Dn,m, U)− µP,hn |+ |µP,hn − τP (x0)|.

Integrating and applying the preceding two bounds gives

Re
n,m(T e, P ) ≤ (Cdev + Cbias)ro(n).

Define
Cup = Cdev + Cbias > 0.

The bounded measurable raw average and continuous clipping map give measurability of
the supplied-propensity section. The clipping formula itself gives the pointwise guarantee

|T e(Dn,m, U, eP )| ≤ 1

for every dataset and randomizer.

11. For completeness, the smoother has a total admissible extension to arbitrary supplied
functions. Define

˜︁T e(Dn,m, U, e) =

{︄
T e(Dn,m, U, e), e is Borel,

0, e is not Borel.

For every fixed Borel e, the totalized reciprocal, record-coordinate maps, finite sum, and
clipping are Borel; the other section is constant. Since each designated eP is Borel, this
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extension agrees with the displayed smoother at every admitted law. It is therefore a
candidate in Definition 6, and the uniform bound proves

Re(n,m) ≤ sup
P∈M

Re
n,m( ˜︁T e, P ) ≤ Cupro(n).

Finally, retain the lower constant already constructed and set

C = max{c, Cup}.

These are finite real constants depending on the fixed public parameters, with

0 < c ≤ C.

Because ro(n) ≥ 0, enlarging the upper constant preserves both the minimax and
individual-decision bounds. Combining the lower bound with subfamily monotonicity
gives, for every n ≥ 2 and m ≥ 0,

c ro(n) ≤ Re
1/2(n,m) ≤ Re(n,m) ≤ C ro(n),

and, for every P ∈ M,
Re

n,m(T e, P ) ≤ C ro(n).

Together with the measurability and pointwise clipping bound above, these are all the
asserted conclusions.

Proof of Theorem 4. Fix the public parameters. All constants constructed below depend only
on these parameters. We use the functions and sign arrays prescribed by Algorithm 3, extending
the displayed function formulas to Rd when taking analytic bounds.

1. Regularity and membership. Set
Dd := 2d.

The function χ is smooth and flat at zero: each of its derivatives on the positive half-
line is a polynomial in 1/u multiplied by exp(−1/u), and this expression tends to zero as
u ↓ 0. The denominator defining the scalar angular transition in Algorithm 3 is positive
everywhere. Consequently the prescribed sine and cosine pieces join smoothly, including
at their support endpoints. The bump B is also smooth and compactly supported, and

0 ≤ Bh(x) ≤ 1, Bh(x0) = 1.

Define the finite derivative bounds

Kω := 1 + sup
u∈R

|ω′
0(u)|, KB := 1 + sup

w∈Rd

∥∇B(w)∥2,

and put
Kϕ := KB + dKω, KF := 2DdKϕ.
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Translation invariance gives the same derivative bound for every ωz. Telescoping a product
of factors bounded by one, and then using δ ≤ h, yields

|ϕz(x)− ϕz(x
′)| ≤

(︃
KB

h
+
dKω

δ

)︃
∥x− x′∥2 ≤

Kϕ

δ
∥x− x′∥2.

At each point, a nonzero frame entry has, in each coordinate, one of the two lattice indices
adjacent to the scaled coordinate. Thus at most Dd entries are nonzero. Each entry has
absolute value at most one, so

|Fλ(x)| ≤ Dd, |Gη(x)| ≤ Dd.

For a difference between two points, entries outside the union of their active index sets
contribute zero. That union has at most 2Dd elements. Therefore

|Fλ(x)− Fλ(x
′)| ≤ KF

δ
∥x− x′∥2, |Gη(x)−Gη(x

′)| ≤ KF

δ
∥x− x′∥2.

For a Hölder order sord ∈ (0, 1], define

CF,sord := 2Dd +KF + 1.

When ∥x− x′∥2 ≤ δ, the Lipschitz bound and

∥x− x′∥2
δ

≤
(︃
∥x− x′∥2

δ

)︃sord

give the required Hölder difference bound. When ∥x−x′∥2 > δ, use the bound 2Dd instead.
Since δ ≤ 1, the supremum term is covered as well. With the norm of Definition 1, this
proves

∥Fλ∥Hsord ≤ CF,sordδ
−sord , ∥Gη∥Hsord ≤ CF,sordδ

−sord .

For the macro bump, use its fixed compact profile B2. For every integer j ≥ 0, define

DB,j := 1 + sup
w∈Rd

∥Dj(B2)(w)∥op,

where Dj is the total derivative of order j, with the order-zero norm interpreted as absolute
value. These constants are finite by smoothness and compact support. For sord > 0, define

jder := ⌈sord⌉ − 1, ξder := sord − jder ∈ (0, 1],

MB,sord := 2max{DB,jder , DB,jder+1},

CB,sord :=

jder∑︂
j=0

DB,jd
j +MB,sordd

jder + 1.

The derivative of order jder has both a bounded supremum and a Lipschitz bound supplied
by the next derivative. Splitting at distance one gives

∥Djder(B2)(w)−Djder(B2)(w′)∥op ≤MB,sord∥w − w′∥ξder2 .
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Dilation by h multiplies a derivative of order j by h−j . Evaluating a derivative on coor-
dinate directions bounds a partial derivative by its operator norm times dj . Hence, for
0 < h ≤ 1,

|∂κ(B2
h)(x)| ≤ DB,|κ|d

|κ|h−|κ| ≤ CB,sordh
−sord (|κ| ≤ jder),

and

|∂κ(B2
h)(x)− ∂κ(B2

h)(x
′)| ≤MB,sordd

jderh−sord∥x− x′∥ξder2 (|κ| = jder).

Thus, in particular for the orders β and γ,

∥B2
h∥Hsord ≤ CB,sordh

−sord .

Define

KM := Dd+CF,α+CF,β+CB,γ+CB,β+1, ρ := min

{︃
1, L− 1/2,

1

2
− ε

}︃
, cM :=

ρ

32KM
.

The public domain gives 0 < ρ ≤ 1. Hence 0 < cM ≤ ρ/32 ≤ 1/32, and multiplying any
of the five summands preceding the final 1 in KM by cM gives at most ρ/32.

Suppose the amplitude and contrast inequalities hold with cM . Since 0 < δ ≤ h ≤ 1/2,

a ≤ cM , b ≤ cM , ab ≤ cM ,

aδ−α ≤ cM , bδ−β ≤ cM , abh−γ ≤ cM .

Also β ≤ γ and h ≤ 1, so

ab ≤ cMh
γ ≤ cMh

β, abh−β ≤ cM .

The prescribed probabilities therefore satisfy

|eλ(x)− 1/2| ≤ aDd ≤ ρ

32
≤ 1

4
, aDd ≤ ρ

32
≤ 1

2
− ε,

|µ0,θ,η(x)− 1/2|, |µ1,θ,η(x)− 1/2| ≤ bDd + ab ≤ ρ

32
+ cM ≤ 1

16
≤ 3

8
.

These bounds imply the overlap and both probability-valued arm-mean conditions.

Subadditivity and homogeneity of the Hölder norm give

∥aFλ∥Hα ≤ CF,αcM , ∥bGη∥Hβ ≤ CF,βcM ,

∥τθ∥Hγ ≤ 2CB,γcM , ∥θabB2
h∥Hβ ≤ CB,βcM .

Consequently

∥eλ∥Hα ≤ 1

2
+

ρ

32
≤ L,

∥µ0,θ,η∥Hβ ≤ 1

2
+

ρ

16
≤ L, ∥τθ∥Hγ ≤ ρ

16
≤ L.

All the prescribed functions are Borel. The independent conditional Bernoulli construction
gives uniform covariates and conditional exchangeability, and its conditional margins are
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exactly the prescribed functions. Together with the preceding bounds, these facts establish
every condition in Definition 3.

To identify the canonical contrast, the prescribed control mean is continuous, and the
prescribed treated mean is continuous because it is the sum of the control mean and
τθ. Their admissible designated versions agree with them almost surely by uniqueness
of conditional margins. Two continuous versions that agree almost everywhere under
the uniform design agree everywhere on the cube: a nonzero continuous difference would
persist on a relative neighborhood of positive uniform measure, including at a boundary
point. Thus

Pθ,λ,η ∈ M, τPθ,λ,η
(x) = µ1,θ,η(x)− µ0,θ,η(x) = τθ(x) (x ∈ [0, 1]d).

2. Normalization and singleton cancellation. Define expectation over the finite sign arrays
by

EθQ :=
∑︂
λ,η

wθ(λ, η)Q(λ, η).

At each index, direct summation over the four sign pairs gives

1 + θlsη/2

4
≥ 0 (l, sη ∈ {−1,+1}),

∑︂
l,sη∈{−1,+1}

1 + θlsη/2

4
= 1.

Multiplying these identities over the finite index set proves

wθ(λ, η) ≥ 0,
∑︂
λ,η

wθ(λ, η) = 1.

The same finite-product summation gives

Eθλz = Eθηz = 0, Eθ[λzηw] =

{︄
θ/2, z = w,

0, z ̸= w.

Indeed, matching indices use the scalar sign-pair correlation, while distinct indices include
a zero-mean scalar factor.

The sine-cosine identity on each lattice interval gives a sum of squares equal to one. Ten-
soring it and multiplying by B2

h yields∑︂
z∈I

ϕz(x)
2 = Bh(x)

2.

For x ∈ Ch, all nonzero tensor entries lie in the prescribed finite index set; for x /∈ Ch,
both sides vanish. Expanding the finite signed sums therefore gives

EθFλ(x) = EθGη(x) = 0, Eθ[Fλ(x)Gη(x)] =
θ

2
Bh(x)

2.

Set

cS :=
1

64Dd
.
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If the amplitude inequalities hold with cS , then

a, b ≤ cS , aDd, bDd ≤ 1

64
, ab ≤ 1

4096
.

Thus the raw propensity and both raw arm probabilities lie in [0, 1], at every covariate, so
their Bernoulli atom formulas apply directly.

For a labeled record, define the treatment and observed-response spins by

sA := 2A− 1, Y := AY (1) + (1−A)Y (0), sY := 2Y − 1.

Relative to the uniform probability measure on the four spin pairs, its likelihood is

Lθ,λ,η(x; s
A, sY ) := (1 + 2sAaFλ(x))(1 + 2sY bGη(x) + sAsY τθ(x)).

This follows by multiplying the two Bernoulli atom probabilities, each divided by its fair
atom probability. Expanding the product gives

EθLθ,λ,η(x; s
A, sY ) = 1 + sAsY τθ(x)

+
(︁
2sAa+ 2(sA)2sY aτθ(x)

)︁
EθFλ(x)

+ 2sY bEθGη(x) + 4sAsY abEθ[Fλ(x)Gη(x)]

= 1 + sAsY
(︁
−2θabBh(x)

2 + 2θabBh(x)
2
)︁
= 1.

Hence every atom of the singleton labeled mixture has probability 1/4. This proves its
uniform conditional law for every hypothesis and every cube covariate.

3. Equality on uninformative components. For integers n ≥ 2 and m ≥ 0, write

N := n+m, x := (x1, . . . , xN ) ∈ ([0, 1]d)N .

The first n indices are labeled. A spin assignment has domain

s ∈
(︁
{−1,+1}2

)︁n × {−1,+1}m.

Define the record likelihoods by

Rθ,λ,η,i(x, s) :=

{︄
Lθ,λ,η(xi; s

A
i , s

Y
i ), i ≤ n,

1 + 2sAi aFλ(xi), i > n,

and, for every subset V ⊆ {1, . . . , N}, define

gθ,V(x, s) := Eθ

∏︂
i∈V

Rθ,λ,η,i(x, s).

Empty products equal one, so gθ,∅ = 1.

The sign flip
Fη(λ, η) := (λ,−η)

is a bijection, and its weights satisfy

w+1(λ, η) = w−1(λ,−η).

95



Every auxiliary likelihood is unchanged by this flip, because it depends on λ alone. Rein-
dexing the finite sum consequently gives

g+1,V(x, s) = g−1,V(x, s) if V ⊆ {n+ 1, . . . , N}.

If V = {i} with i ≤ n, singleton cancellation instead gives

g+1,{i}(x, s) = g−1,{i}(x, s) = 1.

Thus we may take
cU := cS .

Under its amplitude conditions, every auxiliary-only component and every singleton la-
beled component has equal densities under the two hypotheses. Equality for all spin
assignments gives equality of their full conditional laws.

4. The component density difference. Define

c∆ :=
1

64Dd
, C∆ := 8D2

d + 6.

Assume the amplitude inequalities with c∆. Fix x, s and a subset V, and define its size by

pcmp := |V|.

For every record, introduce the contrast-deleted factors

fλ,i := 1 + 2sAi aFλ(xi), gη,i :=

{︄
1 + 2sYi bGη(xi), i ≤ n,

1, i > n.

The bounds from the previous steps give

|fλ,i − 1| ≤ 2aDd, |gη,i − 1| ≤ 2bDd, |fλ,i|, |gη,i| ≤
9

8
.

For labeled records,

Rθ,λ,η,i = fλ,i
(︁
gη,i + sAi s

Y
i τθ(xi)

)︁
, |τθ(xi)| ≤ 2ab.

For auxiliary records, Rθ,λ,η,i = fλ,i. Since ab ≤ 1/4096, both cases satisfy

|Rθ,λ,η,i| ≤
3

2
, |Rθ,λ,η,i − fλ,igη,i| ≤ 3ab, |fλ,igη,i| ≤

3

2
.

Define
AV(λ) :=

∏︂
i∈V

fλ,i, GV(η) :=
∏︂
i∈V

gη,i,

UV := pcmp(2aDd)(9/8)
pcmp , WV := pcmp(2bDd)(9/8)

pcmp ,

DV := pcmp(3ab)(3/2)
pcmp .

Telescoping a product, using an upper bound Dprod ≥ 1 on both sets of factors, gives⃓⃓⃓⃓
⃓∏︂
i∈V

ftel,i −
∏︂
i∈V

gtel,i

⃓⃓⃓⃓
⃓ ≤ D

|V|
prod

∑︂
i∈V

|ftel,i − gtel,i|.
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Here the telescoping sum replaces one factor at a time; each remaining product is bounded

by D
|V|−1
prod , which is at most the displayed power. For the empty set both sides are zero.

Applying this inequality gives

|AV − 1| ≤ UV , |GV − 1| ≤WV ,⃓⃓⃓⃓
⃓∏︂
i∈V

Rθ,λ,η,i −AVGV

⃓⃓⃓⃓
⃓ ≤ DV .

Flipping η preserves every function of λ and changes the positive weights to the negative
weights. Flipping λ similarly preserves every function of η. Consequently

E+1AV = E−1AV , E+1GV = E−1GV .

Expanding the centered product and using normalization therefore yields

E+1[AVGV ]− E−1[AVGV ]

= E+1[(AV − 1)(GV − 1)]− E−1[(AV − 1)(GV − 1)].

Each expectation on the right has absolute value at most UVWV . Adding the two contrast-
deletion errors gives

|g+1,V − g−1,V | ≤ DV + 2UVWV +DV .

Finally,
(9/8)pcmp(9/8)pcmp ≤ (3/2)pcmp , pcmp ≤ p2cmp (pcmp ∈ N).

Substitution proves

|g+1,V(x, s)− g−1,V(x, s)| ≤ C∆(3/2)
pcmpp2cmpab.

For pcmp = 0, both densities equal one and the bound is zero.

5. A positive floor and component Hellinger distance. Define

cH := min

{︃
c∆,

1

64Dd

}︃
, Kinfo := C2

∆.

Under the amplitude inequalities with cH ,

aDd ≤ 1

16
, bDd + ab ≤ 1

16
.

Thus the treatment factor of a labeled likelihood is at least 7/8, and its outcome factor
is also at least 7/8. Their product is at least 1/2. An auxiliary likelihood is at least 7/8,
hence at least 1/2. Averaging the resulting product floor with nonnegative normalized
weights gives

gθ,V(x, s) ≥ (1/2)pcmp .

Define the common probability reference on the record spins by

µspin :=

n⨂︂
i=1

Unif({−1,+1}2)⊗
N⨂︂

i=n+1

Unif({−1,+1}),
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and define

H2
V(x) :=

∫︂ (︃√︂
g+1,V(x, s)−

√︂
g−1,V(x, s)

)︃2

dµspin(s).

For nonnegative numbers bounded below by tfloor > 0, the identity

(fden − gden)
2 = (

√︁
fden −

√
gden)

2(
√︁
fden +

√
gden)

2

and the denominator bound

(
√︁
fden +

√
gden)

2 ≥ 4tfloor

give

(
√︁
fden −

√
gden)

2 ≤ (fden − gden)
2

4tfloor
.

Apply this with the preceding component floor and density difference, and integrate against
the probability reference. We obtain

H2
V(x) ≤

(︁
C∆(3/2)

pcmpp2cmpab
)︁2

4(1/2)pcmp

=
C2
∆

4
(9/2)pcmpp4cmpa

2b2

≤ Kinfo(9/2)
pcmpp4cmpa

2b2.

6. Conditional factorization and the count bound. For fixed covariates, define the augmented
graph

Gx := ({1, . . . , N}, {{i, j} : i ̸= j, xi, xj ∈ Ch, ∥xi − xj∥∞ ≤ 2δ}) ,

and let
Kx := {V : V is the vertex set of a connected component of Gx}.

The cube Ch is that of Definition 7. Records outside Ch are isolated in this augmented
graph and have likelihood one.

If ϕz(xi) ̸= 0, then

xi ∈ Ch,

⃓⃓⃓⃓
xi,jcoord − x0,jcoord

δ
− zjcoord

⃓⃓⃓⃓
< 1 (jcoord ∈ {1, . . . , d}).

Two records sharing a nonzero frame entry therefore satisfy

∥xi − xj∥∞ ≤ 2δ,

and belong to the same component. Assign each frame index active at any record to
this unique component; inactive indices contribute a factor one. The product prior is
independent across indices, and each component likelihood depends solely on its assigned
indices. Regrouping the finite sign sums by these disjoint groups consequently proves

gθ(x, s) := Eθ

N∏︂
i=1

Rθ,λ,η,i(x, s) =
∏︂

V∈Kx

gθ,V(x, s).
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Each component density depends solely on its component spins. Integrating the fixed-
sign record product over those fair spins gives one, because every record likelihood is
normalized. Averaging signs therefore gives

gθ,V ≥ 0,

∫︂
gθ,V dµspin = 1.

Define the component affinities by

Aaff,V(x) :=

∫︂
√
g+1,Vg−1,V dµspin.

Normalization and 2
√
fdengden ≤ fden + gden imply

0 ≤ Aaff,V ≤ 1, H2
V = 2(1−Aaff,V).

Integration over disjoint spin blocks multiplies the affinities. The elementary finite-product
inequality

1−
∏︂

V∈Kx

Aaff,V ≤
∑︂
V∈Kx

(1−Aaff,V)

follows by induction from the fact that all the affinities lie in [0, 1]. Hence∫︂
(
√
g+1 −

√
g−1)

2 dµspin ≤
∑︂
V∈Kx

H2
V(x).

Set
cI := min{cH , cU}.

Its amplitude conditions permit both the component bound and the uninformative-
component equalities. A component containing a labeled record and having size less than
two has size one, so its distance is zero by singleton cancellation. A component containing
no labeled record is auxiliary-only, so its distance is also zero. Define the informative
component counts, for every integer pcmp ≥ 0, by

CL
pcmp

(x) := # {V ∈ Kx : |V| = pcmp, V ∩ {1, . . . , n} ̸= ∅} .

Regrouping the remaining component sum by size gives∫︂
(
√
g+1 −

√
g−1)

2 dµspin ≤ Kinfoa
2b2

N∑︂
pcmp=2

(9/2)pcmpp4cmpC
L
pcmp

(x).

The graph Gx is exactly the graph in the statement: it retains all N vertices, including
the exterior singleton components, whose density factors equal one.

7. The labeled-root tree series. Define the common covariate probability measure by

νcov := Unif([0, 1]d)⊗N .

For pcmp ≥ 2, a component counted by CL
pcmp

has a labeled root and a spanning tree on

its vertex set. For a fixed root, there are
(︁

N−1
pcmp−1

)︁
choices of the other vertices. Orient
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a spanning tree toward the root. Each nonroot vertex chooses a parent among the pcmp

selected vertices, so the number of valid rooted trees is at most p
pcmp−1
cmp .

For a fixed valid tree, integrate its leaf covariates successively. Each child is constrained
to a maximum-norm box of side 4δ around its parent; intersection with the unit cube has
uniform mass at most (4δ)d. The root lies in Ch, whose uniform mass is hd. Thus the
probability of this tree event is at most

hd
(︁
(4δ)d

)︁pcmp−1
.

Dropping the remaining component conditions enlarges the event. Summing these tree
witnesses over the n possible labeled roots gives∫︂

CL
pcmp

(x) dνcov(x) ≤ nhd
(︃
N − 1

pcmp − 1

)︃
p
pcmp−1
cmp

(︁
(4δ)d

)︁pcmp−1
.

For pcmp > N , the count and the binomial coefficient are both zero.

The binomial bound and the exponential series imply(︃
N − 1

pcmp − 1

)︃
≤ Npcmp−1

(pcmp − 1)!
,

p
pcmp−1
cmp

(pcmp − 1)!
≤ exp(pcmp).

For the second inequality, its left side is one nonnegative summand of the exponential
series at pcmp. Consequently(︃

N − 1

pcmp − 1

)︃
p
pcmp−1
cmp ≤ Npcmp−1 exp(pcmp).

Define

κtree :=
9

2
, Stree :=

∞∑︂
j=0

(j + 2)4 2−j , Eocc := κtree exp(1)4
d,

c0 :=
1

2Eocc
, Ctree := (Stree + 1)

(︁
κtree exp(1)

)︁2
4d.

The series defining Stree converges because it is a shifted polynomial-geometric series.
These definitions give c0 > 0 and Ctree > 0.

Under Nδd ≤ c0, define

zocc := EoccNδ
d, 0 ≤ zocc ≤

1

2
.

Applying the binomial-tree bound with pcmp = j + 2 gives

κj+2
tree(j + 2)4

(︃
N − 1

j + 1

)︃
(j + 2)j+1

(︁
(4δ)d

)︁j+1

≤ κtree exp(1)(j + 2)4zj+1
occ .

For every finite truncation,

N−1∑︂
j=0

(j + 2)4zj+1
occ ≤ zocc

N−1∑︂
j=0

(j + 2)4 2−j ≤ zoccStree.
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Multiplying the tree-count inequality by its size weight and summing therefore yields

N−1∑︂
j=0

κj+2
tree(j + 2)4

∫︂
CL
j+2 dνcov

≤ nhdκtree exp(1)zoccStree

≤ CtreenNh
dδd.

The final inequality replaces Stree by Stree + 1 and substitutes the definition of zocc.

8. Integration for the original experiment. The covariate distribution is νcov for every sign
realization and hypothesis. Conditional on these covariates, the original records have
density gθ against µspin. Thus, after grouping covariates and spins, the mixture laws have
densities g+1 and g−1 against νcov ⊗ µspin.

For two densities against a common dominating measure, substitution into Definition 18
gives the integral of their squared square-root difference. Applying this identity and then
integrating over covariates yields

H2(M+1,M−1) =

∫︂ [︃∫︂
(
√︁
g+1(x, s)−

√︁
g−1(x, s))

2 dµspin(s)

]︃
dνcov(x).

The finite graph counts are measurable, and all functions in the finite weighted count sum
are integrable. Integrating the conditional bound therefore gives

H2(M+1,M−1) ≤ Kinfoa
2b2

N∑︂
pcmp=2

(9/2)pcmpp4cmp

∫︂
CL
pcmp

dνcov.

Every term is nonnegative, so extending the size sum to the shifted range used above gives

H2(M+1,M−1) ≤ Kinfoa
2b2

N−1∑︂
j=0

(9/2)j+2(j + 2)4
∫︂
CL
j+2 dνcov

≤ KinfoCtreenNh
dδda2b2.

Define
C := KinfoCtree > 0.

This proves the required information estimate under the amplitude conditions with cI and
the occupancy condition with c0.

9. Common calibration and the remaining equalities. Choose

c := min{cM ,min{cS ,min{cU , cI}}}.

All four constants are positive and at most one, so

0 < c ≤ 1, c ≤ cM , c ≤ cS , c ≤ cU , c ≤ cI .

Fix a tuple satisfying the theorem’s hypotheses with this c. Since δ > 0 and h > 0, multi-
plication by their real powers preserves these comparisons. For each c′ ∈ {cM , cS , cU , cI},

a ≤ cδα ≤ c′δα, b ≤ cδβ ≤ c′δβ, ab ≤ chγ ≤ c′hγ .
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The membership, singleton, uninformative-component, and information estimates estab-
lished above therefore apply simultaneously. Weight normalization makes the finite push-
forward priors probability measures, and the pointwise membership conclusion supports
them on M.

For the propensity distribution, the sign flip preserves the covariate-treatment marginal:

(P+1,λ,η)XA = (P−1,λ,−η)XA.

The designated propensity witnesses of these admitted laws are continuous and are versions
of the same conditional treatment probability. Uniqueness of conditional margins followed
by continuity under the full-support uniform design gives

eP+1,λ,η
(x) = eP−1,λ,−η

(x) (x ∈ [0, 1]d).

Reindexing the finite pushforwards using w+1(λ, η) = w−1(λ,−η) proves equality of the
distributions of the entire propensity functions restricted to the cube.

At the target, Bh(x0) = 1, and hence

τθ(x0) = −2θab, τ−1(x0)− τ+1(x0) = 4ab.

Because a, b > 0 and c ≤ 1 ≤ 4,

cab = c(ab) ≤ 4(ab) = 4ab.

Finally, for every integer kaux ≥ 0, reindexing by the same sign flip gives∫︂
P⊗kaux
XA dϖ+1(P ) =

∑︂
λ,η

w+1(λ, η)(P+1,λ,η)
⊗kaux
XA

=
∑︂
λ,η

w−1(λ, η)(P−1,λ,η)
⊗kaux
XA

=

∫︂
P⊗kaux
XA dϖ−1(P ).

For any fixed auxiliary covariates, their conditional mixture kernels are

∑︂
λ,η

wθ(λ, η)

kaux⨂︂
i=1

Bernoulli(eλ(xi)).

The factors are unchanged by the sign flip, so these kernels also agree for every covariate
collection. When kaux = 0, the products are the unit probability measure on the empty
tuple, and normalization gives the same equality.

The singleton calculation supplies the stated uniform labeled conditional laws. The condi-
tional factorization and component equalities apply to every cube covariate collection and
every spin assignment. Together with the calibrated information bound, these establish
all assertions.
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Proof of Proposition 1. Fix the public parameters in the stated domain. The frontier, oracle,
and acquisition constants below are finite real numbers depending only on these parameters. In
particular,

γ > 0, S > 0, 2γ + d > 0, ∆ > 0.

For an arbitrary auxiliary-size sequence, write

Nn := n+mn (n ∈ N).

All asymptotic arguments may be restricted to the tail n ≥ 2.

1. By Theorems 2 and 3, choose constants satisfying

0 < cF ≤ CF <∞, 0 < cO ≤ CO <∞

such that, uniformly for n ≥ 2 and m ≥ 0,

cF r∗(n,m) ≤ R(n,m) ≤ CF r∗(n,m), cOro(n) ≤ Re(n,m) ≤ COro(n).

Since
r∗(n,m) ≥ ro(n) = n−γ/(2γ+d) > 0,

these bounds make both risks positive and finite. Dividing the upper bound for one risk
by the lower bound for the other gives

0 ≤ R(n,m)

Re(n,m)
≤ CF

cO

r∗(n,m)

ro(n)
,

0 ≤ r∗(n,m)

ro(n)
≤ CO

cF

R(n,m)

Re(n,m)
.

The same calculation, using the frontier bounds at (n,m) and (n, 0), gives

0 ≤ R(n,m)

R(n, 0)
≤ CF

cF

r∗(n,m)

r∗(n, 0)
,

0 ≤ r∗(n,m)

r∗(n, 0)
≤ CF

cF

R(n,m)

R(n, 0)
.

The first pair transfers eventual boundedness in both directions. The second pair transfers
convergence to zero by squeezing between zero and a fixed multiple of the other ratio.
Moreover, positivity of ro(n) gives

r∗(n,mn)

ro(n)
= O(1) ⇐⇒ r∗(n,mn) = O(ro(n)).

Consequently,
R(n,mn)

Re(n,mn)
= O(1) ⇐⇒ r∗(n,mn) = O(ro(n)),

R(n,mn)

R(n, 0)
−→ 0 ⇐⇒ r∗(n,mn)

r∗(n, 0)
−→ 0.

If the rate comparison holds, there is a real constant Krate such that

r∗(n,mn) ≤ Kratero(n) eventually.
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Set
ζ := max{Krate, 1}.

Then 1 ≤ ζ <∞, and the defining inequality in Definition 15 holds eventually. Conversely,
eventual membership in that region supplies the rate comparison with constant ζ. Thus

r∗(n,mn) = O(ro(n)) ⇐⇒ ∃ ζ ∈ [1,∞) such that (n,mn) ∈ B∗(ζ) eventually.

2. For the extended nonnegative lower limit, the tail characterization is

0 < lim inf
n→∞

Nn

nq∗
⇐⇒ ∃ ccount > 0 such that ccount ≤

Nn

nq∗
eventually.

Indeed, a positive lower limit admits a smaller positive finite real number, which bounds
every sufficiently late term from below; this also applies when the lower limit is +∞.
Conversely, an eventual positive lower bound bounds the lower limit from below.

We now translate annotation-region membership into precisely such a bound. Directly
from the definitions,

q∗ =
Scrit
S

, ∆ = (2γ + d)(1 + q∗).

For n ≥ 2, this yields

ro(n)
−∆/γ = n∆/(2γ+d) = n1+q∗ = nnq∗ .

Let ζ ≥ 1. Since ro(n) ≤ ζro(n), the maximum defining r∗ and Definition 15 give

(n,m) ∈ B∗(ζ) ⇐⇒ (nN)−γ/∆ ≤ ζro(n)

⇐⇒ (ζro(n))
−∆/γ ≤ nN

⇐⇒ ζ−∆/γ ≤ N

nq∗
.

Here the second equivalence uses the strictly decreasing positive-power map with exponent
−γ/∆, whose inverse has exponent −∆/γ; all bases are positive.

Eventual membership therefore supplies the positive lower bound

ccount := ζ−∆/γ > 0.

In the reverse direction, suppose an eventual lower bound ccount > 0 is given, and choose

ζ := max
{︂
1, c

−γ/∆
count

}︂
.

Then

1 ≤ ζ <∞, ζ−∆/γ ≤
(︂
c
−γ/∆
count

)︂−∆/γ
= ccount.

The displayed count characterization gives eventual membership in B∗(ζ). Combining this
with Item 1 proves all four oracle-order equivalences.
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3. To characterize strict improvement, first suppose S < Scrit. The identities above imply

q∗ =
Scrit
S

> 1, ∆ = (2γ + d)(1 + q∗) > 2(2γ + d),

and hence
2γ

∆
<

γ

2γ + d
.

Define the positive decay exponent

ηdec :=
γ

2γ + d
− 2γ

∆
> 0.

For n ≥ 2, the inequality q∗ > 1 gives

n = n1 ≤ nq∗ .

The lower-count branch in Theorem 2, applied with m = 0, therefore gives

r∗(n, 0) = (n2)−γ/∆ = n−2γ/∆.

Dividing the two terms in the maximum defining r∗(n,mn) by this positive rate yields

ro(n)

n−2γ/∆
= n−ηdec ,

(nNn)
−γ/∆

n−2γ/∆
=

(︃
Nn

n

)︃−γ/∆

.

Thus
r∗(n,mn)

r∗(n, 0)
= max

{︄
n−ηdec ,

(︃
Nn

n

)︃−γ/∆
}︄
.

The second term tends to zero exactly when Nn/n→ +∞. To see the reverse implication
explicitly, let

bthr ∈ R, xthr := max{1, bthr} > 0.

If the second term tends to zero, then eventually(︃
Nn

n

)︃−γ/∆

≤ x
−γ/∆
thr .

Inverting this decreasing power gives

Nn

n
≥
(︂
x
−γ/∆
thr

)︂−∆/γ
= xthr ≥ bthr.

This proves divergence to +∞. The forward implication follows from the convergence of
a strictly negative power to zero at +∞. Since

Nn

n
= 1 +

mn

n
(n ≥ 2),

divergence of the total-to-labeled ratio is equivalent to divergence of the auxiliary-to-
labeled ratio: an eventual lower bound at any real threshold for either ratio gives the
corresponding bound for the other after shifting the threshold by one.
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The first term n−ηdec tends to zero. Both terms are nonnegative, so convergence of their
maximum to zero implies convergence of the second term by squeezing; conversely, con-
vergence of both terms implies convergence of their maximum. We have proved, in this
regime,

r∗(n,mn)

r∗(n, 0)
−→ 0 ⇐⇒ mn

n
−→ +∞.

For the complementary case S ≥ Scrit, Theorem 2 gives, for every n ≥ 2,

r∗(n,mn) = r∗(n, 0) = ro(n) > 0,
r∗(n,mn)

r∗(n, 0)
= 1.

The ratio therefore has limit one, which excludes convergence to zero. Combining the two
cases and the risk-to-rate equivalence proves

R(n,mn)

R(n, 0)
−→ 0 ⇐⇒ r∗(n,mn)

r∗(n, 0)
−→ 0 ⇐⇒ S < Scrit and

mn

n
−→ +∞.

4. The claimed exponent comparison follows from the same positive-denominator identity:

S < Scrit =⇒ q∗ =
Scrit
S

> 1, S > 0.

5. Suppose mn/n = O(1). Choose a real constant Kaux satisfying

mn

n
≤ Kaux eventually,

and define
K+

aux := max{Kaux, 0}, Maux := (1 +K+
aux)

γ/∆ ≥ 1.

Eventually mn ≤ K+
auxn, and consequently

n2 ≤ nNn ≤ (1 +K+
aux)n

2.

Taking the negative power −γ/∆ gives

(nNn)
−γ/∆ ≤ (n2)−γ/∆,

and
M−1

aux(n
2)−γ/∆ ≤ (nNn)

−γ/∆, (n2)−γ/∆ ≤Maux(nNn)
−γ/∆.

The oracle term is common to both rates and satisfies

ro(n) ≤Mauxro(n).

Taking maxima therefore gives

r∗(n,mn) ≤ r∗(n, 0) ≤Mauxr∗(n,mn) eventually.

Using the risk sandwiches,

R(n,mn) ≤ CF r∗(n,mn) ≤ CF r∗(n, 0) ≤
CF

cF
R(n, 0),

R(n, 0) ≤ CF r∗(n, 0) ≤ CFMauxr∗(n,mn) ≤
CFMaux

cF
R(n,mn).

These eventual inequalities prove both stated big-O comparisons.
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6. If S ≥ Scrit, the frontier rate equals ro(n). For every n ≥ 2 and m ≥ 0, the frontier upper
bound and the oracle lower bound consequently give

R(n,m) ≤ CF ro(n) =
CF

cO

(︁
cOro(n)

)︁
≤ CF

cO
Re(n,m).

Dividing by the positive oracle risk yields

0 ≤ R(n,m)

Re(n,m)
≤ CF

cO
.

This uniform bound proves the oracle-order comparison for every auxiliary-size sequence.

7. For the finite-sample conclusions, Theorem 2 supplies, simultaneously for all n ≥ 2 and
m ≥ 0,

cF r∗(n,m) ≤ R(n,m) ≤ sup
P∈M

Rn,m(T∗, P ) ≤ CF r∗(n,m).

In particular, its upper bound follows by comparing the minimax value with the worst-case
risk of T∗. The same cited statement supplies exactly

r∗(n,m) =

⎧⎪⎨⎪⎩
ro(n), S ≥ Scrit,

(nN)−γ/∆, S < Scrit, N ≤ nq∗ ,

ro(n), S < Scrit, N ≥ nq∗ ,

together with
N = nq∗ =⇒ (nN)−γ/∆ = ro(n).

Thus cF , CF furnish the asserted finite-sample constants, including the equality of the two
count branches at their boundary.

8. For n ≥ 2, specialize to m = 0. If S < Scrit, then q∗ > 1, so

N = n ≤ nq∗ , r∗(n, 0) = (n2)−γ/∆ = n−2γ/∆.

If S ≥ Scrit, the first branch of Theorem 2 gives r∗(n, 0) = ro(n). Hence

r∗(n, 0) =

{︄
n−2γ/∆, S < Scrit,

ro(n), S ≥ Scrit.

9. Define the average nuisance smoothness by

spub :=
S

2
> 0.

By Lemma 7, algebra with positive denominators gives

d/4

1 + d/(2γ)
=
Scrit
2
,

1

1 + d/(2γ) + d/(4spub)
=

2γ

∆
,

1

2 + d/γ
=

γ

2γ + d
.

In particular,

spub <
d/4

1 + d/(2γ)
⇐⇒ S < Scrit.

107



For n ≥ 2, these identities identify the numerical benchmark’s strict split and its two
exponents with the supervised branches just established.

The remaining sample sizes are n = 0 and n = 1. At n = 1, all power bases equal one,
so both the benchmark and r∗(1, 0) equal one. At zero, the numerical formulas use the
convention

0tpow = 0
(︁
tpow ∈ R \ {0}

)︁
.

All exponents occurring here are strictly negative:

− γ

2γ + d
< 0, − γ

∆
< 0, −2γ

∆
< 0.

Thus both branches of the benchmark equal zero at n = 0, and the two terms in the
maximum defining r∗(0, 0) also equal zero. This proves the benchmark equality for every
n ∈ N, with the stated formulas for n ≥ 1.

10. For acquisition, define the positive exponents

p0 :=
2γ + d

γ
= 2 +

d

γ
, p1 :=

∆

γ
= 2 +

d

γ
+
d

S
.

For positive η, the power-scaling identity is(︃
η

cscale

)︃−pscale

= cpscalescale η
−pscale (cscale ∈ {cF , CF }, pscale ∈ {p0, p1}) .

Choose
cacq := min{cp0F , c

p1
F } > 0, Cacq := max{Cp0

F , C
p1
F } > 0.

For any positive η, n ≥ 2, and m ≥ 0, the defining maximum in Definition 14 gives

r∗(n,m) ≤ η ⇐⇒ n−γ/(2γ+d) ≤ η and (nN)−γ/∆ ≤ η

⇐⇒ η−p0 ≤ n and η−p1 ≤ nN.

The second equivalence again inverts strictly decreasing powers of positive bases.

Now let 0 < η < 1, and suppose a Borel decision T satisfies

Rn,m(T, P ) ≤ η (P ∈ M).

By Definition 5 and the frontier lower bound,

cF r∗(n,m) ≤ R(n,m) ≤ sup
P∈M

Rn,m(T, P ) ≤ η.

Therefore r∗(n,m) ≤ η/cF . Apply the exact rate equivalence at the positive scale η/cF ,
and then the scaling identity, to obtain

cp0F η
−p0 ≤ n, cp1F η

−p1 ≤ nN.

The choice of the minimum gives the common necessity constant:

cacqη
−p0 ≤ cp0F η

−p0 ≤ n, cacqη
−p1 ≤ cp1F η

−p1 ≤ nN.

108



Conversely, suppose
Cacqη

−p0 ≤ n, Cacqη
−p1 ≤ nN.

By the choice of the maximum and the scaling identity,(︃
η

CF

)︃−p0

= Cp0
F η

−p0 ≤ Cacqη
−p0 ≤ n,

and (︃
η

CF

)︃−p1

= Cp1
F η

−p1 ≤ Cacqη
−p1 ≤ nN.

The exact equivalence at scale η/CF gives

r∗(n,m) ≤ η

CF
.

By Theorem 2, the decision T∗ from Definition 13 is Borel measurable, and, for every
P ∈ M,

Rn,m(T∗, P ) ≤ sup
P ′∈M

Rn,m(T∗, P
′) ≤ CF r∗(n,m) ≤ η.

Thus cacq, Cacq supply the asserted acquisition constants. Finally,

n ≤ n+m = N

because m ≥ 0.
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