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Abstract

We characterize the minimax squared-error risk for estimating the observed optimal treat-
ment value from independent and identically distributed observational data with categorical
covariates, binary treatments, and binary outcomes. For sample size n, number of covariate
cells d ≥ 2, and public treatment-overlap floor 0 < ϵ ≤ 1/2, the risk is of order

min

{︃
1,

d

nϵ log(ed)

}︃
,

with universal comparison constants. The characterization is uniform over unknown cell
masses, propensities satisfying the public floor, and conditional outcome means, including
treatment-effect ties and null cells. We construct a deterministic observed-data estimator
that attains this rate through armwise localization, Jackson polynomial approximation, fac-
torial statistics, and conditional averaging of an auxiliary capped-Poisson construction. The
matching lower bound uses weighted approximation and moment-matched probability priors
with prescribed common mean, together with a comparison of the full observed likelihood.
Consequently, uniform mean-square consistency along growing-cell and shrinking-overlap
sequences is possible exactly when d/[nϵ log(ed)] → 0. Under consistency and armwise con-
ditional exchangeability, the same risk characterization applies to the causal oracle value.

1 Introduction

The population value of individualized treatment choice averages the best conditional outcome
attainable in each covariate cell. We establish its minimax squared-error risk in a finite ob-
servational experiment with independent and identically distributed observations, categorical
covariates, binary treatments, and binary outcomes. With n the sample size, d ≥ 2 the number
of covariate cells, and 0 < ϵ ≤ 1/2 the public treatment-overlap floor, Theorem 1 gives the rate

min

{︃
1,

d

nϵ log(ed)

}︃
with comparison constants universal in all three parameters. The result characterizes the joint
cost of an expanding covariate alphabet and weakening overlap for estimation of a scalar opti-
mized population value.

∗Machine-generated by the CausalSmith research pipeline.
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This target follows the optimal-regime and welfare-based treatment-choice formulations of
Murphy [2003], Manski [2004]. In each cell, it selects the larger of the two conditional outcome
means and weights that choice by the population cell probability, as specified in Definition 3. Un-
der consistency, armwise conditional exchangeability, and the public overlap restriction, Propo-
sition 1 identifies this observed functional with the causal oracle value. It also establishes that
every admissible observed law has a causal completion. These properties connect the observed-
law minimax problem to estimation of the causal oracle value over the corresponding full-data
class.

The uniformity domain is central to the result. The class in Definition 2 permits arbitrary
unknown cell probabilities and conditional outcome means, together with heterogeneous un-
known treatment propensities satisfying the public floor in every occupied cell. It includes null
cells, boundary outcome means, exact treatment-effect ties, and arbitrarily small positive treat-
ment contrasts. The risk comparison holds for every admissible sample size, alphabet size, and
overlap floor. In particular, its constants remain universal as overlap shrinks.

The rate yields a necessary and sufficient condition for uniform mean-square consistency.
For sequences dn, the cell counts, and ϵn, the public overlap floors, satisfying dn ≥ 2 and
0 < ϵn ≤ 1/2, Theorem 2 establishes that uniform consistency is possible exactly when

dn
nϵn log(edn)

−→ 0.

The quantity nϵn is the rare-arm sample-size scale allowed by the overlap restriction. The
criterion therefore compares that scale with the number of cells divided by its logarithm. For a
fixed alphabet, the risk has order min{1, 1/(nϵ)}, with constants depending on the alphabet; for
fixed overlap, it has order min{1, d/[n log(ed)]}, with constants depending on the overlap floor.

The upper bound is attained by the deterministic armwise factorial estimator in Algorithm 1.
Its active branch uses pilot counts to localize the four observed atom probabilities in each cell,
approximates the cell contribution with a tensor Jackson polynomial, and estimates polynomial
terms through factorial count statistics. Armwise clipping accounts for the sensitivity of the un-
known treatment denominators. Conditional averaging over an auxiliary capped-Poisson count
and its allocation marks produces a deterministic function of the observed sample. The pa-
rameterized definition also includes empirical estimation for bounded alphabets and a midpoint
statistic in the saturated regime. Theorem 3 guarantees a universal bounded-alphabet cutoff
D0 ≥ 2; the attaining estimator uses the branches specified in Algorithm 1.

The converse combines weighted polynomial approximation with constrained moment pri-
ors. For K, the polynomial degree, and M , the scalar intensity support endpoint, Theorem 4
establishes that weighted approximation error and target separation between moment-matched
probability priors of common mean one have order

√
M/K, uniformly for K ≥ 2, 2 ≤ M ≤ K2,

and 0 ≤ ϵ ≤ 1/2. A localized Jackson packet and common-atom completion construct the
required priors. The statistical reduction retains normalization of the sparse alternatives and
the information carried by both treatment arms, yielding the lower bound for every measurable
estimator in Theorem 5.

The closest estimand-specific literature develops inference for optimal treatment values
under differentiability, convergence, variance, or smoothing conditions [Luedtke and van der
Laan, 2016, Theorems 1–2]; [Shi et al., 2020, Theorems 2–3]; [Whitehouse et al., 2025, Theo-
rem 3.3 and Corollary 3.4]. Archive [2026, Theorem 3] prove the same-target fixed-overlap rate
min{1, d/[n log(ed)]} for every fixed ϵ ∈ (0, 1/2), with constants allowed to depend on that floor.
Our result is uniform for 0 < ϵ ≤ 1/2 as the floor shrinks: it identifies the extra ϵ−1 factor with
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universal comparison constants. The proof of this extension uses armwise sensitivity control,
weighted common-mean priors, and comparison of the full boundary-propensity likelihood. The
discrete causal analysis of Zeng et al. [2024, Theorems 1–2] provides a nearby comparison for
linear arm means and treatment effects. Here the cellwise maximum introduces a nonlinear
target. Methodologically, the construction adapts polynomial approximation and unbiased
polynomial estimation from discrete-functional estimation [Jiao et al., 2015, 2018] to maxima
of unknown observational arm ratios.

Section C develops the statistical lower bound containing Theorem 5.
The paper proceeds through related work, the observational model and causal interpreta-

tion, the minimax rates and consistency criterion, the attaining estimator, and discussion of
implications and open questions. The appendices develop identification and the upper bound,
weighted approximation and constrained moment priors, the statistical lower bound and verifi-
cation scope, and proofs of the main results.

2 Related work

The comparison with existing work turns on three distinctions: the population quantity being
estimated, the information supplied by the statistical experiment, and the class over which
performance is uniform. Our target is the scalar optimized value in Definition 3, with its causal
interpretation established in Proposition 1. The finite observational experiment has categorical
covariates, binary treatments, and binary outcomes. Its sample size n, number of covariate cells
d, and public overlap floor ϵ jointly index the risk comparison. Under Assumptions 1 and 2,
the uniformity domain is the observed-law class in Definition 2. Within that class, Theorems 1
and 2 characterize squared-error risk and the conditions for uniform consistency as the number
of cells grows and overlap shrinks.

The closest estimand-specific literature studies differentiability and inference for the mean
outcome under an optimal treatment rule. Luedtke and van der Laan [2016, Theorem 1 and
equation (3)] characterize pathwise differentiability under strictly positive propensities, bounded
outcomes, and finite variance of the candidate gradient. Their condition permits treatment-effect
ties when both conditional outcome variances vanish on the tie set. Their online estimator also
supports asymptotic inference at exceptional laws under conditions controlling standardized
increments, variance estimation, the nuisance remainder, and the value loss of estimated rules
[Luedtke and van der Laan, 2016, Theorem 2, conditions (C1)–(C5)]. The efficiency conclusion
in their Corollary 3 adds fixed positivity, boundedness, convergence, and variance conditions.
These results describe inference under specified asymptotic conditions at the underlying law; the
present comparison describes worst-case squared-error risk over an entire finite-cell class indexed
by sample size and overlap.

Subsample aggregation provides another approach to inference for the same optimized-value
estimand. Shi et al. [2020, Theorems 2–3] combine treatment-rule estimation on subsamples with
evaluation on complementary observations. Their analysis assumes fixed positivity and an ex-
pected value-loss rate with exponent greater than one half, together with compatible subsample
growth [Shi et al., 2020, conditions (A3)–(A4)]. For a rule obtained from an estimated treat-
ment contrast, their margin and contrast-estimation conditions provide sufficient conditions for
this value-loss requirement [Shi et al., 2020, conditions (A5)–(A6)]. The feasible inference result
additionally imposes variance and nuisance-estimation conditions [Shi et al., 2020, Theorem 3
and equations (9)–(11)]. This approach explains how aggregation can accommodate nonunique
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optimal rules while supporting asymptotic inference. Our finite-cell risk characterization instead
takes the uniformity domain directly from the observed-law and overlap restrictions.

Softmax smoothing connects optimal-value inference to estimation of a differentiable surro-
gate. Whitehouse et al. [2025, Theorem 3.3 and Corollary 3.4] establish asymptotic linearity
and studentized inference under strong positivity, controlled density of positive suboptimality
gaps near zero, suitable growth of the inverse smoothing scale, and nuisance-estimation condi-
tions [Whitehouse et al., 2025, Assumptions 1–2]. Their density condition permits an atom at
zero, thereby accommodating ties. The theorem balances smoothing bias against a smoothing-
dependent mean-square rate for the outcome regression and a product-rate condition for the
regression and its representer; boundedness and positive limiting variance also enter the in-
ference guarantee. The corresponding distinction here is the uniformity domain: Theorem 1
evaluates estimation risk across the finite-cell class, including laws with ties and arbitrarily
small positive treatment contrasts, as the public overlap floor varies.

The nearest comparison in the discrete causal experiment is Zeng et al. [2024]. Their June
2026 revision studies arm means and average treatment effects with many discrete covariate
categories. For a treated-arm mean, their Theorem 1 gives a uniform mean-squared-error upper
bound of the form

(1− ϵ)2

ϵ2
d2

n2
+

C

nϵ
,

where C is an absolute constant [Zeng et al., 2024, Theorem 1]. Their minimax lower bound
has order (︃

d

n logn

)︃2

+
1

n

in the regime d ≲ n log n, with a comparison constant depending on overlap [Zeng et al., 2024,
Theorem 2]. These results expose the interaction between sparse cell counts and propensity
denominators for a target that is linear in the arm-specific outcome means. The optimized value
adds a maximum within each cell. Our comparison retains the overlap dependence in both sides
of the risk characterization for this nonlinear target.

The approximation architecture draws on the literature on estimating functionals of discrete
distributions. Jiao et al. [2015] combine polynomial approximation in nonsmooth regions with
unbiased estimation of polynomial terms and bias correction in smooth regions. Their entropy
characterization applies when the sample size is at least a constant multiple of alphabet size
divided by its logarithm, and separates approximation bias from a variance contribution [Jiao
et al., 2015, Theorem 1]. Thus the logarithmic improvement has an estimand-specific risk
expression and a stated sampling regime. In our experiment, the localized approximation is
applied to the armwise extension in Definition 6, and the attaining construction estimates its
polynomial contributions through factorial statistics Algorithm 1. The propensity denominators
make the overlap floor part of the approximation and statistical analysis.

The L1-distance results of Jiao et al. [2018] provide a particularly close comparison because
absolute-value nonsmoothness is closely related to the maximum of two arm means. They treat
both estimation relative to a known reference distribution and estimation from samples from
two unknown distributions. For alphabet size d, their worst-case squared-error rate d/(n log n)
applies in the regime n ≳ d/ log d and logn ≲ log d, with the precise distribution-specific qualifi-
cations stated for the known-reference problem [Jiao et al., 2018, Theorems 2–4 and 6, Remark 1].
These regime restrictions matter when comparing logarithmic improvements across estimands.
Here, weighted approximation and priors with prescribed common mean and matching mo-
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ments connect the scalar approximation problem to the causal experiment Definitions 8 and 9
and Theorem 4.

Policy learning evaluates a different statistical decision. Kitagawa and Tetenov [2018, As-
sumption 2.1 and Theorems 2.1–2.2] establish uniform welfare-regret bounds for empirical welfare
maximization over a policy class, with class complexity and overlap entering the comparison.
Athey and Wager [2021, Theorem 1] use estimated doubly robust scores to obtain asymptotic
regret guarantees under nuisance-estimation, policy-class, and outcome conditions. Jin et al.
[2025] construct pessimistic policy choices using known behavior propensities, with guarantees
governed by coverage of an optimal policy and the complexity of the candidate class, including
settings with adaptive data collection. In these problems, the statistical output is a treatment
rule, and loss measures its welfare shortfall relative to a policy-class optimum. The risk in Def-
inition 4 instead measures squared error in a scalar population value optimized over all cellwise
treatment choices.

Specified-policy evaluation offers a further useful distinction. Ma et al. [2022] characterize
minimax performance for evaluating a given target policy in a multi-armed bandit experiment,
separating known, unknown, and partially known behavior policies. Their partial-knowledge
analysis also uses polynomial approximation when a public lower bound on behavior probabilities
is available [Ma et al., 2022, Section 3.3]. This supplies a related treatment of limited sampling
probabilities, while the present target incorporates optimization over the conditional outcome
means.

The closest same-target predecessor is the fixed-overlap result of Archive [2026, Theorem 3].
For every fixed ϵ ∈ (0, 1/2), it proves the rate min{1, d/[n log(ed)]}, with comparison constants
that may depend on ϵ, using the same Jackson–factorial architecture. The present result iden-
tifies the joint rate for 0 < ϵ ≤ 1/2 when that floor may shrink: min{1, d/[nϵ log(ed)]} with
universal comparison constants, and the corresponding consistency threshold in Theorem 2.
The additional argument controls the maximum through separate armwise sensitivities, con-
structs weighted moment-matched priors with prescribed common mean, and compares the full
observed likelihood at boundary propensities. Thus the fixed-overlap specialization is recovered
while the dependence on overlap is made uniform and explicit.

3 Observational model and causal interpretation

Throughout, c and C denote positive universal constants whose values may change between
occurrences. The notation ∥v∥1 denotes the sum of the absolute coordinates of a finite vector.
We use ≲, ≳, and ≍ for comparisons up to positive universal constants, and all logarithms
are natural. Sample indices run from 1 to n, treatment and outcome indices take values in
{0, 1}, and covariate indices use the zero-based alphabet defined below. The statistical analysis
concerns n ≥ 1 observed units, d ≥ 2 covariate cells, and a public overlap floor 0 < ϵ ≤ 1/2; the
cell count and overlap floor may vary with sample size.

3.1 Observed experiment and loss

We first state the sampling condition shared by every observed law in the experiment.

Assumption 1. [ass:iid-sampling] (Independent and identically distributed observations)
For each P ∈ Dobs

d,ϵ , the observed-law class, the observed units O1, . . . , On are independent and
have common law P.
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Independent and identically distributed sampling controls dependence across units within
each experiment; allowing d and ϵ to vary with n specifies a sequence of such experiments [Zeng
et al., 2024].

The next definition fixes the covariate alphabet [d] and observed atom index set Jd. We
write x for a cell index, a for a treatment index, and y for an outcome index.

Definition 1. [synth_1] (Covariate alphabet and atoms) The finite covariate alphabet [d] and
observed atom index set Jd are defined, for each nonnegative integer d, by

[d] := {x ∈ Z : 0 ≤ x < d}, Jd := [d]× {0, 1} × {0, 1}.

Cell masses determine how much each covariate category contributes to the population tar-
get. Propensities allocate that mass between treatment arms, while outcome means summarize
the observed response within each arm. The model restricts treatment allocation through the
following public floor.

The restriction in Assumption 2 is the triangular-array version of standard strong positivity:
both arms have positive conditional probability in every occupied cell, with a floor that may
shrink along the sequence of experiments [Zeng et al., 2024]. A public floor supplies a common
bound for the statistical analysis and estimator tuning, while permitting heterogeneous propen-
sities across cells. Null cells follow the zero-ratio convention in Definition 2. These quantities
specify the observed-law class Dobs

d,ϵ of Definition 2.

Assumption 2. [ass:shrinking-overlap] (Public treatment overlap restriction) Let px de-
note the probability of covariate cell x, and let πx denote its conditional treatment-one probability.
For every x ∈ [d], the finite covariate alphabet, with px > 0, the overlap parameter ϵ satisfies

ϵ ≤ πx ≤ 1− ϵ.

The following definition collects the atom probabilities, cell masses, propensities, outcome
means, and their probability constraints into the observed-law class.

Definition 2. [def:observed-class] (Observed laws under overlap) The observed class Dobs
d,ϵ

consists of probability laws P on [d]× {0, 1}2 satisfying Assumption 2 on every cell with px > 0.
Its parameters are d ∈ N and ϵ ∈ R, and the covariate alphabet is

[d] := {x ∈ Z : 0 ≤ x < d}.

For the coordinate variables X, A, and Y , representing the covariate, treatment, and observed
outcome, respectively, the observed atom probabilities, cell probabilities, treatment propensities,
and arm-specific outcome means are defined by

qay,x := P(X = x,A = a, Y = y), px :=
∑︂

a∈{0,1}

∑︂
y∈{0,1}

qay,x,

πx :=
q10,x + q11,x

px
, µax :=

qa1,x
qa0,x + qa1,x

,

with each ratio defined as zero when its denominator is zero. These quantities satisfy, for every
x ∈ [d] and a ∈ {0, 1},

qa1,x = pxπ
a
x(1− πx)

1−aµax, qa0,x = pxπ
a
x(1− πx)

1−a(1− µax),

px ≥ 0,
∑︂
x∈[d]

px = 1, µax ∈ [0, 1].
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The class allows arbitrary cell masses and outcome means subject to the displayed probability
constraints, and arbitrary propensities satisfying the public floor.

The scalar target is the observed optimal treatment value Ψ(P) of Definition 3. It chooses
the larger conditional outcome mean in each cell and averages those choices using the population
cell masses.

Definition 3. [def:observed-value] (Observed optimal treatment value) The observed value
of a probability law P on [d] × {0, 1} × {0, 1}, for a nonnegative integer d and the zero-based
covariate alphabet [d] of Definition 1, is

Ψ(P) =
∑︂
x∈[d]

px max
a∈{0,1}

µax.

Here the observed atom probabilities, covariate cell probabilities, and arm-specific outcome means
are defined by

qay,x = P(X = x,A = a, Y = y), px =
∑︂

a∈{0,1}

∑︂
y∈{0,1}

qay,x, µax =
qa1,x

qa0,x + qa1,x
,

with a zero denominator giving µax = 0. Each null-cell summand is therefore zero.

The maximum introduces the cellwise optimization into the functional, while the zero-
denominator convention gives every null cell a zero contribution. We assess estimation of this
scalar under squared error, uniformly over the observed-law class, through the minimax risk
Rn,d,ϵ defined next.

Definition 4. [def:minimax-risk] (Minimax risk Rn,d,ϵ) The minimax squared-error risk is

Rn,d,ϵ := infˆ︁V sup
P∈Dobs

d,ϵ

EP

[︃{︂ˆ︁V (O1, . . . , On)−Ψ(P)
}︂2
]︃
,

where O1, . . . , On denotes the observed sample, Ψ(P) denotes the observed value, and the infimum
ranges over all measurable real-valued estimators.

Under Assumption 1, the expectation is taken over the product sampling law. The supremum
varies the cell masses, propensities, and outcome means within Definition 2, so the risk measures
uniform performance when those quantities are unknown. The subsequent rate comparisons use
the logarithmic alphabet scale Ld, defined by

Ld = log(ed).

This convention fixes the logarithmic factor in the risk bounds and consistency criterion.

3.2 Causal interpretation and cellwise representation

The observed functional acquires a causal interpretation through a binary potential-outcome
overlay. We introduce the full-data notation together so that the causal restrictions and com-
pletion class refer to the same experiment.

The oracle value chooses a treatment separately for each covariate cell using its conditional
potential-outcome means. Relating those means to observed outcomes requires consistency and
armwise conditional exchangeability. The first restriction connects the realized outcome to the
potential outcome under the treatment received.
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Assumption 3. [ass:consistency] (Consistency of observed outcomes) The observed outcome
Y equals the potential outcome Y (A) under the realized treatment A almost surely:

Y = Y (A) almost surely.

Consistency is the standard condition that gives the observed outcome its treatment-specific
potential-outcome interpretation [Zeng et al., 2024]. The second restriction addresses treatment
selection within covariate cells.

Assumption 4. [ass:conditional-exchangeability] (Conditional exchangeability of treat-
ment) For each treatment a ∈ {0, 1}, the potential outcome Y (a) is conditionally independent
of the treatment A given the categorical covariate X:

Y (a) ⊥ A | X.

Armwise conditional exchangeability is the standard condition under which conditioning on
the covariate accounts for treatment selection relevant to each potential outcome [Zeng et al.,
2024]. Its substantive interpretation is that the recorded covariate provides sufficient adjustment
for that selection. Together with consistency and positive overlap in occupied cells, it supplies
the conditions for the value identification in Proposition 1. We collect these restrictions in the
causal completion class Pd,ϵ.

Definition 5. [def:causal-class] (Causal-law class Pd,ϵ) Define

Pd,ϵ := {P : P is a law of (X,A, Y, Y (0), Y (1)) satisfying the conditions below} .

Here Obs(P ) denotes the observed marginal law of (X,A, Y ).

• (Consistency.) P satisfies Assumption 3.

• (Exchangeability.) P satisfies Assumption 4.

• (Observed marginal.)
Obs(P ) ∈ Dobs

d,ϵ ,

whose overlap restriction is given in Assumption 2.

This definition applies for every n ≥ 1, d ≥ 2, and 0 < ϵ ≤ 1/2.

The statistical problem is defined over observed laws, while this class specifies their causal
interpretation. To connect value identification to the estimator construction, we also introduce
a representation of each cell’s contribution in terms of its four observed atom probabilities.

The armwise extension Fϵ(u) of Definition 6 represents the contribution of an admissible
cell and supplies a function on arbitrary nonnegative four-vectors for the estimator. For a
generic nonnegative four-vector u, its arm mass sa(u), total mass s(u), and overlap-truncated
arm denominator Da(u) are defined together with the extension.

Definition 6. [def:armwise-extension] (Armwise extension Fϵ) The armwise extension is

Fϵ(u) =

⎧⎨⎩ max
a∈{0,1}

s(u)ua1
Da(u)

, u ̸= 0,

0, u = 0,

u ∈ R4
+,

where the coordinates of u are indexed by a, y ∈ {0, 1}, and

sa(u) = ua0 + ua1, s(u) = s0(u) + s1(u), Da(u) = max{sa(u), ϵs(u)}.
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The denominator uses the larger of the arm mass and the public floor times total mass, and
the zero branch retains the null-cell convention. The following result connects this representation
to the observed target and connects that target to the causal oracle value.

Proposition 1. [prop:identification] (Completion and value identification) Let d be the
number of covariate cells and ϵ the overlap floor, with

• (Cell count.) d ∈ N and d ≥ 2.

• (Positive overlap.) 0 < ϵ.

• (Overlap range.) ϵ ≤ 1/2.

The following statements hold.
Every observed law P ∈ Dobs

d,ϵ of Definition 2 admits a full-data completion P ∈ Pd,ϵ of
Definition 5 such that

Obs(P ) = P,
where Obs(P ) is the marginal law of the categorical covariate X, binary treatment A, and binary
observed outcome Y .

Every P ∈ Pd,ϵ satisfies

V ⋆(P ) =
∑︂
x∈[d]

P (X = x) max
a∈{0,1}

EP [Y (a) | X = x] = Ψ{Obs(P )},

where [d] is the finite covariate alphabet, Y (a) is the potential outcome under arm a, V ⋆(P ) is
the causal oracle value defined by the displayed sum, and Ψ is the observed-value functional of
Definition 3. Conditional potential-outcome means in cells of zero probability are assigned zero.

For every P ∈ Dobs
d,ϵ and every x ∈ [d], define the four-vector of observed atom probabilities

and its cell mass and armwise outcome means by

qay,x = P(X = x,A = a, Y = y), qx = (q00,x, q01,x, q10,x, q11,x),

px =
1∑︂

a=0

1∑︂
y=0

qay,x, µax =
qa1,x

qa0,x + qa1,x
,

with a zero denominator giving µax = 0. The armwise extension of Definition 6 then satisfies

Fϵ(qx) = px max
a∈{0,1}

µax.

In particular, both sides equal zero when px = 0.

Proposition 1 gives the observed estimation problem its causal scope. Every law in the
observed class has an admissible causal completion, and every such completion has the same
oracle value determined by its observed marginal. Consequently, the minimax risk in Definition 4
also describes estimation of the causal oracle value over Definition 5 using observed samples.
The cellwise identity supplies the representation

Ψ(P) =
∑︂
x∈[d]

Fϵ(qx).

This representation preserves the target on the overlap-constrained observed class while ex-
tending each cell contribution to the nonnegative vectors used in the estimator construction.
Identification therefore connects the causal target, the observed loss, and the cellwise estimation
problem under the stated sampling and causal restrictions.
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4 Minimax rates and consistency

The minimax squared-error risk Rn,d,ϵ, defined in Definition 4, measures the precision attainable
uniformly over the observed class. Its rate depends jointly on the number of covariate cells and
the sample-size scale associated with the public overlap floor. The following result characterizes
this dependence with universal comparison constants and identifies a deterministic estimator
attaining the rate.

Theorem 1. [thm:matched-frontier] (Universal matched risk frontier) There exist universal
real constants c⋆, C⋆, H0, κ and an integer D0 satisfying

0 < c⋆ ≤ C⋆, H0 > 0, κ > 0, D0 ≥ 2,

such that the following bounds hold for every:

• (Sample size.) Integer n ≥ 1.

• (Alphabet size.) Integer d ≥ 2.

• (Overlap.) Real overlap parameter 0 < ϵ ≤ 1/2.

Write Ld = log(ed) for the logarithmic alphabet scale, and let ˆ︁V AF
n,d,ϵ be the prescribed determinis-

tic armwise estimator with calibration constants H0, κ,D0. The observed minimax squared-error
risk,

Rn,d,ϵ = infˆ︁V sup
P∈Dobs

d,ϵ

EP

[︂(︁ˆ︁V −Ψ(P)
)︁2]︂

,

where the infimum ranges over measurable real-valued estimators based on n observed units,
satisfies

c⋆min

{︃
1,

d

nϵLd

}︃
≤ Rn,d,ϵ ≤ sup

P∈Dobs
d,ϵ

EP

[︂(︁ˆ︁V AF
n,d,ϵ −Ψ(P)

)︁2]︂ ≤ C⋆min

{︃
1,

d

nϵLd

}︃
.

For the causal class, the same estimator and constants satisfy

c⋆min

{︃
1,

d

nϵLd

}︃
≤ infˆ︁V sup

P∈Pd,ϵ

EObs(P )

[︂(︁ˆ︁V − V ⋆(P )
)︁2]︂

≤ sup
P∈Pd,ϵ

EObs(P )

[︂(︁ˆ︁V AF
n,d,ϵ − V ⋆(P )

)︁2]︂
≤ C⋆min

{︃
1,

d

nϵLd

}︃
,

where the infimum again ranges over measurable real-valued estimators based on n observed
units, V ⋆(P ) is the causal oracle value, and the expectation is under the observed marginal law
Obs(P ).

The ratio d/(nϵLd) summarizes the joint statistical cost of many cells and weak overlap. Here
nϵ is the rare-arm sample-size scale permitted by the overlap floor: when an arm’s treatment
probability equals that floor throughout the population, its expected sample count is nϵ. Holding
n and ϵ fixed, the characterized comparison scale increases with d through d/ log(ed). In the
saturation regime nϵ ≤ d/Ld, the minimax risk is bounded above and below by positive universal
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constants. When nϵ > d/Ld, the squared-error rate is d/(nϵLd). The causal interpretation of
these bounds follows from Proposition 1, which connects the observed target and class to the
causal oracle value and its admissible completions.

Along sequences in which the cell count and overlap floor vary with sample size, the same
bounds give an exact criterion for uniform mean-square consistency.

Theorem 2. [thm:consistency-threshold] (Consistency threshold and fixed-parameter rates)
Let Rn,d,ϵ be the minimax squared-error risk in Definition 4. Consider sequences (dn)n∈N of
alphabet sizes and (ϵn)n∈N of overlap floors satisfying:

• (Integer alphabet.) dn ∈ N for every n.

• (Alphabet size.) dn ≥ 2 for every n.

• (Positive overlap.) ϵn > 0 for every n.

• (Overlap range.) ϵn ≤ 1/2 for every n.

There exists a sequence of measurable real-valued estimators ˆ︁Vn, each based on n independent
observed units, such that

sup
P∈Dobs

dn,ϵn

EP
[︁
(ˆ︁Vn −Ψ(P))2

]︁
−→ 0

if and only if
dn

nϵn log(edn)
−→ 0 (n → ∞).

For each fixed integer d ≥ 2, there exist real constants c, C, depending on d, with 0 < c ≤ C,
such that for every integer n ≥ 1 and every overlap floor 0 < ϵ ≤ 1/2,

cmin

{︃
1,

1

nϵ

}︃
≤ Rn,d,ϵ ≤ Cmin

{︃
1,

1

nϵ

}︃
.

For each fixed overlap floor 0 < ϵ ≤ 1/2, there exist real constants c, C, depending on ϵ, with
0 < c ≤ C, such that for every pair of integers n ≥ 1 and d ≥ 2,

cmin

{︃
1,

d

n log(ed)

}︃
≤ Rn,d,ϵ ≤ Cmin

{︃
1,

d

n log(ed)

}︃
.

The criterion requires the rare-arm sample-size scale to grow faster than the cell count
divided by its logarithmic scale. It therefore allows growing alphabets and shrinking overlap
simultaneously, provided their joint burden vanishes relative to the available sample. For a fixed
alphabet, the cell-count factor is absorbed into constants depending on that alphabet, yielding
the rate min{1, 1/(nϵ)}; consistency then requires nϵn → ∞. For fixed overlap, constants may
depend on the overlap floor, and the rate becomes min{1, d/[n log(ed)]}. These specializations
make the joint criterion directly interpretable for designs with either a stable covariate alphabet
or a stable overlap floor.

The attaining construction is specified in Algorithm 1, and its uniform risk bound is es-
tablished in Theorem 3. The converse in Theorem 5 applies to every measurable estimator.
Its central ingredient is the weighted approximation and constrained-prior separation result in
Theorem 4, which supplies the target separation used in the statistical lower bound. Sections B
and C develop the approximation results and the associated experiment construction.

11



5 An attaining estimator

The armwise factorial estimator ˆ︁V AF
n,d,ϵ attains the rate in Theorem 1 using the observed sample

and the public overlap floor. Its construction separates three regimes. The bounded-alphabet
branch uses empirical cell frequencies and arm-specific outcome means. For larger alphabets,
the saturated branch returns the midpoint of the value range when nϵ < d/Ld, where Ld is the
logarithmic alphabet scale. The active branch, used when nϵ ≥ d/Ld, combines pilot localization
with polynomial approximation and factorial estimation of the cell contributions. The following
algorithm specifies all three branches and the averaging that produces a deterministic statistic.

Algorithm 1 (Armwise factorial estimator)

The estimator ˆ︁V AF
n,d,ϵ is a deterministic function of the observed sample Oi = (Xi, Ai, Yi) ∈

[d]×{0, 1}×{0, 1}, i = 1, . . . , n, using the zero-based alphabet [d] = {0, . . . , d−1} of Definition 1.
Its parameters satisfy:

• (Tuning.) The pilot-radius constant H0 and degree constant κ satisfy H0 > 0 and κ > 0;
the integer alphabet cutoff D0 satisfies D0 ≥ 2.

• (Sample and alphabet.) The integers n and d satisfy n ≥ 1 and d ≥ 2.

• (Overlap parameter.) The parameter ϵ satisfies 0 < ϵ ≤ 1/2.

Define the logarithmic scale, evaluation intensity, and approximation degree by

L = Ld = log(ed), m =
n

8
, Kn = max{2, ⌊κL⌋}.

Write Π[l,u](z) = min{u,max{l, z}} for projection onto an interval [l, u].
For d < D0, define the full-sample counts

Nx =

n∑︂
i=1

1{Xi = x}, Nax =

n∑︂
i=1

1{Xi = x,Ai = a}, Sax =

n∑︂
i=1

Yi1{Xi = x,Ai = a}, x ∈ [d], a ∈ {0, 1},

and set

ˆ︁V AF
n,d,ϵ = Π[0,1]

⎛⎝∑︂
x∈[d]

Nx

n
max

a∈{0,1}

{︃
Sax

Nax

}︃⎞⎠ ,

where each ratio Sax/Nax is defined to be zero when Nax = 0.
For d ≥ D0 and nϵ < d/L, set ˆ︁V AF

n,d,ϵ =
1

2
.

For d ≥ D0 and nϵ ≥ d/L, define the estimator by the following auxiliary construction.
Independently of the observations, draw

M ∼ Pois(n/4).

On {M ≤ n}, draw independent fair marks, independently of the observations and of M,

Bi ∼ Bernoulli(1/2), i = 1, . . . ,M.
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Define the pilot and evaluation atom counts by

N ′
ay,x =

M∑︂
i=1

1{Xi = x,Ai = a, Yi = y,Bi = 1},

Nay,x =

M∑︂
i=1

1{Xi = x,Ai = a, Yi = y,Bi = 0}, a, y ∈ {0, 1}, x ∈ [d].

All subsequent cellwise quantities are defined on {M ≤ n}. Set

cay,x =
N ′

ay,x

m
, hay,x = H0

{︄√︃
cay,xL

m
+

L

m

}︄
,

ℓay,x = max{cay,x − hay,x, 0}, uay,x = cay,x + hay,x,

bay,x =
ℓay,x + uay,x

2
, ray,x =

uay,x − ℓay,x
2

,

bx = (bay,x)a,y∈{0,1}, rx = (ray,x)a,y∈{0,1}, Qx =
∏︂

a,y∈{0,1}

[ℓay,x, uay,x].

Use Fϵ, s, and Da from Definition 6. Define the normalized Jackson kernel by

JKn(t) = cJKn

{︃
sin(Knt/2)

sin(t/2)

}︃4

,

∫︂ π

−π
JKn(t) dt = 1,

where removable values are filled continuously and cJKn
> 0 is the unique normalizing constant.

With ⊙ denoting componentwise multiplication and cosine applied componentwise, define the
algebraic polynomial Px,Kn on Qx by

Px,Kn(bx + rx ⊙ cos θ) =

∫︂
[−π,π]4

Fϵ(bx + rx ⊙ cos(θ + τ))
∏︂

a,y∈{0,1}

JKn(τay) dτ, θ ∈ R4.

Its degree in each coordinate is at most

D = 2(Kn − 1).

Define the coefficients βx,α by the unique expansion

Px,Kn(v)− Fϵ(bx) =
∑︂

α∈{0,...,D}4
βx,α

∏︂
a,y∈{0,1}

(︃
vay − bay,x

ray,x

)︃αay

, v ∈ Qx.

For nonnegative integers N and t, define the falling factorial by

(N)t =

t−1∏︂
j=0

(N − j), (N)0 = 1.

For an integer k ≥ 0 and a real center ζ, define

Uk(N ; ζ) =

k∑︂
t=0

(︃
k

t

)︃
(−ζ)k−t (N)t

mt
,
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and set

Zx = Fϵ(bx) +
∑︂

α∈{0,...,D}4
βx,α

∏︂
a,y∈{0,1}

Uαay(Nay,x; bay,x)

r
αay
ay,x

.

Define the armwise clipping scales and clipped cell contributions by

Ra,x = ra0,x + ra1,x, wa,x = 1 +
s(bx)

Da(bx)
, Saw

x = 2

1∑︂
a=0

wa,xRa,x,

Tx = Π[Fϵ(bx)−d1/4Saw
x , Fϵ(bx)+d1/4Saw

x ](Zx).

Finally, set

˜︁V =

⎧⎪⎪⎨⎪⎪⎩
Π[0,1]

⎛⎝∑︂
x∈[d]

Tx

⎞⎠ , M ≤ n,

0, M > n,

ˆ︁V AF
n,d,ϵ = E[˜︁V | O1, . . . , On].

The conditional expectation integrates the auxiliary count and marks. Equivalently, on this
branch,

ˆ︁V AF
n,d,ϵ =

n∑︂
k=0

e−n/4 (n/4)
k

k!

∑︂
(B1,...,Bk)∈{0,1}k

2−k Π[0,1]

⎛⎝∑︂
x∈[d]

Tx

⎞⎠ ,

where each summand uses the counts and cell contributions constructed from the first k ob-
servations and the displayed mark vector. This defines a deterministic measurable real-valued
function of the observed sample.

The calibration proved in Section D takes

H0 = 1025, κ =
1

17952
, D0 = 2.

With this choice, the admissible range d ≥ 2 uses the saturated and active branches. The
parameterized definition in Algorithm 1 also records an empirical branch for a general cutoff.

In the bounded-alphabet branch, the full-sample cell count Nx supplies the empirical cell
weight, while the arm count Nax and success count Sax supply the empirical outcome mean. The
zero-count convention completes the definition for empty arms. In the saturated branch, the
midpoint 1/2 has squared error at most 1/4 because the observed value lies in the unit interval.
These branches address the regimes in which a fixed alphabet or a constant risk bound suffices.

The active branch first localizes each cell’s four observed atom masses. The auxiliary count
M selects an initial portion of the sample, and the fair marks Bi allocate its observations to
pilot and evaluation counts. The pilot counts N ′

ay,x determine a localization rectangle Qx with
center bx. Its radii combine a term that varies with the estimated atom mass and an additive
term that remains positive when the pilot count is zero. Thus the polynomial construction has
positive coordinate radii even in cells with empty pilot atoms.

Within this rectangle, the tensor Jackson polynomial Px,Kn approximates the extension Fϵ

defined in Definition 6. The approximation degree Kn grows with the logarithmic alphabet
scale. The evaluation counts Nay,x then enter through the centered factorial statistic Uk(N ; ζ),
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which replaces centered powers in the polynomial expansion by falling-factorial count terms.
This produces the cell statistic Zx. The separation of localization and evaluation is motivated
by Poisson splitting: in the auxiliary uncapped Poisson experiment, pilot and evaluation atom
counts are independent, and falling factorials estimate powers of atom masses. The displayed
cap incorporates this construction into a sample of fixed size.

Clipping adapts to the sensitivity of the cell contribution in each treatment arm. The armwise
weights wa,x compare total cell mass with the overlap-truncated arm mass at the pilot center.
They enter the clipping scale Saw

x together with the arm-specific localization widths. Each
clipped contribution Tx consequently remains within a prescribed interval around the center’s
contribution, and projection of their sum yields the bounded auxiliary statistic ˜︁V .

Finally, conditional averaging integrates the auxiliary count and every mark allocation with
their specified probabilities. The finite sum in Algorithm 1 makes the resulting dependence
explicit: for every k ≤ n, it enumerates 2k mark vectors, and each summand also requires
the four-dimensional Jackson integrals or their polynomial coefficients. The formula defines
a deterministic theoretical statistic through finite averaging over auxiliary counts and mark
allocations. For any fixed target value, conditional averaging cannot increase squared-error risk,
by conditional Jensen’s inequality. The uniform guarantee for this statistic is as follows.

Theorem 3. [thm:observable-upper] (Uniform observable risk bound) There exist universal
constants H0 > 0, κ > 0, 0 < C⋆ < ∞, and an integer D0 ≥ 2 such that, for every choice of:

• (Sample size.) An integer n ≥ 1.

• (Alphabet size.) An integer d ≥ 2.

• (Overlap.) A public overlap parameter 0 < ϵ ≤ 1/2.

the estimator ˆ︁V AF
n,d,ϵ specified in Algorithm 1, with these tuning constants, is a measurable, deter-

ministic function of the observed sample. For every family of sampling laws satisfying Assump-
tion 1 for each P ∈ Dobs

d,ϵ , the class of admissible observed laws with public overlap floor ϵ, its
squared-error risk for the observed value Ψ(P) defined in Definition 3 satisfies

sup
P∈Dobs

d,ϵ

EP

[︃{︂ˆ︁V AF
n,d,ϵ −Ψ(P)

}︂2
]︃
≤ C⋆min

{︃
1,

d

nϵLd

}︃
, Ld = log(ed).

The armwise sensitivity bound in Lemma 1 explains the scaling of this guarantee. Changes
in the four atom masses affect the cell contribution through the mass available in each arm, so
localization and clipping retain separate armwise sensitivity weights. Polynomial approximation
addresses the maximum over arm-specific means within the pilot rectangle, and factorial esti-
mation translates that approximation into observed count statistics. Together, these ingredients
yield the logarithmic improvement in the risk bound while accounting for the public overlap
floor. Section A organizes the analytic ingredients, and Section D gives the detailed proof and
calibration. Combined with Theorem 1, the guarantee establishes attainment of the minimax
rate by the deterministic statistic in Algorithm 1.

6 Discussion and open questions

The consistency criterion in Theorem 2 links sample size, categorical support, and overlap
through a single joint requirement. With n observed units, d covariate cells, overlap floor ϵ,
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and logarithmic alphabet scale Ld, consistency requires

d

nϵLd
−→ 0.

Thus, sample growth must compensate jointly for an expanding covariate alphabet and declining
overlap. The criterion makes this tradeoff explicit: the relevant comparison is between the
number of cells and sample size multiplied by the overlap floor and logarithmic alphabet scale.

For categorical treatment-choice problems, the minimax comparison in Theorem 1 provides a
benchmark for assessing the precision of optimal-value estimation. In the nonsaturated regime,
the squared-error scale is d/(nϵLd), up to universal comparison constants. This scale supports
assessments of how changes in sample size, covariate resolution, and overlap affect the smallest
achievable worst-case risk. The guarantee in Theorem 3 supplies an observed-data estimator
attaining that scale, linking the precision benchmark to the construction in Algorithm 1.

The benchmark also accommodates heterogeneity in treatment assignment and indifference
between treatment arms. Within the class in Definition 2, propensities may differ across occupied
cells while satisfying the public overlap bounds. The value in Definition 3 uses the larger condi-
tional outcome mean in each cell, including cells where the two means coincide. Such ties leave
the value well defined even when either treatment attains the same cellwise optimum. Under the
consistency and conditional exchangeability conditions in Assumptions 3 and 4, Proposition 1
gives this observed-law benchmark its causal interpretation.

6.1 Limitations and future work

The attaining estimator is explicit as a measurable finite-sample statistic, but its displayed
conditional average enumerates 2k mark assignments for each auxiliary count k ≤ n, in addition
to evaluating four-dimensional Jackson integrals or precomputed polynomial coefficients. The
result therefore establishes statistical attainment rather than an efficient numerical algorithm.
Finding a polynomial-time approximation with the same uniform risk guarantee, and quantifying
the numerical error permitted without changing the rate, remain open computational questions.

The proved rate comparison determines the order of minimax risk. Leading-constant con-
vergence is a separate question, particularly when the covariate alphabet grows and overlap
vanishes together. The following question isolates that issue within the nonsaturated regime.

Remark 1. [oeq:sharp-path-constant] (Open questions on path constants) Consider ad-
missible nonsaturated sequences satisfying

• (Growing alphabet.) d → ∞.

• (Vanishing overlap.) ϵ → 0.

• (Nonsaturation.) d/(nϵLd) → 0, where Ld is the logarithmic alphabet scale.

For Rn,d,ϵ, the minimax squared-error risk, consider the normalized sequence

nϵLd

d
Rn,d,ϵ.

It remains open whether there exists a single finite positive constant to which the entire
normalized-risk sequence converges along every admissible path. Alternatively, do there exist
two admissible overlap paths along which the entire normalized-risk sequences converge to
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distinct finite positive constants? Failure of convergence along an admissible path is a further
possibility.

Future work could investigate a cone-constrained approximation–moment saddle for the
boundary-propensity likelihood and an observable no-loss transfer.

The nonsaturation condition places these sequences in the region where the minimax risk
tends to zero. Along them, Theorem 1 bounds the normalized risk above and below by uni-
versal positive constants. Convergence to a common constant would sharpen that comparison
into a path-independent calibration of leading risk. Distinct limits along two admissible paths
would instead reveal dependence on how sample size, support, and overlap evolve jointly. The
alternatives in Remark 1 concern convergence of entire sequences; convergence along selected
subsequences would leave the stated question unresolved.

The proposed approximation–moment direction seeks a sharp characterization compatible
with the boundary-propensity likelihood and the constrained prior pairs in Definition 9. An
observable no-loss transfer would aim to carry the resulting leading constant into the observable
statistical problem without deterioration. Developing these two steps could connect sharp ap-
proximation and moment calculations to a leading-risk calibration beyond the established rate
comparison.

Appendices

A Identification and upper-bound proofs

This appendix collects the analytic ingredients for Proposition 1 and Theorem 3. The causal
argument connects the observed-law class to admissible full-data completions. The upper-bound
analysis uses armwise sensitivity to organize localization, polynomial approximation, factorial
estimation, and clipping. Throughout, the estimator and its sampling conventions are those of
Algorithm 1; the detailed arguments appear in Section D.

A.1 Causal completion and value identification

The two causal clauses of Proposition 1 have distinct mathematical roles. Existence of a comple-
tion ensures that every law in Definition 2 has a causal interpretation satisfying Assumptions 3
and 4. Value identification then establishes that all completions in Definition 5 yield the observed
value of their marginal law. Together, these clauses connect the observed statistical problem to
the causal oracle value under the stated overlap restriction.

Positive overlap supplies both conditional outcome means in every occupied cell. Consistency
and conditional exchangeability relate these observed means to the corresponding conditional
potential-outcome means. The oracle can choose an arm separately in each cell, so its value takes
the cell-mass-weighted maximum appearing in Definition 3. Cells of zero probability contribute
zero under the conventions of Proposition 1.

The final clause of Proposition 1 supplies the cellwise representation used in estimation. At
an admissible vector of observed atom probabilities, the overlap-truncated denominators in Def-
inition 6 agree with the arm masses. The extension therefore represents the target contribution
of that cell, including its zero-mass case. Its domain also accommodates the nonnegative vectors
generated by pilot localization.
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A.2 Armwise sensitivity

The local analysis retains the sensitivity of each treatment arm separately. The following bounds
control perturbations of the extension and relate the resulting armwise weights to the observed
atom masses.

Lemma 1. [lem:armwise-modulus] (Armwise perturbation and mass bounds) Let ϵ be the
overlap parameter, with 0 < ϵ ≤ 1/2. For every pair of four-vectors u, v satisfying

• (Nonnegativity.) u, v ∈ R4
+.

• (Nonzero comparison.) v ̸= 0.

define the armwise perturbations by

∆a =
1∑︂

y=0

|uay − vay|, a ∈ {0, 1}.

With Fϵ, s, and Da as in Definition 6,

|Fϵ(u)− Fϵ(v)| ≤ 2

1∑︂
a=0

∆a + 2

1∑︂
a=0

s(v)

Da(v)
∆a.

For every observed law P on {0, . . . , d− 1}×{0, 1}×{0, 1} and every cell x ∈ {0, . . . , d− 1},
let v = qx be its vector of observed atom probabilities and px its cell probability:

vay = P
(︁
{(x, a, y)}

)︁
, px =

1∑︂
a=0

1∑︂
y=0

vay.

If

• (Dimension.) d is an integer with d ≥ 2.

• (Observed class.) P ∈ Dobs
d,ϵ , as in Definition 2.

• (Positive cell mass.) px > 0.

then, with sa as in Definition 6,

1∑︂
a=0

px
sa(v)

1∑︂
y=0

√
vay ≤ 2

√
2

√︃
px
ϵ
.

Proof of Lemma 1. 1. Mass and denominator perturbations. Use the quantities in Definition 6,
and define

δ :=

1∑︂
a=0

∆a.

Each ∆a is nonnegative, so δ ≥ 0. The triangle inequality gives, for each a ∈ {0, 1},

|sa(u)− sa(v)| =
⃓⃓
(ua0 − va0) + (ua1 − va1)

⃓⃓
≤ ∆a,

|s(u)− s(v)| ≤ |s0(u)− s0(v)|+ |s1(u)− s1(v)| ≤ δ.
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Because the coordinates of v are nonnegative, s(v) ≥ 0; equality would force every coordinate
to vanish. Thus v ̸= 0 implies

s(v) > 0, Da(v) ≥ ϵs(v) > 0,
s(v)

Da(v)
≥ 0.

Comparing the two entries of each maximum yields

|Da(u)−Da(v)| ≤ max
{︁
|sa(u)− sa(v)|, |ϵs(u)− ϵs(v)|

}︁
≤ max{∆a, ϵδ} ≤ ∆a + ϵδ.

Here ϵ > 0 gives |ϵs(u)− ϵs(v)| = ϵ|s(u)− s(v)| ≤ ϵδ.
2. The zero-vector case. Suppose u = 0. Nonnegativity and the definition of the denominator

imply

0 ≤ va1 ≤ sa(v) ≤ Da(v), 0 ≤ s(v)va1
Da(v)

≤ s(v).

Taking the maximum over the two arms gives

0 ≤ Fϵ(v) ≤ s(v).

Also,

s(v) = |s(u)− s(v)| ≤ δ,

1∑︂
a=0

s(v)

Da(v)
∆a ≥ 0.

Since Fϵ(u) = 0, it follows that

|Fϵ(u)− Fϵ(v)| = Fϵ(v) ≤ δ ≤ 2δ + 2
1∑︂

a=0

s(v)

Da(v)
∆a.

3. A coordinate-ratio estimate. Now suppose u ̸= 0. The same nonnegative-coordinate
argument gives s(u) > 0, and hence, for each arm,

Da(u) ≥ ϵs(u) > 0, 0 ≤ ua1 ≤ Da(u), 0 ≤ va1 ≤ Da(v).

We first establish ⃓⃓⃓⃓
ua1

Da(u)
− va1

Da(v)

⃓⃓⃓⃓
≤ |ua1 − va1|+ |Da(u)−Da(v)|

Da(v)
.

If Da(u) ≤ Da(v), the identity

Da(v)ua1 −Da(u)va1 = Da(u)(ua1 − va1) + (Da(v)−Da(u))ua1

and 0 ≤ ua1 ≤ Da(u) give

|Da(v)ua1 −Da(u)va1| ≤ Da(u)|ua1 − va1|+ (Da(v)−Da(u))ua1

≤ Da(u)
(︁
|ua1 − va1|+ |Da(u)−Da(v)|

)︁
.

If Da(v) ≤ Da(u), use instead

Da(v)ua1 −Da(u)va1 = Da(v)(ua1 − va1)− (Da(u)−Da(v))va1.
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Since 0 ≤ va1 ≤ Da(v) ≤ Da(u),

|Da(v)ua1 −Da(u)va1| ≤ Da(v)|ua1 − va1|+ (Da(u)−Da(v))va1

≤ Da(u)
(︁
|ua1 − va1|+ |Da(u)−Da(v)|

)︁
.

In both cases, divide by the positive product Da(u)Da(v), using

ua1
Da(u)

− va1
Da(v)

=
Da(v)ua1 −Da(u)va1

Da(u)Da(v)
,

to obtain the coordinate-ratio estimate.
4. Scaling the ratios and comparing the maxima. For the two nonzero vectors under consid-

eration, define

ga(ξ) :=
s(ξ)ξa1
Da(ξ)

, ξ ∈ {u, v}, a ∈ {0, 1}.

The identity

ga(u)− ga(v) = (s(u)− s(v))
ua1

Da(u)
+ s(v)

(︃
ua1

Da(u)
− va1

Da(v)

)︃
gives

|ga(u)− ga(v)| ≤ |s(u)− s(v)| ua1
Da(u)

+ s(v)

⃓⃓⃓⃓
ua1

Da(u)
− va1

Da(v)

⃓⃓⃓⃓
≤ δ +

s(v)

Da(v)

(︁
∆a + |Da(u)−Da(v)|

)︁
.

Indeed, 0 ≤ ua1/Da(u) ≤ 1, and |ua1 − va1| ≤ ∆a. Moreover,

ϵ
s(v)

Da(v)
=

ϵs(v)

Da(v)
≤ 1.

Substituting the denominator perturbation bound therefore yields

|ga(u)− ga(v)| ≤ δ +
s(v)

Da(v)
(2∆a + ϵδ)

≤ 2δ + 2
s(v)

Da(v)
∆a.

Finally, comparison of the two entries of the maximum gives

|Fϵ(u)− Fϵ(v)| = |max{g0(u), g1(u)} −max{g0(v), g1(v)}|
≤ max

a∈{0,1}
|ga(u)− ga(v)|

≤ max
a∈{0,1}

{︃
2δ + 2

s(v)

Da(v)
∆a

}︃
≤ 2δ + 2

1∑︂
a=0

s(v)

Da(v)
∆a.

The last inequality uses the nonnegativity of both weighted perturbations. This proves the first
assertion.
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5. Observed arm-mass floors. For the second assertion, fix the stated law and cell, and take
v = qx. The atom probabilities are nonnegative. The definitions in Definitions 2 and 6, together
with px > 0, give

px = s0(v) + s1(v), pxπx = s1(v), px(1− πx) = s0(v).

The last identity follows by subtracting the second from the first. Membership in the observed
class supplies Assumption 2, so

ϵ ≤ πx, ϵ ≤ 1− πx.

Multiplication by px > 0 gives, separately for the two arms,

ϵpx ≤ px(1− πx) = s0(v), ϵpx ≤ pxπx = s1(v).

Consequently,
sa(v) ≥ ϵpx > 0, a ∈ {0, 1}.

6. The weighted square-root estimate. For each arm, nonnegativity of its two coordinates
gives

2sa(v)− (
√
va0 +

√
va1)

2 = (
√
va0 −

√
va1)

2 ≥ 0,

(
√
va0 +

√
va1)

2 ≤ 2sa(v).

Both sides of the resulting square-root comparison are nonnegative, hence

√
va0 +

√
va1 ≤

√︁
2sa(v).

Multiplying the squared bound by p2x, and then using the arm-mass floor, yields(︁
px(

√
va0 +

√
va1)

)︁2 ≤ 2p2xsa(v)

=
2pxsa(v)

ϵ
(ϵpx)

≤ 2pxsa(v)

ϵ
sa(v)

=
2px
ϵ

sa(v)
2

=

(︄√︃
2px
ϵ

sa(v)

)︄2

.

The compared quantities are nonnegative. Taking square roots and dividing by sa(v) > 0 proves

px
sa(v)

(︁√
va0 +

√
va1
)︁
≤
√︃

2px
ϵ

, a ∈ {0, 1}.

7. Summing the two arms. Adding the two armwise bounds and factoring the square root
gives

1∑︂
a=0

px
sa(v)

1∑︂
y=0

√
vay ≤ 2

√︃
2px
ϵ

= 2
√
2

√︃
px
ϵ
.

This proves the second assertion and completes the proof.
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The armwise perturbation ∆a measures the total coordinate change within one treatment
arm. Nonnegativity preserves the mass interpretation of the extension, while a nonzero com-
parison vector makes each overlap-truncated denominator positive. The first inequality applies
even when the perturbed vector is zero, which is useful for localized estimation near empty cells.

The second inequality concerns occupied cells in the observed-law class. It combines the
armwise sensitivity weights with square roots of atom masses, the quantities governing count
fluctuations. Its dependence on overlap is proportional to the inverse square root of the overlap
floor. This mass-sensitive control is the analytic ingredient supporting the single inverse power
of overlap in the squared-risk guarantee of Theorem 3.

A.3 Factorial statistics and sampling conventions

Polynomial estimation requires statistics corresponding to powers of atom probabilities. A deter-
ministic split gives a multinomial construction, which we record before discussing its relationship
to the active estimator’s Poisson construction.

Definition 7. [def:fixed-sample-factorial] (Centered factorial statistic Uh) The centered
multinomial factorial statistic is

Uh(N
e; b) =

∑︂
t≤h

⎧⎨⎩∏︂
j∈Jd

(︃
hj
tj

)︃
(−bj)

hj−tj

⎫⎬⎭
∏︁

j∈Jd
(N e

j )tj

(ne)|t|
, |h| ≤ ne.

Here Jd is the observed atom index set, b = (bj)j∈Jd
is the centering vector, and h, t are

nonnegative integer multi-indices, with componentwise ordering and total orders

|h| =
∑︂
j∈Jd

hj , |t| =
∑︂
j∈Jd

tj .

The deterministic sample split and its atom counts are

np = ⌊n/2⌋, ne = n− np, Ip = {1, . . . , np}, Ie = {np + 1, . . . , n},

Np
j =

∑︂
i∈Ip

1{Oi = j}, N e
j =

∑︂
i∈Ie

1{Oi = j}, N e = (N e
j )j∈Jd

.

The falling factorials are

(m)k = m(m− 1) · · · (m− k + 1), (m)0 = 1.

The centered multinomial statistic Uh(N
e; b) uses the joint factorial moments of a fixed-size

evaluation histogram. Its denominator depends on the total order of each term, reflecting the
common multinomial sample size. The order restriction ensures that these normalizations are
defined. Under Assumption 1, the two deterministic subsamples are independent, allowing the
centering vector to be selected from the pilot sample.

The active branch of Algorithm 1 uses a separate sampling convention: an auxiliary Poisson
count and fair marks generate pilot and evaluation counts. In the uncapped Poisson experiment,
the evaluation atom counts are independent Poisson variables. The coordinatewise statistic de-
fined there consequently normalizes each falling factorial by a power of the evaluation intensity.
Both constructions translate centered polynomial terms into count statistics, with their respec-
tive multinomial and Poisson normalizations. The risk guarantee in Theorem 3 concerns the
capped Poisson construction specified in Algorithm 1.
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A.4 Risk analysis by estimator branch

The branches of Algorithm 1 separate the roles of empirical estimation, bounded loss, and
local polynomial estimation. For a bounded alphabet, the relevant quantities are empirical cell
weights and arm-specific outcome means, including the prescribed zero-count convention. Since
the alphabet cutoff is universal, the logarithmic alphabet scale remains bounded in this branch.
Its contribution to Theorem 3 is therefore assessed within a fixed range of alphabet sizes.

For larger alphabets in the saturated regime, the estimator returns the midpoint of the unit
interval. The target lies in that interval by Definition 3, giving a squared-error bound of one
quarter. This branch supplies the constant-risk part of Theorem 3.

The active branch assigns separate mathematical roles to localization, approximation, fac-
torial variance, and clipping. Pilot localization determines a rectangle for each cell’s atom
probabilities. Its radii include both a mass-dependent fluctuation term and a positive additive
term, so the polynomial coordinates remain defined when pilot counts vanish. The perturbation
bound in Lemma 1 measures variation over these rectangles through the armwise widths and
sensitivities.

Polynomial bias concerns the discrepancy between the extension and its tensor Jackson
approximation on the pilot rectangle. The approximation degree grows with the logarithmic
alphabet scale, while localization determines the region on which the approximation is used.
Factorial estimation then represents the polynomial through evaluation counts. Independence
in the uncapped Poisson experiment separates the pilot choice of polynomial from evaluation
noise; factorial moments govern the variance cost of estimating its centered terms. The tuning
constants in Theorem 3 calibrate these approximation and variance roles jointly.

Clipping uses the same armwise geometry. The interval around the center’s contribution is
scaled by the armwise localization widths and sensitivity weights specified in Algorithm 1. It
bounds each polynomial statistic before aggregation. Projection of the aggregate onto the unit
interval aligns its range with that of the target and cannot increase squared error for a target
in that interval.

Finally, the Poisson cap connects the auxiliary experiment to the available sample of exactly
n observations. On the cap event, the statistic uses the selected initial observations and their
marks; overflow receives the prescribed value zero. The bounded range permits the overflow
probability to enter the risk accounting as a controlled discrepancy. Conditional averaging over
the auxiliary count and marks then produces the deterministic observed-data estimator. With
the proved calibration D0 = 2 and the admissible range d ≥ 2, Theorem 3 supplies the uniform
risk bound through the saturated and active branches. The empirical branch belongs to the
general parameterized definition and is inactive under this calibration.

B Weighted approximation and constrained moment priors

The observable upper bound in Theorem 3 combines polynomial approximation with factorial es-
timation. The complementary lower-bound argument requires probability priors whose moments
agree while their target values remain separated. This appendix presents the scalar approxima-
tion problem underlying that construction, the localization bounds used to obtain the priors,
and the resulting comparison between approximation error and constrained prior separation.

23



B.1 The scalar functional and probability constraints

The scalar target combines a change in slope at intensity one with the overlap-dependent weight-
ing. We introduce its formula before defining the approximation problem.

The weighted scalar positive-part functional ϕϵ(z) is

ϕϵ(z) =
{(1− ϵ) + ϵz}max{z − 1, 0}

1 + z
.

It is continuous and vanishes below intensity one. Its change in slope supplies the local approx-
imation difficulty. The polynomial degree K and support endpoint M determine the approxi-
mation scale. Weighting the uniform error by 1 + z, where z is the scalar intensity, also aligns
the approximation criterion with the common-mean restriction on the priors.

Definition 8. [def:weighted-error] (Weighted approximation error Ew
K,M,ϵ) The weighted

best uniform polynomial approximation error is

Ew
K,M,ϵ := inf

P∈RK [z]
sup

0≤z≤M

|ϕϵ(z)− P (z)|
1 + z

,

where ϕϵ is the weighted scalar positive-part functional and RK [z] is the set of real polynomials
in z of degree at most K.

The weighted approximation error Ew
K,M,ϵ measures the discrepancy after allowing the point-

wise error to grow with intensity. For probability measures of mean one, the weight 1 + z has
integral two. This normalization gives approximation error a direct role in bounding target
differences between moment-matched priors. The admissible probability pairs are defined next.

Definition 9. [def:constrained-prior-separation] (Constrained prior separation ∆K,M,ϵ)
The normalized constrained prior separation is

∆K,M,ϵ = sup
(ν0,ν1)∈NK,M

⃓⃓⃓⃓∫︂ M

0
ϕϵ(z) d(ν1 − ν0)(z)

⃓⃓⃓⃓
,

where ϕϵ is the weighted scalar positive-part functional and the parameters satisfy

• (Degree.) K is an integer with K ≥ 2.

• (Support endpoint.) M is real with 2 ≤ M ≤ K2.

• (Overlap.) 0 ≤ ϵ ≤ 1/2.

The set NK,M consists of pairs (ν0, ν1) of probability measures on [0,M ] satisfying∫︂ M

0
z dν0(z) =

∫︂ M

0
z dν1(z) = 1

and ∫︂ M

0
zj dν0(z) =

∫︂ M

0
zj dν1(z), j = 0, 1, . . . ,K.

24



The constrained prior separation ∆K,M,ϵ therefore incorporates both moment agreement and
an absolute normalization of the first moment. Moment agreement cancels polynomial target
components through the prescribed degree, while the common mean fixes the average intensity.
The parameter range in Definition 9 is the range covered by the comparison below, including
zero overlap for this scalar approximation problem.

A signed measure supplies the target contrast; a common atom completes its two nonnegative
parts into probability priors. We define that completion as a map on measures. The support and
normalization properties needed for the constructed packet inputs are established in Theorem 4.

Definition 10. [def:weighted-handle] (Common-atom completion map H w) The common-
atom completion map is

H w(σ+, σ−) = (σ− + (1− t)+δz0 , σ+ + (1− t)+δz0) ,

with

t = σ+(R), u =

∫︂
R
z dσ+(z), z0 =

1− u

1− t
.

Its inputs satisfy the following conditions:

• (Measures.) σ+ and σ− are finite nonnegative measures on R.

• (First moments.) Each measure has a finite first moment.

• (Mass.) t < 1.

Here (r)+ = max{r, 0}, and δz0 is the unit point mass at z0.

The common-atom completion map H w adds the same measure to both inputs, preserving
their signed difference. Its location uses the positive input’s remaining mass and first moment.
For the packet inputs in Theorem 4, the stated bounds place this atom inside the intensity
support and certify that both completed measures have total mass and mean one.

B.2 Fourier coefficients and packet localization

A modulated Jackson function provides a localized signed contrast with a prescribed frequency
band. Its twice antiderivative separates the response at the change in slope from the contribution
spread across the interval. The following grouped notation fixes the periodic normalization,
coefficient conventions, and endpoint extension before stating the localization bounds.

The shifted squared frequencies in Lemma 2 encode two integrations of the modulated func-
tion. The endpoint calculation concerns the coefficients after extension by zero: forward dif-
ferences crossing either end of the coefficient band enter the same sum as interior differences.
This convention gives a bound for the complete Fourier expression. The localization statement
records that coefficient bound together with frequency cancellation, the value at the periodic
origin, and spatial decay.

Lemma 2. [lem:jackson-packet-localization] (Jackson packet localization bounds) There
exist real constants 0 < c ≤ C such that the following holds for every integer N ≥ 2. Define the
normalized periodic Jackson function by

JN (u) = cN

{︃
sin(Nu/2)

sin(u/2)

}︃4

, cN =

(︄∫︂ π

−π

{︃
sin(Nu/2)

sin(u/2)

}︃4 du

2π

)︄−1

,
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with removable values filled continuously. Set

L = 4N, kN (u) = JN (u) cos(Lu), ˆ︁h(j) = ∫︂ π

−π
h(u)e−iju du

2π
.

For j ∈ Z, define the zero-extended coefficient sequences and their forward differences by

a±j =

{︄ˆ︂JN (j)/(L± j)2, |j| ≤ 2N − 2,

0, |j| > 2N − 2,
(δa)j = aj+1 − aj , (δ2a)j = aj+2 − 2aj+1 + aj .

Define also

GN (u) = −1

2

2N−2∑︂
j=−(2N−2)

{︂
a+j cos((L+ j)u) + a−j cos((L− j)u)

}︂
, ∥u∥T = inf

j∈Z
|u− 2πj|.

Then ∫︂ π

−π
JN (u)

du

2π
= 1.

For each sign, the second forward differences are absolutely summable and satisfy∑︂
j∈Z

|δ2a±j | ≤
C

N3
.

The differences include the endpoints of the displayed zero extension. For every r ∈ Z satisfying

|r| < 2N + 2 or |r| > 6N − 2,

the trigonometric integrals vanish:∫︂ π

−π
kN (u) cos(ru) du = 0,

∫︂ π

−π
kN (u) sin(ru) du = 0.

The function GN satisfies

G′′
N (u) = kN (u) for every u ∈ R,

∫︂ π

−π
GN (u) du = 0,

and the bounds

c

N
≤ |GN (0)| ≤ C

N
, |GN (u)| ≤ C

N{1 +N∥u∥T}2
for every u ∈ R,

∫︂ π

−π
|GN (u)| du

2π
≤ C

N2
.

Proof of Lemma 2. 1. We first establish the coefficient representation needed for the center
estimate. For integers N ≥ 1 and real u, write

RN (u) =

⎧⎪⎨⎪⎩
{︃
sin(Nu/2)

sin(u/2)

}︃4

, sin(u/2) ̸= 0,

N4, sin(u/2) = 0.

The sine addition formulas give

sin2((N + 1)u/2)− sin2(Nu/2) = sin((2N + 1)u/2) sin(u/2),
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and, for every positive integer j,

sin((2j + 1)u/2)− sin((2j − 1)u/2) = 2 cos(ju) sin(u/2).

Summing the latter identity, then using the former, yields

√︁
RN+1(u)−

√︁
RN (u) = 1 + 2

N∑︂
j=1

cos(ju) when sin(u/2) ̸= 0.

When sin(u/2) = 0, one has cos(u/2) = 1 or −1, and the same identity reads (N + 1)2 −
N2 = 1 + 2N . Starting from R1(u) = 1, induction therefore gives

√︁
RN (u) = N + 2

N−1∑︂
j=1

(N − j) cos(ju).

For N ≥ 2 and j ∈ Z, define

τN,j = max{N − |j|, 0}, γN,j =
∑︂
j1∈Z

τN,j1τN,j−j1 , SN = {j ∈ Z : |j| ≤ 2N − 2}.

These sums are finite. The sequence τN,j is even and vanishes for |j| ≥ N , so γN,j is even,
nonnegative, and vanishes outside SN . The preceding expansion becomes√︁

RN (u) =
∑︂
j∈Z

τN,j cos(ju).

To square it, use

cos(j1u) cos(j2u) =
cos((j1 + j2)u) + cos((j1 − j2)u)

2
.

Evenness makes the two resulting double sums equal after replacing j2 by −j2. Reindexing
their common value by j = j1 + j2 gives

RN (u) =
∑︂

j1,j2∈Z
τN,j1τN,j2 cos((j1 + j2)u) =

∑︂
j∈SN

γN,j cos(ju).

At frequency zero,

γN,0 = N2 + 2

N−1∑︂
j=1

(N − j)2 =
2N3 +N

3
> 0,

where the last equality follows from the finite sum of squares. Integrating the cosine
expansion consequently gives∫︂ π

−π
RN (u)

du

2π
= γN,0, cN = γ−1

N,0.

Define, for every j ∈ Z,
fN,j =

γN,j

γN,0
.
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Thus

JN (u) =
∑︂
j∈SN

fN,j cos(ju), fN,j ≥ 0, fN,−j = fN,j , fN,j = 0 (j /∈ SN ).

For completeness, cosine orthogonality reads, for j1, j ∈ Z,

∫︂ π

−π
cos(j1u) cos(ju)

du

2π
=

⎧⎪⎨⎪⎩
1, j1 = j = 0,
1
2 , |j1| = |j| ̸= 0,

0, otherwise.

This follows by the cosine product identity and integration of the integer modes. The sine
part of the Fourier integral vanishes because JN is even. Hence

ˆ︂JN (j) =

⎧⎨⎩fN,0, j = 0,
fN,j + fN,−j

2
, j ̸= 0,

= fN,j .

In particular, the zero-extended sequences in the statement satisfy

a±j =

{︄
fN,j(L± j)−2, j ∈ SN ,

0, j /∈ SN .

2. We now obtain the center bounds. Summing the triangular sequence gives

∑︂
j∈Z

τN,j = N + 2
N−1∑︂
j=1

(N − j) = N2.

Reindexing the finite convolution sum yields∑︂
j∈Z

γN,j = N4,
∑︂
j∈Z

|γN,j | ≤
∑︂

j,j1∈Z
τN,j1τN,j−j1 = N4.

Using the value of γN,0, we obtain

N

2
≤
∑︂
j∈SN

fN,j =
N4

γN,0
≤ 2N.

Indeed, the lower inequality is equivalent to 4N2 ≥ 1, which holds for N ≥ 2, while
N4/γN,0 ≤ 2N follows directly from γN,0 = (2N3 +N)/3.

For j ∈ SN , both shifted frequencies obey

2N ≤ L+ j ≤ 6N, 2N ≤ L− j ≤ 6N.

Their reciprocal squares therefore satisfy

1

36N2
≤ 1

(L± j)2
≤ 1

4N2
,
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and nonnegativity of fN,j gives

fN,j

18N2
≤ a+j + a−j ≤

fN,j

2N2
.

At u = 0, every cosine equals one and every coefficient is nonnegative, so

|GN (0)| = 1

2

∑︂
j∈SN

(a+j + a−j ).

Consequently,
1

72N
=

1

2

N/2

18N2
≤ |GN (0)| ≤ 1

2

2N

2N2
=

1

2N
.

3. To prepare the pointwise estimate, we bound the full-line second differences of the weighted
coefficients. Directly from the triangular sequence,

(δτN )j =

⎧⎪⎨⎪⎩
1, −N ≤ j ≤ −1,

−1, 0 ≤ j ≤ N − 1,

0, otherwise,

∑︂
j∈Z

|(δτN )j | = 2N.

Shifting the finite convolution sums gives

(δγN )j =
∑︂
j1∈Z

(δτN )j1τN,j−j1 , (δ2γN )j =
∑︂
j1∈Z

(δτN )j1(δτN )j−j1 .

The triangle inequality, followed by reindexing j − j1, now yields∑︂
j

|(δγN )j | ≤
∑︂
j,j1

|(δτN )j1 |τN,j−j1 = 2N3,

∑︂
j

|(δ2γN )j | ≤
∑︂
j,j1

|(δτN )j1 ||(δτN )j−j1 | = 4N2.

Division by the positive constant γN,0 commutes with differences. Thus∑︂
j

|fN,j | ≤ 2N,
∑︂
j

|(δfN )j | ≤
2N3

γN,0
≤ 4,

∑︂
j

|(δ2fN )j | ≤
4N2

γN,0
≤ 6

N
.

For ς ∈ {−1, 1} and j ∈ Z, define

ως
j = L+ ςj, ρςj =

{︄
(ως

j)
−2, ως

j ̸= 0,

0, ως
j = 0,

a
(ς)
j =

{︄
a+j , ς = 1,

a−j , ς = −1.

The convention at a zero denominator makes ρς a sequence on all of Z. Since fN vanishes
outside SN and the denominators are positive on SN ,

a
(ς)
j = fN,jρ

ς
j (j ∈ Z).

If |j| ≤ 2N , then N ≥ 2 ensures

ως
j ≥ N, ως

j+1 ≥ N, ως
j+2 ≥ N, ως

j+1 − ως
j = ς.
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Factoring the first difference gives

|(δρς)j | =
1

ως
j(ω

ς
j+1)

2
+

1

(ως
j)

2ως
j+1

≤ 2

N3
≤ 16

N3
.

For the second difference, the unit spacing of the three denominators gives the exact
identity

(δ2ρς)j =
2{3(ως

j+1)
2 − 1}

(ως
j)

2(ως
j+1)

2(ως
j+2)

2
.

Its numerator is nonnegative, and hence

|(δ2ρς)j | ≤
6

(ως
j)

2(ως
j+2)

2
≤ 6

N4
≤ 64

N4
, |ρςj+1| ≤

1

N2
.

The forward-difference product identity is

(δ2a(ς))j = fN,j+2(δ
2ρς)j

+ {(δfN )j+1 + (δfN )j}(δρς)j + ρςj+1(δ
2fN )j .

For |j| ≤ 2N , the preceding estimates imply

|(δ2a(ς))j | ≤
64

N4
|fN,j+2|+

16

N3
|(δfN )j+1|

+
16

N3
|(δfN )j |+

1

N2
|(δ2fN )j |.

For |j| > 2N , all three values fN,j , fN,j+1, and fN,j+2 vanish, so this inequality also holds
there. In particular, δ2a(ς) has finite support. Summing and using invariance of full-line
sums under integer shifts gives∑︂

j

|(δ2a(ς))j | ≤
64

N4

∑︂
j

|fN,j |+
32

N3

∑︂
j

|(δfN )j |+
1

N2

∑︂
j

|(δ2fN )j |

≤ 262

N3
≤ 512

N3
.

4. We next derive the pointwise localization bound. The reciprocal-square bound on the
coefficient support gives, for either sign,∑︂

j∈Z
|a(ς)j | ≤ 1

N2

∑︂
j

|fN,j | ≤
2

N
.

For ς ∈ {−1, 1} and u ∈ R, define the finite Fourier sums

F ς
N (u) =

∑︂
j∈Z

a
(ς)
j eiju.

The definition of GN gives

GN (u) = −1

2
Re
[︁
eiLuF1

N (u) + eiLuF−1
N (−u)

]︁
.
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Since the modulation has modulus one,

|GN (u)| ≤
|F1

N (u)|+ |F−1
N (−u)|

2
≤ 2

N
.

For real u, introduce

η(u) = ∥u∥T, ȷ(u) =

⌊︃
u

2π
+

1

2

⌋︃
∈ Z, υ(u) = u− 2πȷ(u).

The defining property of the nearest integer gives

|υ(u)| ≤ π, 0 ≤ η(u) ≤ |υ(u)| ≤ π.

Also, replacing the integer in the defining infimum by its negative shows

η(−u) = η(u).

If Nη(u) ≤ 1, then

(1 +Nη(u))2 ≤ 4, |GN (u)| ≤ 2

N
≤ 8192

N(1 +Nη(u))2
.

This case includes η(u) = 0.

Suppose instead that Nη(u) > 1, so η(u) > 0. For every integer j0, shifting the finite
Fourier sum gives ∑︂

j

a
(ς)
j+j0

eiju = e−ij0uF ς
N (u).

Applying this with shifts one and two yields∑︂
j

(δ2a(ς))je
iju = (e−iu − 1)2F ς

N (u).

Therefore,

|e−iu − 1|2 |F ς
N (u)| ≤

∑︂
j

|(δ2a(ς))j | ≤
512

N3
.

Periodicity and the elementary sine bound on [−π/2, π/2] give

|e−iu − 1| = 2| sin(υ(u)/2)| ≥ 2

π
|υ(u)| ≥ 2

π
η(u) ≥ η(u)

2
,

where the last inequality uses π ≤ 4. It follows that

|F ς
N (u)| ≤ 2048

N3η(u)2
.

Applying this estimate at u and −u in the representation of GN gives

|GN (u)| ≤ 2048

N3η(u)2
.
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Finally, Nη(u) > 1 implies

(1 +Nη(u))2 ≤ 4(Nη(u))2,

and hence

|GN (u)| ≤ 2048

N3η(u)2
≤ 8192

N(1 +Nη(u))2
.

Together, the two cases establish

|GN (u)| ≤ 8192

N(1 +N∥u∥T)2
(u ∈ R).

5. We obtain the normalized integral bound by integrating a rational envelope. First, for
|u| ≤ π, the integer zero in the defining infimum gives η(u) ≤ |u|. For every j ≤ −1,

|u− 2πj| ≥ u+ 2π ≥ π ≥ |u|,

and for every j ≥ 1,
|u− 2πj| ≥ 2π − u ≥ π ≥ |u|.

The remaining case j = 0 gives equality. Thus

η(u) = |u| (−π ≤ u ≤ π).

Since
1 + (Nu)2 ≤ (1 +N |u|)2,

the pointwise estimate implies

|GN (u)|
2π

≤ 8192

2πN

1

1 + (Nu)2
(−π ≤ u ≤ π).

The rational envelope has integral∫︂ π

−π

du

1 + (Nu)2
=

arctan(Nπ)− arctan(−Nπ)

N

≤ π

N
,

because the arctangent takes values between −π/2 and π/2. Both integrands in the com-
parison are continuous on the compact interval. Consequently,∫︂ π

−π
|GN (u)| du

2π
≤ 8192

2πN

π

N
=

4096

N2
.

6. All these estimates hold uniformly for N ≥ 2. Choose

c =
1

72
, Ccenter =

1

2
, Cpoint = 8192, Cintegral = 4096,

and set
C = max {512, max {Ccenter,max{Cpoint, Cintegral}}} = 8192.

Then

0 < c ≤ C, 512 ≤ C, Ccenter ≤ C, Cpoint ≤ C, Cintegral ≤ C.

We now fix any integer N ≥ 2 and verify the assertions with these common constants.
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7. The positive normalizing denominator computed above gives∫︂ π

−π
JN (u)

du

2π
= cN

∫︂ π

−π
RN (u)

du

2π
= γ−1

N,0γN,0 = 1.

8. For either sign, the zero extension implies

(δ2a±)j = 0 (|j| > 2N).

Hence the absolute second differences are summable, and their full-line sums satisfy

∑︂
j∈Z

|(δ2a±)j | =
2N∑︂

j=−2N

|(δ2a±)j | ≤
512

N3
≤ C

N3
.

Because the differences are taken after extending the coefficients by zero, these sums
include the differences crossing both endpoints of SN .

9. Multiplying the cosine expansion of JN by cos(Lu) gives

kN (u) =
1

2

∑︂
j∈SN

fN,j {cos((L+ j)u) + cos((L− j)u)} .

Every frequency appearing here satisfies

2N + 2 ≤ L± j ≤ 6N − 2.

Let r ∈ Z satisfy the stated alternative. If |r| < 2N + 2, both shifted frequencies exceed
|r|; if |r| > 6N − 2, both are smaller than |r|. Thus

|L+ j| ̸= |r|, |L− j| ̸= |r| (j ∈ SN ).

Cosine orthogonality consequently gives∫︂ π

−π
cos((L± j)u) cos(ru) du = 0.

For the sine integrals, the product identity gives∫︂ π

−π
cos((L± j)u) sin(ru) du

=
1

2

∫︂ π

−π
{sin((r + L± j)u) + sin((r − (L± j))u)} du = 0.

Here every integer sine mode has integral zero; the zero mode is identically zero, and
the other modes have equal cosine values at the two endpoints in their antiderivatives.
Linearity in the finite expansion therefore yields∫︂ π

−π
kN (u) cos(ru) du = 0,

∫︂ π

−π
kN (u) sin(ru) du = 0.
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10. Termwise differentiation of the finite cosine polynomial gives, for every real u,

G′
N (u) =

1

2

∑︂
j∈SN

{︂
a+j (L+ j) sin((L+ j)u) + a−j (L− j) sin((L− j)u)

}︂
,

and then

G′′
N (u) =

1

2

∑︂
j∈SN

{︂
a+j (L+ j)2 cos((L+ j)u) + a−j (L− j)2 cos((L− j)u)

}︂
.

The shifted frequencies are positive on SN , so their squares cancel the denominators:

a+j (L+ j)2 = fN,j , a−j (L− j)2 = fN,j .

Using
cos((L+ j)u) + cos((L− j)u) = 2 cos(ju) cos(Lu),

we conclude that

G′′
N (u) =

⎛⎝∑︂
j∈SN

fN,j cos(ju)

⎞⎠ cos(Lu) = JN (u) cos(Lu) = kN (u).

11. Every frequency L ± j, for j ∈ SN , is a nonzero integer. Its cosine integral vanishes by
direct integration. Thus∫︂ π

−π
GN (u) du = −1

2

∑︂
j∈SN

{︃
a+j

∫︂ π

−π
cos((L+ j)u) du+ a−j

∫︂ π

−π
cos((L− j)u) du

}︃
= 0.

12. Finally, enlarging the three upper constants to the common constant C gives

c

N
≤ |GN (0)| ≤ Ccenter

N
≤ C

N
,

|GN (u)| ≤ Cpoint

N(1 +N∥u∥T)2
≤ C

N(1 +N∥u∥T)2
(u ∈ R),

and ∫︂ π

−π
|GN (u)| du

2π
≤

Cintegral

N2
≤ C

N2
.

These bounds, together with the preceding identities and summability statements, estab-
lish every assertion.

Frequency cancellation and spatial localization play complementary roles in Lemma 2. The
frequency band supplies the cancellation required for matching low-order moments after the
packet is transferred to the intensity interval. The twice antiderivative has an origin value of
order N−1 and an integrated absolute magnitude of order N−2. These two scales distinguish
the localized response at the scalar target’s change in slope from the contribution distributed
away from that point.

The second-difference bound includes the Fourier endpoints explicitly. Together with the
spatial bound, it controls the entire periodic twice antiderivative, including the tails measured by
distance from the periodic origin. The normalized packet used below combines this localization
with a calibration that leaves sufficient mass and first moment for the common-atom completion.
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B.3 Weighted separation and statistical consequences

The packet localization lemma supplies low-frequency cancellation and spatial concentration,
and the weighted-separation theorem converts the packet into common-mean moment priors and
an approximation lower bound. Section C uses those priors in the statistical comparison. The
detailed approximation, sparse, dense, transfer, and concluding arguments are divided explicitly
in Section D.

The next result collects the approximation comparison and the completed-prior construc-
tion. It also records their statistical consequences alongside the attaining upper bound. Within
the scalar parameter range, weighted approximation error and common-mean moment-prior
separation have the same order, uniformly over the overlap parameter.

Theorem 4. [thm:weighted-separation-and-frontier] (Weighted separation and minimax
frontier) There exist universal real constants 0 < c < C < ∞ and an integer A0 ≥ 1 such
that the following approximation and separation guarantees hold for every choice of parameters
satisfying:

• (Degree.) K is an integer with K ≥ 2.

• (Support.) M is real and 2 ≤ M ≤ K2.

• (Overlap.) 0 ≤ ϵ ≤ 1/2.

For the weighted error and constrained-prior separation in Definitions 8 and 9, with scalar
functional

ϕϵ(z) =
((1− ϵ) + ϵz)max{z − 1, 0}

1 + z
,

one has

c

√
M

K
≤ Ew

K,M,ϵ ≤ ∆K,M,ϵ ≤ 4Ew
K,M,ϵ ≤ C

√
M

K
.

Moreover, let σ+ and σ− be the positive and negative Jordan parts of the normalized Jackson
packet with calibration A0, pushed to [0,M ]. These are finite measures with integrable first
moments. Their positive mass and common completion location satisfy

t = σ+(R) ≤
1

2
, u =

∫︂
z dσ+(z), z0 =

1− u

1− t
,

1

2
≤ z0 ≤ 2.

There exists (ν0, ν1) ∈ NK,M , the constrained prior class of Definition 9, such that the common-
atom completion of Definition 10 satisfies

H w(σ+, σ−) = (ν0, ν1) =
(︁
σ− + (1− t)δz0 , σ+ + (1− t)δz0

)︁
,

and

c

√
M

K
≤
⃓⃓⃓⃓∫︂

ϕϵ(z) dν1(z)−
∫︂

ϕϵ(z) dν0(z)

⃓⃓⃓⃓
.

There also exist universal real constants 0 < c⋆ ≤ C⋆ < ∞, H0 > 0, and κ > 0, and a
universal integer D0 ≥ 2, such that the armwise estimator ˆ︁V AF

n,d,ϵ with these calibrations satisfies
the following risk guarantees for every choice of parameters satisfying:

• (Sample size.) n is an integer with n ≥ 1.
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• (Alphabet.) d is an integer with d ≥ 2.

• (Overlap.) 0 < ϵ ≤ 1/2.

The observed risks obey

c⋆min

{︃
1,

d

nϵ log(ed)

}︃
≤ Rn,d,ϵ ≤ sup

P∈Dobs
d,ϵ

EP

[︃{︂ˆ︁V AF
n,d,ϵ −Ψ(P)

}︂2
]︃
≤ C⋆min

{︃
1,

d

nϵ log(ed)

}︃
.

The causal minimax risk obeys

c⋆min

{︃
1,

d

nϵ log(ed)

}︃
≤ infˆ︁V sup

P∈Pd,ϵ

EObs(P )

[︃{︂ˆ︁V − V ⋆(P )
}︂2
]︃
≤ C⋆min

{︃
1,

d

nϵ log(ed)

}︃
,

where the infimum ranges over measurable real-valued estimators based on n observed units.
Finally, consider any sequences satisfying:

• (Sample sizes.) The integer sample sizes nk tend to infinity.

• (Alphabets.) Each dk is an integer with dk ≥ 2.

• (Overlap.) 0 < ϵk ≤ 1/2 for every k.

There exists a sequence of measurable real-valued estimators ˆ︁Vk, each based on nk observed units
with alphabet size dk, such that

sup
P∈Dobs

dk,ϵk

EP

[︃{︂ˆ︁Vk −Ψ(P)
}︂2
]︃
−→ 0

if and only if
dk

nkϵk log(edk)
−→ 0.

The approximation comparison expresses the same difficulty in two forms. Polynomial ap-
proximation measures how accurately the scalar target can be represented through low-order
moments; constrained separation measures how far target values can differ when those moments
agree. The packet construction realizes a separation of order

√
M/K using probability priors

with common mean one. Adding the shared completion atom preserves the target contrast,
while the bounds on its location place the completed priors within the prescribed support.

The factor four in the upper comparison reflects the normalization in Definition 9: each
prior assigns integral two to the approximation weight 1 + z. The remaining inequalities in
Theorem 4 establish both the reverse comparison and the uniform approximation scale. In
particular, the explicit completed pair achieves the stated lower order under the probability and
mean constraints.

The statistical clauses connect this scalar construction to the main-body results. The con-
strained priors supply the separation used by the all-estimator lower bound in Theorem 5, while
Theorem 3 supplies the attaining risk bound for the estimator of Algorithm 1. Their combination
gives the matched observed and causal rates stated in Theorem 1, with the causal interpretation
supported by Proposition 1. Along the admissible sequences, the same two-sided risk comparison
yields the necessary and sufficient condition for uniform consistency in Theorem 2.
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C Statistical lower bound and verification scope

This appendix specifies the experiments used to pass from the constrained priors to Theorem 5.
The detailed sparse and dense comparisons, fixed-sample transfer, and final consequences appear
in Section D.

The constrained priors of Definition 9 connect the scalar separation in Theorem 4 to a com-
parison between observed-data experiments. The statistical construction has three components:
normalization into admissible observed laws, comparison of their full armwise likelihoods, and
transfer from an auxiliary count experiment to the fixed-sample risk in Definition 4. We first
specify the family on which these components operate.

Definition 11. [def:sparse-family] (Sparse observed law) The sparse observed law Psp
z is

defined for a covariate alphabet size d ∈ N, an overlap parameter ϵ ∈ R, an intensity support
endpoint M ∈ R, and a vector of cell intensities z, with

• (Alphabet.) d > 0.

• (Overlap.) 0 < ϵ ≤ 1/2.

• (Intensities.) z ∈ [0,M ]d.

For each covariate cell x ∈ [d], define the unnormalized atom masses by

˜︁q11,x =
ϵ(1− ϵ)zx

d
, ˜︁q10,x =

ϵ(1− ϵ)

d
, ˜︁q00,x = ˜︁q01,x =

(1− ϵ)2 + ϵ2zx
2d

.

Their total mass is

S(z) =
∑︂
x∈[d]

1∑︂
a=0

1∑︂
y=0

˜︁qay,x.
The normalized probability law of the categorical covariate X, binary treatment A, and binary
observed outcome Y is

Psp
z (X = x,A = a, Y = y) =

˜︁qay,x
S(z)

, x ∈ [d], a, y ∈ {0, 1}.

The normalizing mass S(z) in Definition 11 equals

S(z) = 1− ϵ+
ϵ

d

∑︂
x∈[d]

zx.

Consequently, the common-mean-one restriction on the constrained priors centers this mass at
one when intensities are drawn independently across cells. The deterministic bound S(z) ≥
1 − ϵ ≥ 1/2 also holds throughout the parameter range used below. These two properties give
normalization a distinct role: it produces a probability law for every intensity vector while
preserving a controlled connection between the scalar contrast and the observed value.

For the auxiliary experiment, fix B, the Poisson inflation parameter, with B > 2. Conditional
on an intensity vector, observe independent counts in every cell and arm-outcome category, with

Nay,x ∼ Poisson
(︁
Bn˜︁qay,x(zx))︁.
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The total count, denoted Ntot =
∑︁

x,a,y Nay,x, has mean BnS(z). Conditional on that total,
the atom counts have the multinomial law associated with Definition 11. Thus the auxiliary
experiment retains both treatment arms and all outcome categories. Its one-cell comparison
uses the reference intensity z⋆, equal to M/2, and the likelihood ratio Lz, defined explicitly in
the following statement.

Lemma 3. [lem:sparse-likelihood] (Sparse law and likelihood identities) Let the parameters
satisfy:

• (Sample and alphabet sizes.) n, d ∈ N, n ≥ 1, and d ≥ 2, with the zero-based cell
alphabet [d] of Definition 1.

• (Overlap.) 0 < ϵ ≤ 1/2.

• (Intensity support.) M ≥ 2 and z ∈ [0,M ]d.

• (Poisson inflation.) B > 2.

The normalized sparse law Psp
z of Definition 11 belongs to Dobs

d,ϵ of Definition 2. For every cell
x ∈ [d], its cell probability, treatment propensity, and conditional outcome means satisfy

px =
1− ϵ+ ϵzx

dS(z)
, πx =

ϵ(1− ϵ)(1 + zx)

1− ϵ+ ϵzx
, µ0x =

1

2
, µ1x =

zx
1 + zx

.

Define the scalar functional

ϕϵ(z) =
(1− ϵ+ ϵz)max{z − 1, 0}

1 + z
.

The observed value of Definition 3 is

Ψ(Psp
z ) =

1

2
+

1

2dS(z)

∑︂
x∈[d]

ϕϵ(zx).

For the one-cell Poisson experiment, write ˜︁qay,x(z) for the unnormalized atom mass in Def-
inition 11 with cell intensity z, and set the reference intensity z⋆ = M/2. Under intensity z,
the four counts Nay,x, a, y ∈ {0, 1}, are independent Poisson variables with means Bn˜︁qay,x(z).
Define their likelihood ratio relative to intensity z⋆ by

Lz(N) =
∏︂

a,y∈{0,1}

exp
{︁
Bn
(︁˜︁qay,x(z⋆)− ˜︁qay,x(z))︁}︁(︃ ˜︁qay,x(z)˜︁qay,x(z⋆)

)︃Nay,x

.

Writing Ez⋆ for expectation under these independent Poisson counts at reference intensity z⋆,
for every z, w ∈ [0,M ],

Ez⋆ [LzLw] = exp{α(z − z⋆)(w − z⋆)} ,

where the Gram coefficient is

α =
Bn

d

{︃
ϵ(1− ϵ)

z⋆
+

ϵ4

(1− ϵ)2 + ϵ2z⋆

}︃
≤ 2Bnϵ

dM
.
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Proof of Lemma 3. 1. By Definition 11, the normalized atom probabilities are

qay,x =
˜︁qay,x
S(z)

.

Summing the four unnormalized masses in each cell gives∑︂
a,y∈{0,1}

˜︁qay,x =
ϵ(1− ϵ)(1 + zx) + (1− ϵ)2 + ϵ2zx

d
=

1− ϵ+ ϵzx
d

.

Consequently,

S(z) = 1− ϵ+
ϵ

d

∑︂
x∈[d]

zx ≥ 1− ϵ ≥ 1

2
> 0.

Since d > 0 and zx ≥ 0, we also have

1− ϵ+ ϵzx > 0.

Summing the normalized atom probabilities therefore yields

px =
1− ϵ+ ϵzx

dS(z)
,

∑︂
y∈{0,1}

q1y,x =
ϵ(1− ϵ)(1 + zx)

dS(z)
.

Taking their ratio, as in Definition 2, gives

πx =
ϵ(1− ϵ)(1 + zx)

1− ϵ+ ϵzx
.

The overlap inequalities follow by clearing the positive denominator:

πx − ϵ =
ϵ(1− 2ϵ)zx
1− ϵ+ ϵzx

≥ 0, 1− ϵ− πx =
(1− ϵ)(1− 2ϵ)

1− ϵ+ ϵzx
≥ 0.

Here 1 − 2ϵ ≥ 0, zx ≥ 0, and 1 − ϵ > 0. Thus the sparse law satisfies Assumption 2 and
belongs to the observed class of Definition 2.

2. The preceding calculations establish the asserted cell probability and propensity. For the
conditional outcome means, the arm masses and outcome-one atom probabilities are∑︂

y∈{0,1}

q0y,x =
(1− ϵ)2 + ϵ2zx

dS(z)
, q01,x =

(1− ϵ)2 + ϵ2zx
2dS(z)

,

∑︂
y∈{0,1}

q1y,x =
ϵ(1− ϵ)(1 + zx)

dS(z)
, q11,x =

ϵ(1− ϵ)zx
dS(z)

.

Both arm masses are strictly positive, because

(1− ϵ)2 + ϵ2zx > 0, ϵ(1− ϵ)(1 + zx) > 0.

Dividing the outcome-one probabilities by their respective arm masses, using Definition 2,
gives

µ0x =
1

2
, µ1x =

zx
1 + zx

.

These divisions remain valid at zx = 0.

39



3. To evaluate the observed value, split each cell according to whether zx ≤ 1 or zx ≥ 1.
Since 1 + zx > 0,

zx ≤ 1 =⇒ zx
1 + zx

≤ 1

2
, zx ≥ 1 =⇒ zx

1 + zx
≥ 1

2
.

In the first case max{zx − 1, 0} = 0, and in the second it equals zx − 1. Hence, in both
cases,

max

{︃
1

2
,

zx
1 + zx

}︃
=

1

2
+

max{zx − 1, 0}
2(1 + zx)

.

Using the definition of ϕϵ in the statement, the cell contribution becomes

pxmax{µ0x, µ1x} =
px
2

+
ϕϵ(zx)

2dS(z)
.

Moreover, the normalizer identity from the first step gives

∑︂
x∈[d]

px =

∑︁
x∈[d](1− ϵ+ ϵzx)

dS(z)
=

dS(z)

dS(z)
= 1.

Summing the cell contributions according to Definition 3 therefore yields

Ψ(Psp
z ) =

1

2
+

1

2dS(z)

∑︂
x∈[d]

ϕϵ(zx).

4. Fix a cell x. For z ∈ [0,M ] and a, y ∈ {0, 1}, define the Poisson means and their reference
values by

λay,x(z) := Bn˜︁qay,x(z), λ⋆,ay,x := λay,x(z⋆).

Explicitly,

λ11,x(z) =
Bn

d
ϵ(1− ϵ)z, λ10,x(z) =

Bn

d
ϵ(1− ϵ),

λ00,x(z) = λ01,x(z) =
Bn

2d

(︁
(1− ϵ)2 + ϵ2z

)︁
.

These means are nonnegative throughout [0,M ]. Since B > 2, n ≥ 1, d ≥ 2, and z⋆ =
M/2 ≥ 1, all four reference means are strictly positive. Powers at zero are interpreted
with 00 = 1.

For each coordinate and every τ ∈ R, the Poisson exponential series gives

Ez⋆

[︁
τNay,x

]︁
= exp(−λ⋆,ay,x)

∞∑︂
ρ=0

(λ⋆,ay,xτ)
ρ

ρ!

= exp{λ⋆,ay,x(τ − 1)} .

Here ρ ranges over the nonnegative integers; the series converges absolutely, as is seen by
replacing τ with |τ |. Combining the two likelihood factors for this coordinate and applying
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the identity with τ = λay,x(z)λay,x(w)/λ
2
⋆,ay,x gives

Ez⋆

[︄{︄
exp(λ⋆,ay,x − λay,x(z))

(︃
λay,x(z)

λ⋆,ay,x

)︃Nay,x
}︄{︄

exp(λ⋆,ay,x − λay,x(w))

(︃
λay,x(w)

λ⋆,ay,x

)︃Nay,x
}︄]︄

= exp

{︃
2λ⋆,ay,x − λay,x(z)− λay,x(w) + λ⋆,ay,x

(︃
λay,x(z)λay,x(w)

λ2
⋆,ay,x

− 1

)︃}︃
= exp

{︃
(λay,x(z)− λ⋆,ay,x)(λay,x(w)− λ⋆,ay,x)

λ⋆,ay,x

}︃
.

Independence of the four reference counts now implies

Ez⋆ [LzLw] = exp

⎧⎨⎩ ∑︂
a,y∈{0,1}

(λay,x(z)− λ⋆,ay,x)(λay,x(w)− λ⋆,ay,x)

λ⋆,ay,x

⎫⎬⎭ .

The treated-success contribution is

(λ11,x(z)− λ⋆,11,x)(λ11,x(w)− λ⋆,11,x)

λ⋆,11,x
=

Bn

d

ϵ(1− ϵ)

z⋆
(z − z⋆)(w − z⋆).

The treated-failure contribution equals zero because its mean is constant. The two control
contributions sum to∑︂

y∈{0,1}

(λ0y,x(z)− λ⋆,0y,x)(λ0y,x(w)− λ⋆,0y,x)

λ⋆,0y,x
=

Bn

d

ϵ4

(1− ϵ)2 + ϵ2z⋆
(z − z⋆)(w − z⋆).

Thus their total is α(z − z⋆)(w − z⋆), with α exactly as in the statement, proving the
likelihood identity.

5. Finally, M > 0 and
(1− ϵ)2 + ϵ2M/2 > 0.

Clearing these positive denominators, the required inner bound follows from

2ϵ2
(︁
(1− ϵ)2 + ϵ2M/2

)︁
−Mϵ4

= 2ϵ2(1− ϵ)2 ≥ 0.

Indeed, this is precisely the numerator obtained by subtracting the left-hand side from the
right-hand side of

ϵ(1− ϵ)

M/2
+

ϵ4

(1− ϵ)2 + ϵ2M/2
≤ 2ϵ

M

and multiplying by M
(︁
(1− ϵ)2+ ϵ2M/2

)︁
. Multiplication by the nonnegative factor Bn/d,

together with z⋆ = M/2, gives

α ≤ Bn

d

2ϵ

M
=

2Bnϵ

dM
.
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The Gram coefficient α in Lemma 3 records the information carried by the complete one-
cell experiment. Its first term comes from treated successes, and its second term includes the
intensity dependence of both control counts. The bound therefore supports a comparison using
the full observed likelihood. The same statement places every normalized alternative within the
public overlap class, including intensities at the support endpoints.

The constrained-prior construction in Definition 10 and Theorem 4 supplies probability priors
with common mean one and matching moments through the prescribed degree. Drawing cell in-
tensities independently under each prior gives two product mixtures of the auxiliary experiment.
Their statistical role is to combine a scalar target contrast with likelihood agreement governed
by Lemma 3. Because the observed value divides the scalar sum by the random normalizing
mass, target separation is assessed for that normalized value. The common first moment and
the bounded support are the conditions controlling this additional source of variation.

The many-cell comparison uses the constrained priors over their admissible support range. In
the dense regime, where rare-arm observations per cell support local comparisons, the boundary-
propensity construction places treatment probabilities at the overlap floor and outcome means
near the point at which the preferred arm changes. This supplies the corresponding local com-
parison for the maximum of the two conditional means. For bounded alphabets, a rare-arm
two-point comparison supplies the risk scale governed by the total rare-arm information nϵ;
its bounded-separation branch also covers small nϵ. These comparisons serve complementary
parameter ranges in the universal bound below.

The fixed-sample transfer concerns bounded squared loss. An estimator may be projected
onto [0, 1], since the observed value lies in that interval. In the auxiliary experiment, randomly
ordering the recorded atoms gives independent observations from the normalized sparse law
conditional on the total count. Applying the fixed-sample estimator to the first n records on
Ntot ≥ n, and assigning a value in [0, 1] otherwise, charges at most one unit of squared loss on
the insufficient-count event. Its probability is uniformly bounded by

Pr{Poisson(Bn/2) < n} ,

using the deterministic normalization bound. The inflation parameter controls this explicit
transfer cost. Accordingly, the auxiliary comparison yields a statement about exactly n obser-
vations and the full estimator class in Definition 4.

The resulting lower bound combines the normalized many-cell comparison with the dense
and two-point regimes.

Theorem 5. [thm:all-estimator-lower] (Universal minimax risk lower bound) There exists
a universal constant c⋆ > 0 such that, for every sample size n ∈ N, alphabet size d ∈ N, and
overlap parameter ϵ ∈ R satisfying

• (Sample size.) n ≥ 1.

• (Alphabet size.) d ≥ 2.

• (Overlap.) 0 < ϵ ≤ 1/2.

the minimax squared-error risk Rn,d,ϵ satisfies

Rn,d,ϵ ≥ c⋆min

{︃
1,

d

nϵLd

}︃
, Ld = log(ed).
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The lower bound expresses the joint effect of dividing observations among covariate cells
and observing the informative treatment arm with probability near the overlap floor. Matching
low-order moments makes the scalar contrast difficult to distinguish across many cells, while the
full likelihood identity accounts for the information available in both arms. The truncation at
one describes the bounded-risk scale when the combined information is small. Because the risk
in Definition 4 ranges over all measurable estimators, the comparison applies throughout that
estimator class.

Combining Theorems 3 and 5 gives the two-sided observed-risk comparison in Theorem 1.
The identification and completion statement in Proposition 1 supplies its causal interpretation
under the stated causal assumptions. Along the admissible sequences of Theorem 2, the two-
sided comparison makes vanishing risk equivalent to

dn
nϵn log(edn)

−→ 0.

Here dn is the sequence of alphabet sizes and ϵn is the sequence of public overlap floors. The
attaining estimator supplies sufficiency, and the universal lower bound supplies necessity.

Verification scope. The formal theorem statements and their supplied proofs are machine-
checked in Lean 4. The sampling, overlap, and causal assumptions specify the models to which
those statements apply. The theorem-local verification disclosures separately identify any cited
dependency inputs and their trust boundaries.

D Proofs of the main results

Proof of Proposition 1. 1. Completion. Fix P ∈ Dobs
d,ϵ , and use its cell quantities from Defini-

tion 2. Define the Bernoulli probability weights by

Bern(ϑ; y) =

{︄
1− ϑ, y = 0,

ϑ, y = 1,
ϑ ∈ [0, 1], y ∈ {0, 1}.

For x ∈ [d] and a, y, y0, y1 ∈ {0, 1}, define the full-data atom probabilities by

P (X = x,A = a, Y = y, Y (0) = y0, Y (1) = y1)

=

{︄
qay,xBern(µ1−a,x; y1−a), y = ya,

0, y ̸= ya,

where

ya =

{︄
y0, a = 0,

y1, a = 1,
y1−a =

{︄
y1, a = 0,

y0, a = 1.

The bounds qay,x ≥ 0 and µax ∈ [0, 1] from Definition 2 make these masses nonnegative.
Summing first over the potential-outcome coordinates gives∑︂

x∈[d]

∑︂
a,y,y0,y1∈{0,1}

P (X = x,A = a, Y = y, Y (0) = y0, Y (1) = y1)

=
∑︂
x∈[d]

∑︂
a,y∈{0,1}

qay,x
{︁
Bern(µ1−a,x; 0) + Bern(µ1−a,x; 1)

}︁
=
∑︂
x∈[d]

∑︂
a,y∈{0,1}

qay,x = 1.
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Thus the construction defines a probability law. Its atoms with y ̸= ya have zero mass, so

P{Y = Y (A)} = 1,

which is Assumption 3.

Summing over the observed outcome, and then using the observed-atom factorization
supplied by Definition 2, yields

P (X = x,A = a, Y (0) = y0, Y (1) = y1)

= qa ya,xBern(µ1−a,x; y1−a)

= pxBern(πx; a) Bern(µ0x; y0) Bern(µ1x; y1).

Consequently, summing these factors over the remaining binary coordinates gives, for
a, a′, y ∈ {0, 1},

P (X = x) = px,

P (X = x,A = a′) = pxBern(πx; a
′),

P (X = x, Y (a) = y) = pxBern(µax; y),

P (X = x,A = a′, Y (a) = y) = pxBern(πx; a
′) Bern(µax; y).

Multiplication therefore gives

P (X = x,A = a′, Y (a) = y)P (X = x)

= P (X = x,A = a′)P (X = x, Y (a) = y).

On positive-mass cells, division by p2x proves Assumption 4; on null cells both products
are zero.

For each observed atom, the construction also gives

P (X = x,A = a, Y = y) = qay,x
{︁
Bern(µ1−a,x; 0) + Bern(µ1−a,x; 1)

}︁
= qay,x.

Hence
Obs(P ) = P.

The observed marginal inherits the overlap restriction of P. Together with consistency and
conditional exchangeability, this puts P in the class of Definition 5, proving the completion
assertion.

2. Value identification. Fix P ∈ Pd,ϵ, and use qay,x, px, πx, µax for the quantities of its ob-
served marginal defined in Definition 2. Marginalization gives

P (X = x) =
∑︂

a,y∈{0,1}

Obs(P )(X = x,A = a, Y = y) = px.

We compare the two value sums cell by cell. If px = 0, their cell contributions are both
zero:

px max
a∈{0,1}

EP [Y (a) | X = x] = px max
a∈{0,1}

µax = 0.
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Here the conditional potential-outcome means use the stated zero convention.

Suppose now that px > 0. The lower overlap bound in Assumption 2 gives

q10,x + q11,x = pxπx ≥ ϵpx > 0.

The decomposition of the cell mass and the upper overlap bound give

px = (q00,x + q01,x) + (q10,x + q11,x),

q10,x + q11,x ≤ (1− ϵ)px,

and hence
q00,x + q01,x = px − (q10,x + q11,x) ≥ ϵpx > 0.

Thus both arm masses are positive.

For either a ∈ {0, 1}, Assumption 4 supplies

P (X = x,A = a, Y (a) = 1) px = P (X = x,A = a)P (X = x, Y (a) = 1).

Consistency, as specified in Assumption 3, identifies the selected atoms:

P (X = x,A = a, Y (a) = y) = qay,x, y ∈ {0, 1}.

Summing this identity over y, and substituting its outcome-one instance into the exchange-
ability identity, gives

P (X = x,A = a) = qa0,x + qa1,x, qa1,xpx = (qa0,x + qa1,x)P (X = x, Y (a) = 1).

Division by the positive cell and arm masses now yields

EP [Y (a) | X = x] =
P (X = x, Y (a) = 1)

px
=

qa1,x
qa0,x + qa1,x

= µax.

Combining the positive- and zero-mass cases and summing over x proves

V ⋆(P ) =
∑︂
x∈[d]

P (X = x) max
a∈{0,1}

EP [Y (a) | X = x]

=
∑︂
x∈[d]

px max
a∈{0,1}

µax = Ψ{Obs(P )},

where the last equality is the definition in Definition 3.

3. The armwise extension on observed cells. Fix P ∈ Dobs
d,ϵ and x ∈ [d]. The cell vector and

the quantities in Definition 6 satisfy

s(qx) = px, sa(qx) = qa0,x + qa1,x, (qx)a1 = qa1,x, a ∈ {0, 1}.

Every coordinate is nonnegative, so px ≥ 0. If px = 0, then

0 ≤ qay,x ≤ px = 0 (a, y ∈ {0, 1}),
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and therefore qx = 0. The zero branch of Definition 6 gives

Fϵ(qx) = 0 = px max
a∈{0,1}

µax.

Suppose instead that px > 0. The lower overlap bound gives

ϵpx ≤ q10,x + q11,x = s1(qx).

For the other arm, the upper overlap bound and the cell-mass decomposition give

s1(qx) ≤ (1− ϵ)px, s0(qx) = px − s1(qx) ≥ ϵpx.

Thus, for each a ∈ {0, 1},

sa(qx) ≥ ϵpx > 0, Da(qx) = max{sa(qx), ϵpx} = sa(qx).

Each armwise term consequently reduces to

s(qx)(qx)a1
Da(qx)

=
pxqa1,x

qa0,x + qa1,x
= pxµax.

Since s(qx) = px > 0, the vector qx is nonzero. Using the nonzero branch of Definition 6
and factoring the nonnegative px out of the maximum gives

Fϵ(qx) = max
a∈{0,1}

pxµax = px max
a∈{0,1}

µax.

This proves the displayed armwise identity, including its null-cell case.

Proof of Theorem 1. 1. Choose the universal constants c⋆, C⋆, H0, κ,D0 supplied by the risk
guarantees in Theorem 4. They satisfy

0 < c⋆ ≤ C⋆, H0 > 0, κ > 0, D0 ≥ 2.

Fix integers n ≥ 1, d ≥ 2, and an overlap parameter 0 < ϵ ≤ 1/2. Define

Ld = log(ed), ρn,d,ϵ = min

{︃
1,

d

nϵLd

}︃
.

For the estimator of Algorithm 1 with the chosen calibrations, Theorem 4 gives

c⋆ρn,d,ϵ ≤ Rn,d,ϵ ≤ sup
P∈Dobs

d,ϵ

EP

[︂(︁ˆ︁V AF
n,d,ϵ −Ψ(P)

)︁2]︂ ≤ C⋆ρn,d,ϵ,

and
c⋆ρn,d,ϵ ≤ infˆ︁V sup

P∈Pd,ϵ

EObs(P )

[︂(︁ˆ︁V − V ⋆(P )
)︁2]︂ ≤ C⋆ρn,d,ϵ.

The infimum is over measurable real-valued estimators based on the observed sample.
Thus the observed chain and the two causal minimax bounds are already established with
the same universal constants.
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2. We next establish equality of the causal and observed worst-case risks for each estimator.
Fix any measurable functionˆ︁V :

(︁
[d]× {0, 1} × {0, 1}

)︁n −→ R.

By Proposition 1, every P ∈ Pd,ϵ satisfies

V ⋆(P ) = Ψ{Obs(P )}.

Consequently,

EObs(P )

[︂(︁ˆ︁V − V ⋆(P )
)︁2]︂

= EObs(P )

[︂(︁ˆ︁V −Ψ{Obs(P )}
)︁2]︂

.

Here both expectations use the independent sample of size n from the observed marginal,
as in Assumption 1.

Every causal law has an observed marginal in Dobs
d,ϵ by Definition 5. Conversely, Propo-

sition 1 supplies a causal completion for every law in that observed class. The displayed
risk identity therefore gives both inclusions in the equality of attained risk sets:{︂

EObs(P )

[︂(︁ˆ︁V − V ⋆(P )
)︁2]︂

: P ∈ Pd,ϵ

}︂
=
{︂
EP

[︂(︁ˆ︁V −Ψ(P)
)︁2]︂

: P ∈ Dobs
d,ϵ

}︂
.

Taking suprema yields

sup
P∈Pd,ϵ

EObs(P )

[︂(︁ˆ︁V − V ⋆(P )
)︁2]︂

= sup
P∈Dobs

d,ϵ

EP

[︂(︁ˆ︁V −Ψ(P)
)︁2]︂

.

3. Taking the infimum of this identity over the common estimator class gives

infˆ︁V sup
P∈Pd,ϵ

EObs(P )

[︂(︁ˆ︁V − V ⋆(P )
)︁2]︂

= Rn,d,ϵ.

Applying the same identity to the prescribed armwise estimator gives

sup
P∈Pd,ϵ

EObs(P )

[︂(︁ˆ︁V AF
n,d,ϵ − V ⋆(P )

)︁2]︂
= sup

P∈Dobs
d,ϵ

EP

[︂(︁ˆ︁V AF
n,d,ϵ −Ψ(P)

)︁2]︂
.

Substituting these two equalities into the middle observed inequality from the first step,
and then substituting the second equality into its upper inequality, yields

infˆ︁V sup
P∈Pd,ϵ

EObs(P )

[︂(︁ˆ︁V − V ⋆(P )
)︁2]︂ ≤ sup

P∈Pd,ϵ

EObs(P )

[︂(︁ˆ︁V AF
n,d,ϵ − V ⋆(P )

)︁2]︂
≤ C⋆ρn,d,ϵ.

Together with the causal lower bound from the first step, these are the asserted causal
inequalities. Since n, d, ϵ were arbitrary in the stated range, all bounds hold with the
chosen universal constants.
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Proof of Theorem 2. 1. Fix the universal constants and estimator supplied by Theorem 1.
For integers n ≥ 1, d ≥ 2, and 0 < ϵ ≤ 1/2, write

Ld := log(ed), ρn,d,ϵ := min

{︃
1,

d

nϵLd

}︃
.

The supplied constants satisfy 0 < c⋆ ≤ C⋆, and the observed-risk bounds are

c⋆ρn,d,ϵ ≤ Rn,d,ϵ ≤ sup
P∈Dobs

d,ϵ

EP

[︂(︁ˆ︁V AF
n,d,ϵ −Ψ(P)

)︁2]︂ ≤ C⋆ρn,d,ϵ.

2. Apply the final equivalence in Theorem 4 with the sample size equal to the sequence index.
These sample sizes tend to infinity, and the stipulated alphabet and overlap conditions
satisfy its remaining hypotheses. It gives precisely

∃ (ˆ︁Vn)n∈N of measurable real-valued estimators based on n observations :

sup
P∈Dobs

dn,ϵn

EP

[︂(︁ˆ︁Vn −Ψ(P)
)︁2]︂ −→ 0 ⇐⇒ dn

nϵnLdn

−→ 0.

Here the ratio is evaluated for n ≥ 1; the limit is unchanged by the initial index. At
n = 0, the estimator may be assigned the constant value ˆ︁V0 = 0. Since Ldn = log(edn),
this proves the consistency assertion.

3. Fix an integer d ≥ 2. The logarithmic bounds

0 ≤ log d ≤ d− 1

follow respectively from d ≥ 1 and the standard inequality log d ≤ d − 1 for d > 0.
Consequently,

Ld = 1 + log d, 0 < Ld ≤ d, λd :=
d

Ld
≥ 1.

Choose

cd := c⋆, Cd := C⋆
d

Ld
.

Because C⋆ ≥ c⋆ > 0 and λd ≥ 1,

0 < cd = c⋆ ≤ C⋆ ≤ C⋆λd = Cd.

We will use the elementary comparison

min{1, ξcmp} ≤ min{1, λcmpξcmp} ≤ λcmpmin{1, ξcmp}, λcmp ∈ [1,∞), ξcmp ∈ [0,∞).

For the first inequality, ξcmp ≤ λcmpξcmp, so monotonicity of the minimum gives

min{1, ξcmp} ≤ min{1, λcmpξcmp}.

For the second inequality, if ξcmp ≤ 1, then

min{1, λcmpξcmp} ≤ λcmpξcmp = λcmpmin{1, ξcmp}.
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If ξcmp ≥ 1, then

min{1, λcmpξcmp} ≤ 1 ≤ λcmp = λcmpmin{1, ξcmp}.

These two cases include the common boundary ξcmp = 1.

Now let n ≥ 1 and 0 < ϵ ≤ 1/2, and define

ξn,ϵ :=
1

nϵ
≥ 0.

The denominator is positive, and direct rearrangement gives

ρn,d,ϵ = min{1, λdξn,ϵ}.

Applying the comparison with λcmp = λd and ξcmp = ξn,ϵ, the frontier bounds yield

cdmin{1, ξn,ϵ} ≤ c⋆min{1, λdξn,ϵ} ≤ Rn,d,ϵ

and
Rn,d,ϵ ≤ sup

P∈Dobs
d,ϵ

EP

[︂(︁ˆ︁V AF
n,d,ϵ −Ψ(P)

)︁2]︂
≤ C⋆min{1, λdξn,ϵ}

≤ C⋆λdmin{1, ξn,ϵ} = Cdmin

{︃
1,

1

nϵ

}︃
.

Thus c = cd and C = Cd give the fixed-alphabet bounds throughout the required range.

4. Fix 0 < ϵ ≤ 1/2, and choose

cϵ := c⋆, Cϵ :=
C⋆

ϵ
.

Since ϵ > 0 and ϵ ≤ 1/2 ≤ 1,

λϵ :=
1

ϵ
≥ 1.

It follows that
0 < cϵ = c⋆ ≤ C⋆ ≤ C⋆λϵ = Cϵ.

For integers n ≥ 1 and d ≥ 2, the logarithmic bounds established above give Ld > 0.
Define

ξn,d :=
d

nLd
≥ 0.

Then
ρn,d,ϵ = min{1, λϵξn,d}.

Applying the same elementary comparison with λcmp = λϵ and ξcmp = ξn,d, we obtain

cϵmin{1, ξn,d} ≤ c⋆min{1, λϵξn,d} ≤ Rn,d,ϵ

and
Rn,d,ϵ ≤ sup

P∈Dobs
d,ϵ

EP

[︂(︁ˆ︁V AF
n,d,ϵ −Ψ(P)

)︁2]︂
≤ C⋆min{1, λϵξn,d}

≤ C⋆λϵmin{1, ξn,d} = Cϵmin

{︃
1,

d

n log(ed)

}︃
.
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Taking c = cϵ and C = Cϵ proves the fixed-overlap bounds.

Proof of Theorem 3. 1. Pilot calibration and auxiliary experiment. Choose

H0 = 1025.

Thus H0 > 0, H0 ≥ 1, and H0 ≥ 1024, the universal self-normalization multiplier.
We first establish the auxiliary risk bound for integers n, d ≥ 1, an overlap parameter 0 <

ϵ ≤ 1/2, and a law P ∈ Dobs
d,ϵ . Write

L = Ld = log(ed), m =
n

8
, δp =

L

m
, qx = (qay,x)a,y∈{0,1}.

The atom probabilities are those of Definition 2; in particular, m > 0 and L = 1 + log d ≥ 1.
Consider the auxiliary experiment that draws M ∼ Pois(n/4) and, conditional on M, draws

M independent observations with law P, together with independent fair marks. Its law on the
disjoint union of all finite marked samples is

QP =
∞∑︂
k=0

e−n/4 (n/4)
k

k!
(P⊗ Bernoulli(1/2))⊗k .

Write Eaux for expectation under this law. Construct the counts and cell statistics of Algorithm 1
for every finite marked sample, with the auxiliary count unrestricted. For arrays tp, te ∈ [0, 1]Jd ,
indexed by the observed atom set defined in Definition 1, the count generating function is

Eaux

∏︂
x,a,y

(tpay,x)
N ′

ay,x(teay,x)
Nay,x = exp

{︄
m
∑︂
x,a,y

qay,x(t
p
ay,x − 1) +m

∑︂
x,a,y

qay,x(t
e
ay,x − 1)

}︄
.

Indeed, conditional on the auxiliary count, each marked observation contributes one category
factor; summing over the Poisson count gives the displayed exponential. Consequently,

N ′
ay,x, Nay,x ∼ Pois(mqay,x),

and all these counts are mutually independent. In particular, the complete cell statistics Tx are
independent across distinct cells.

2. Polynomial oscillation and coefficient control. Use the centers, radii, rectangles, polyno-
mial, and clipping scales of Algorithm 1. Every coordinate radius is positive, since

hay,x = H0

(︂√︁
cay,xδp + δp

)︂
> 0,

hay,x
2

≤ ray,x ≤ hay,x.

Moreover,
cay,x ≤ bay,x ≤ cay,x + hay,x.

Thus bx ̸= 0. Applying Lemma 1 with comparison vector bx, for every v ∈ Qx, gives

|Fϵ(v)− Fϵ(bx)| ≤ 2
1∑︂

a=0

(︃
1 +

s(bx)

Da(bx)

)︃
Ra,x = Saw

x .
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The Jackson convolution is positive and normalized, so the same bound holds for its polynomial:

sup
v∈Qx

|Px,Kn(v)− Fϵ(bx)| ≤ Saw
x .

For completeness, define the Chebyshev polynomials by

Ch0(ξ◦) = 1, Ch1(ξ◦) = ξ◦, Chj+1(ξ◦) = 2ξ◦Chj(ξ◦)− Chj−1(ξ◦), j ≥ 1.

Here ξ◦ is a real scalar. The recurrence implies

j∑︂
ℓ=0

⃓⃓⃓
[ξℓ◦]Chj(ξ◦)

⃓⃓⃓
≤ (1 +

√
2)j ,

by induction and the identity (1 +
√
2)2 = 2(1 +

√
2) + 1.

With D = 2(Kn − 1), expand the normalized polynomial as

Px,Kn(bx + rx ⊙ ξ)− Fϵ(bx) =
∑︂

ν∈{0,...,D}4
γx,ν

∏︂
a,y

Chνay(ξay), ξ ∈ [−1, 1]4.

Cosine orthogonality expresses each coefficient as an integral of the bounded polynomial against
cosine factors, with normalization factor at most 16. Hence

|γx,ν | ≤ 16Saw
x .

Converting the tensor Chebyshev expansion to the monomial expansion defining βx,α yields∑︂
α

|βx,α| ≤ 16(D + 1)4(1 +
√
2)4DSaw

x .

The numerical factor satisfies{︂
16(D + 1)4(1 +

√
2)4D

}︂2
≤ e256+24D ≤ e304Kn .

Indeed, D + 1 ≤ eD, 1 +
√
2 ≤ e2, 256 ≤ e256, and D ≤ 2Kn, Kn ≥ 1.

3. Factorial second moments and universal degree tuning. Define the successful-localization
event by

Gx = {qx ∈ Qx}.

On this event,

|qay,x − bay,x| ≤ ray,x,
qay,x
mr2ay,x

≤ 8

L
.

To verify the second inequality, the coordinate formulas give

cay,xδp ≤ h2ay,x, δp ≤ hay,x, ray,x ≥ hay,x
2

,

because H0 ≥ 1. Since qay,x ≤ cay,x + hay,x,

qay,xδp ≤ (cay,x + hay,x)δp ≤ 2h2ay,x ≤ 8r2ay,x,

which proves the claim.
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For a Poisson count N◦ with mean mq◦, where q◦ ≥ 0, the factorial identities are

E(N◦)j = (mq◦)
j ,

(N◦)j(N◦)k =

min(j,k)∑︂
ℓ=0

(︃
j

ℓ

)︃(︃
k

ℓ

)︃
ℓ! (N◦)j+k−ℓ, j, k ∈ N.

The first follows by shifting the Poisson series. The second counts the overlap of two ordered
selections of distinct indices. Substituting the first identity into the centered factorial statistic
of Algorithm 1, for every real ζ, and applying the binomial theorem gives

EUj(N◦; ζ) =

j∑︂
jraw=0

(︃
j

jraw

)︃
(−ζ)j−jrawqjraw◦ = (q◦ − ζ)j .

For the mixed second moment, substitution of the raw factorial product identity gives the finite
triple sum

E[Uj(N◦; ζ)Uk(N◦; ζ)] =

j∑︂
jraw=0

k∑︂
kraw=0

(︃
j

jraw

)︃(︃
k

kraw

)︃
(−ζ)j−jraw+k−kraw

×
min(jraw,kraw)∑︂

ℓ=0

(︃
jraw
ℓ

)︃(︃
kraw
ℓ

)︃
ℓ!
(︂q◦
m

)︂ℓ
qjraw+kraw−2ℓ
◦ .

Fixing the overlap order and regrouping the finite sums factors this expression as

E[Uj(N◦; ζ)Uk(N◦; ζ)] =

min(j,k)∑︂
ℓ=0

ℓ!
(︂q◦
m

)︂ℓ
×

⎧⎨⎩
j∑︂

jraw=ℓ

(︃
j

jraw

)︃(︃
jraw
ℓ

)︃
(−ζ)j−jrawqjraw−ℓ

◦

⎫⎬⎭
×

⎧⎨⎩
k∑︂

kraw=ℓ

(︃
k

kraw

)︃(︃
kraw
ℓ

)︃
(−ζ)k−krawqkraw−ℓ

◦

⎫⎬⎭ .

Terms with a raw order smaller than ℓ vanish because the corresponding binomial coefficient is
zero. For the remaining terms, the shifted binomial identity is

j∑︂
jraw=ℓ

(︃
j

jraw

)︃(︃
jraw
ℓ

)︃
(−ζ)j−jrawqjraw−ℓ

◦ =

(︃
j

ℓ

)︃ j−ℓ∑︂
ishift=0

(︃
j − ℓ

ishift

)︃
(−ζ)j−ℓ−ishiftqishift◦

=

(︃
j

ℓ

)︃
(q◦ − ζ)j−ℓ, 0 ≤ ℓ ≤ j.

The first equality substitutes jraw = ℓ+ ishift and uses(︃
j

ℓ+ ishift

)︃(︃
ℓ+ ishift

ℓ

)︃
=

(︃
j

ℓ

)︃(︃
j − ℓ

ishift

)︃
, ishift ∈ {0, . . . , j − ℓ};
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the second is the binomial theorem. Applying this identity to both factors yields

E[Uj(N◦; ζ)Uk(N◦; ζ)] =

min(j,k)∑︂
ℓ=0

(︃
j

ℓ

)︃(︃
k

ℓ

)︃
ℓ!
(︂q◦
m

)︂ℓ
(q◦ − ζ)j+k−2ℓ.

Taking k = j therefore gives

EUj(N◦; ζ)
2 =

j∑︂
ℓ=0

(︃
j

ℓ

)︃2

ℓ!
(︂q◦
m

)︂ℓ
(q◦ − ζ)2j−2ℓ.

Thus, conditional on a pilot in Gx, for 0 ≤ j ≤ D,

Eaux

[︄
Uj(Nay,x; bay,x)

2

r2jay,x

⃓⃓⃓⃓
⃓N ′

]︄
≤

j∑︂
ℓ=0

j2ℓ

ℓ!

(︃
8

L

)︃ℓ

≤ e8j
2/L.

Here N ′ denotes the complete pilot-count array. Evaluation-coordinate independence therefore
gives

Eaux[Zx | N ′] = Px,Kn(qx),

Eaux[(Zx − Fϵ(bx))
2 | N ′] ≤

(︄∑︂
α

|βx,α|

)︄2

e32D
2/L on Gx.

For the last inequality, each normalized factorial product has second moment at most e32D
2/L;

Cauchy–Schwarz bounds each cross term in the polynomial square by this same envelope.
Choose the numerical constants

κ =
1

17952
, Cfac = exp

(︃
1632 +

1

16

)︃
.

This choice satisfies

304κ+ 256κ2 ≤ 1

16
.

The degree definition gives, for every d ≥ 1,

κL

2
≤ Kn ≤ 2 + κL.

For the lower bound, split according as κL ≤ 4 or κL > 4, and use respectively Kn ≥ 2 or
⌊κL⌋ > κL− 1. Also,

K2
n ≤ 8 + 2κ2L2.

Combining these inequalities with the coefficient estimate gives(︄∑︂
α

|βx,α|

)︄2

e32D
2/L ≤ (Saw

x )2e304Kn+128K2
n/L

≤ (Saw
x )2e1632+L/16

= Cfacd
1/16(Saw

x )2.

Thus the degree tuning is uniform over the entire auxiliary alphabet range.
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4. Clipping on successful pilots. On Gx, the polynomial oscillation bound places Px,Kn(qx)
in the clipping interval, since d1/4 ≥ 1. Projection onto that interval consequently gives

Eaux[(Tx − Px,Kn(qx))
2 | N ′] ≤ Cfacd

1/16(Saw
x )2.

Indeed, projection contracts distance from Px,Kn(qx), and

Eaux[(Zx − Px,Kn(qx))
2 | N ′] ≤ Eaux[(Zx − Fϵ(bx))

2 | N ′].

For the clipping bias, the scalar projection inequality

|Π[−uclip,uclip](vclip)− vclip| ≤
v2clip
uclip

, uclip > 0, vclip ∈ R,

follows by considering |vclip| ≤ uclip and |vclip| > uclip. Applying it with clipping radius d1/4Saw
x >

0, and using factorial unbiasedness, yields⃓⃓
Eaux[Tx | N ′]− Px,Kn(qx)

⃓⃓
≤ Cfacd

−3/16Saw
x on Gx.

5. Approximation error in occupied cells. For px > 0, define

ρ1x = πx, ρ0x = 1− πx.

By Definition 2 and Assumption 2,

s(qx) = px, sa(qx) = pxρax > 0, Da(qx) = sa(qx), ρax ≥ ϵ.

It follows from Definitions 3 and 6 that

Fϵ(qx) = pxmax
a

µax, Ψ(P) =
∑︂
x∈[d]

Fϵ(qx).

The same cell identity holds when px = 0, because then qx = 0.
We record the kernel moments used in the approximation. Define, for t ∈ [−π, π], the

continuously extended sine ratio and its fourth-power mass by

SKn(t) =

⎧⎨⎩
sin(Knt/2)

sin(t/2)
, t ̸= 0,

Kn, t = 0,
AKn =

∫︂ π

−π
SKn(t)

4 dt.

The finite cosine expansion is

SKn(t)
2 = Kn + 2

Kn−1∑︂
j=1

(Kn − j) cos(jt).

Indeed, multiplying the right side by 2(1−cos t) and using the cosine product identity telescopes
to 2(1− cos(Knt)); division by 4 sin2(t/2) proves the identity for t ̸= 0, and continuity supplies
its value at zero. Cosine orthogonality and the finite square sum give

Kn−1∑︂
j=1

{2(Kn − j)}2 = 4

Kn−1∑︂
j=1

j2 =
2

3
(Kn − 1)Kn(2Kn − 1),
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where the square-sum formula follows by summing the successive differences of cubes. Conse-
quently,

AKn = 2πK2
n + π

Kn−1∑︂
j=1

{2(Kn − j)}2

=
2π

3
Kn(2K

2
n + 1) ≥ 4π

3
K3

n, JKn(t) =
SKn(t)

4

AKn

.

The same cosine expansion, integrated without squaring, yields∫︂ π

−π
SKn(t)

2 dt = 2πKn.

For |t| ≤ π, the sine lower bound gives

|t| ≤ π| sin(t/2)|, t2 ≤ π2 sin2(t/2).

For t ̸= 0, it follows that
t2SKn(t)

4 ≤ π2 sin2(Knt/2)SKn(t)
2

≤ π2SKn(t)
2.

At t = 0, this inequality follows directly from its zero left side. Integrating and normalizing
therefore gives ∫︂ π

−π
t2SKn(t)

4 dt ≤ 2π3Kn,

∫︂ π

−π
t2JKn(t) dt ≤

24

K2
n

≤ 64

K2
n

,

using the mass lower bound and π2 ≤ 16. Finally, the nonnegative square (Kn|t| − 2)2 implies

|t| ≤ Kn

4
t2 +

1

Kn
.

Since the kernel is nonnegative and integrates to one, we obtain∫︂ π

−π
|t|JKn(t) dt ≤

Kn

4

∫︂ π

−π
t2JKn(t) dt+

1

Kn

≤ 7

Kn
≤ 32

Kn
.

For qay,x = bay,x + ray,x cos θay,x, define

θay,x = arccos

(︃
qay,x − bay,x

ray,x

)︃
on Gx.

Taylor’s formula gives

ray,x| cos(θay,x + t)− cos θay,x| ≤
√︂

(qay,x − ℓay,x)(uay,x − qay,x) |t|

+
ray,x
2

t2.

Applying Lemma 1 at qx inside the tensor convolution therefore gives

|Px,Kn(qx)− Fϵ(qx)| ≤ 64

1∑︂
a=0

(︃
1 +

px
sa(qx)

)︃{︄∑︁
y

√︁
(qay,x − ℓay,x)(uay,x − qay,x)

Kn
+

Ra,x

K2
n

}︄
.
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The localized coordinate formulas imply

hay,x ≤ H0(H0 + 2)
(︂√︁

qay,xδp + δp

)︂
.

To see this, the lower-endpoint inequality implies

cay,x −H0

(︂√︁
cay,xδp + δp

)︂
≤ qay,x.

Solving the resulting quadratic inequality in
√
cay,x gives√︁

cay,xδp ≤
√︁
qay,xδp + (H0 + 1)δp,

which yields the stated half-width bound.
There is also the boundary-sensitive estimate√︂

(qay,x − ℓay,x)(uay,x − qay,x) ≤ 2H0(H0 + 2)
√︁

qay,xδp.

For qay,x ≤ δp, bound the left distance by qay,x, the right distance by 2hay,x, and the half width
by 2H0(H0 + 2)δp. For qay,x > δp, the product of the two distances is at most h2ay,x, and the
half-width bound applies. Summing coordinate radii also gives

Ra,x ≤ 2H0(H0 + 2)

(︃√︂
sa(qx)δp + δp

)︃
.

For d ≥ 2, the mass bound in Lemma 1 supplies

1∑︂
a=0

px
sa(qx)

1∑︂
y=0

√
qay,x ≤ 2

√
2

√︃
px
ϵ
.

For d = 1, the unique cell has px = 1, and the same bound follows directly from the two arm
masses. For each arm, Cauchy–Schwarz and sa(qx) ≥ ϵpx > 0 give

1∑︂
y=0

√
qay,x ≤

√︁
2sa(qx),

px
sa(qx)

1∑︂
y=0

√
qay,x ≤

√
2 px√︁
sa(qx)

≤
√︃

2px
ϵ

.

Adding the two arm inequalities proves the displayed mass bound also in this case. Together
with 1 + px/sa(qx) ≤ 2px/sa(qx), this bound now yields

|Px,Kn(qx)− Fϵ(qx)| ≤ 512H0(H0 + 2)

{︄√
2

Kn

√︃
pxL

mϵ
+

1

K2
n

(︄√︃
pxL

mϵ
+

L

mϵ

)︄}︄
.

Define

ηx =

√︃
px
mϵL

+
1

mϵL
,

Cocc = 512H0(H0 + 2)
√
2

(︃
1

κ/2
+

1

(κ/2)2

)︃
.

Using Kn ≥ (κ/2)L and L ≥ 1, we conclude that

|Px,Kn(qx)− Fϵ(qx)| ≤ Coccηx on Gx, px > 0.
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Combining this estimate with the clipping bounds and integrating over the pilot gives

Eaux[(Tx − Fϵ(qx))
21Gx ] ≤ 2Cfacd

1/16Eaux(S
aw
x )2 + 2C2

occη
2
x,

|Eaux[(Tx − Fϵ(qx))1Gx ]| ≤ Coccηx + Cfacd
−3/16EauxS

aw
x .

The squared bound uses (v + w)2 ≤ 2v2 + 2w2; the mean bound uses the triangle inequality.
6. Null cells and uniform successful-pilot bounds. If px = 0, every pilot and evaluation count

in that cell is zero almost surely. Hence

qx = 0, bay,x = ray,x =
H0L

2m
, ℓay,x = 0, Paux(Gx) = 1.

At the lower corner, the factorial statistic equals the polynomial value:

Zx = Px,Kn(0).

This follows either by substituting zero counts in the factorial expansion or by its expectation
identity, since the evaluation counts are constant. The polynomial oscillation bound places this
value inside the clipping interval, so

Tx = Px,Kn(0).

From Definition 6,
0 ≤ Fϵ(v) ≤ s(v), v ∈ R4

+.

At the null corner, a displaced coordinate in the convolution is ray,x(1− cos t) ≤ ray,xt
2/2. The

second kernel moment thus gives

|Tx − Fϵ(0)| ≤
32

K2
n

∑︂
a,y

ray,x =
64H0L

mK2
n

.

Define

Cnull =
64H0

(κ/2)2
, Capp = Cocc + Cnull.

Since Kn ≥ (κ/2)L and ϵ ≤ 1, the null-cell error is at most Cnullηx.
Therefore, for every cell, occupied or null, the successful-pilot estimates take the common

form
Eaux[(Tx − Fϵ(qx))

21Gx ] ≤ Cvd
1/16Eaux(S

aw
x )2 + Ceη

2
x,

|Eaux[(Tx − Fϵ(qx))1Gx ]| ≤ Cb

(︂
ηx + d−3/16EauxS

aw
x

)︂
,

where the universal constants are

Cv = 2Cfac, Ce = 2C2
app, Cb = Capp + Cfac.

These enlargements use the nonnegativity of the clipping scales and of ηx.
7. Unconditional clipping-scale moments. For each pilot, the coordinate inequalities ray,x ≤

hay,x and cay,x ≤ bay,x imply

Ra,x ≤ 2H0

(︃√︂
sa(bx)δp + δp

)︃
.
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Using Da(bx) ≥ sa(bx) and Da(bx) ≥ ϵs(bx), separately according as sa(bx) ≥ ϵs(bx) or sa(bx) <
ϵs(bx), gives

s(bx)

Da(bx)
Ra,x ≤ 2H0

(︄√︃
s(bx)δp

ϵ
+

δp
ϵ

)︄
.

The unweighted radius satisfies this same bound, since sa(bx) ≤ s(bx) and ϵ ≤ 1. Consequently,

Saw
x ≤ 16H0

(︄√︃
s(bx)δp

ϵ
+

δp
ϵ

)︄
,

(Saw
x )2 ≤ 512H2

0

(︄
s(bx)δp

ϵ
+

δ2p
ϵ2

)︄
.

The midpoint formulas also give

bay,x ≤ (1 +H0)cay,x + 2H0δp, s(bx) ≤ (1 +H0)
∑︂
a,y

cay,x + 8H0δp.

For example, use bay,x ≤ cay,x + hay,x and
√︁

cay,xδp ≤ cay,x + δp. Because Eauxcay,x = qay,x,
integration yields

Eaux(S
aw
x )2 ≤ 512H2

0

{︄
(1 +H0)

pxδp
ϵ

+ 8H0

δ2p
ϵ
+

δ2p
ϵ2

}︄
.

Define, for every cell,

ax =
pxL

mϵ
+

L2

m2ϵ2
, Cs = 512H2

0 (1 + 9H0).

Since ϵ ≤ 1,
Eaux(S

aw
x )2 ≤ Csax.

8. Failed-pilot moments. Define the nonnegative coordinate scores by

epay,x = |cay,x − qay,x|+ hay,x, epx =
∑︂
a,y

epay,x.

We need both a probability bound and moments retaining the cell mass:

Paux(Gc
x) ≤ 8e−40L,

Eaux(e
p
ay,x)

4 ≤
(︃

H0

1024

)︃4

1020
(︂√︁

qay,xδp + δp

)︂4
,

Eaux[e
p
x1Gc

x
] ≤ H0

1024
10160e−20L

(︂√︁
pxδp + δp

)︂
.

Here are the underlying calculations. For any λ◦ ≥ 0 and N◦ ∼ Pois(λ◦), define

s◦ =
√︁

λ◦L+ L, e◦ = |N◦ − λ◦|+ 1024
(︂√︁

N◦L+ L
)︂
, ϑ◦ =

1

2s◦
.
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The centered Poisson generating function is

Eet(N◦−λ◦) = exp{λ◦(e
t − 1− t)}.

If λ◦ = 0, then N◦ = 0 almost surely, and both tail events below have probability zero. For
λ◦ > 0, define the deviation threshold and exponential tilt at an arbitrary nonnegative level by

ztail ∈ [0,∞), xup =
√︁

2λ◦ztail + 2ztail, ϑup = log

(︃
1 +

xup
λ◦

)︃
≥ 0.

Exponential Markov inequality and the generating function give

Pr{N◦ − λ◦ > xup} ≤ exp
{︂
−ϑupxup + λ◦(e

ϑup − 1− ϑup)
}︂

= exp
{︁
−
[︁
(λ◦ + xup)ϑup − xup

]︁}︁
.

The logarithmic lower bound follows from

d

dξlog

{︃
log(1 + ξlog)−

2ξlog
ξlog + 2

}︃
=

ξ2log
(1 + ξlog)(ξlog + 2)2

≥ 0, ξlog ∈ [0,∞),

since the difference is zero at ξlog = 0. Applying it at xup/λ◦ gives

ϑup ≥ 2xup
2λ◦ + xup

, (λ◦ + xup)ϑup − xup ≥
x2up

2λ◦ + xup
≥ ztail.

The last inequality follows by expanding the threshold:

x2up − ztail(2λ◦ + xup) = 3ztail
√︁
2λ◦ztail + 2z2tail ≥ 0.

Thus the upper-tail probability is at most e−ztail . Taking ztail = 40L, and applying the lower-tail
exponential Markov inequality with e−t − 1 + t ≤ t2/2, t ≥ 0, gives

Pr
{︂
N◦ − λ◦ >

√︁
80λ◦L+ 80L

}︂
≤ e−40L, Pr

{︂
λ◦ − N◦ >

√︁
80λ◦L

}︂
≤ e−40L.

The event {︃
|N◦ − λ◦| >

1024

4

(︂√︁
N◦L+ L

)︂}︃
is contained in the union of these two tail events: on their complement, substitute λ◦ ≤ N◦ +
|N◦ − λ◦| and square the nonnegative terms. Since H0 ≥ 1024, failure of a pilot coordinate
implies the corresponding event above. A union bound over the four coordinates proves the
probability estimate.

For the moments, square-root subadditivity and
√︁
|N◦ − λ◦|L ≤ {|N◦ − λ◦|+ L}/2 imply

e◦ ≤ 1536 (s◦ + |N◦ − λ◦|) .

Also s◦ ≥ 1, λ◦ ≤ s2◦, and λ◦ϑ
2
◦ ≤ 1/4. Using |et − 1 − t| ≤ t2 for |t| ≤ 1 in the generating

function therefore gives

E exp

(︃
e◦

4096s◦

)︃
≤ e1/2

(︂
Eeϑ◦(N◦−λ◦) + Ee−ϑ◦(N◦−λ◦)

)︂
≤ 2e3/4 ≤ 8.
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Thus, for j = 2, 4, the inequality vj ≤ j!ev, v ≥ 0, yields

Eej◦ ≤ 8j! 4096jsj◦ ≤ 104j+4sj◦.

Substituting λ◦ = mqay,x gives the displayed fourth-moment bound, because

epay,x ≤ H0

1024m
e◦.

We next localize the scalar moments before summing over failing coordinates. For the scalar
Poisson count above, define

∆◦ = |N◦ − λ◦|, B◦ =
{︂
∆◦ > 256

(︂√︁
N◦L+ L

)︂}︂
.

Applying the exponential Markov calculations at level 80L gives

Pr
{︂
N◦ − λ◦ >

√︁
160λ◦L+ 160L

}︂
≤ e−80L, Pr

{︂
λ◦ − N◦ >

√︁
160λ◦L

}︂
≤ e−80L.

To compare B◦ with these events, first suppose N◦ ≥ λ◦. On B◦,√︁
160λ◦L+ 160L ≤ 16

√︁
N◦L+ 160L ≤ 256

(︂√︁
N◦L+ L

)︂
< ∆◦.

If N◦ < λ◦, then λ◦ = N◦+∆◦. The defining inequality of B◦, and monotonicity of the quadratic
above that threshold, give

∆2
◦ − 160L∆◦ − 160N◦L > 65376N◦L+ 90112L

√︁
N◦L+ 24576L2 > 0.

Thus ∆◦ >
√
160λ◦L. The two cases prove

Pr(B◦) ≤ 2e−80L.

The exponential score bound above also yields, for every integer 1 ≤ jmom ≤ 8,

Eejmom
◦ ≤ 8jmom! 4096

jmomsjmom
◦ ≤ 104jmom+4sjmom

◦ .

For jmom ∈ {1, 2, 4}, define the positive balancing coefficient by

υ◦,jmom =
e−40L

sjmom
◦

.

The nonnegative square (υ◦,jmome
jmom
◦ − 1)2, on B◦, proves the pointwise inequality

ejmom
◦ 1B◦ ≤ 1

2

(︂
υ◦,jmome

2jmom
◦ + υ−1

◦,jmom
1B◦

)︂
.

Outside B◦, its left side is zero and its right side is nonnegative. Integration therefore gives the
localized scalar bound

E
[︁
ejmom
◦ 1B◦

]︁
≤ 108jmom+4 + 2

2
e−40Lsjmom

◦

≤ 108jmom+8e−40Lsjmom
◦ .
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For each (a, y) ∈ {0, 1}2 and each cell x, define the raw score, raw local scale, and raw failure
event by

eay,x = |N ′
ay,x −mqay,x|+ 1024

(︂√︂
N ′

ay,xL+ L
)︂
, say,x =

√︁
mqay,xL+ L,

Bay,x =
{︂
|N ′

ay,x −mqay,x| > 256
(︂√︂

N ′
ay,xL+ L

)︂}︂
, B∪

x =
⋃︂
a,y

Bay,x.

The interval-failure criterion and H0 ≥ 1024 imply

Gc
x ⊆ B∪

x , epay,x ≤ H0

1024m
eay,x.

For jmom ∈ {1, 2, 4}, consider the contribution of one coordinate’s score on another coordinate’s
failure event. If (a, y) = (a′, y′), the localized scalar bound gives

Eaux

[︁
ejmom
ay,x 1Bay,x

]︁
≤ 108jmom+8e−40Lsjmom

ay,x .

If (a, y) ̸= (a′, y′), independence of the pilot coordinates factors the expectation:

Eaux

[︂
ejmom
ay,x 1Ba′y′,x

]︂
= Eauxe

jmom
ay,x Pr(Ba′y′,x)

≤ 2 · 104jmom+4e−40Lsjmom
ay,x ,

where the scalar probability bound was enlarged from 2e−80L to 2e−40L. Hence both cases satisfy

Eaux

[︂
ejmom
ay,x 1Ba′y′,x

]︂
≤
(︁
108jmom+8 + 2 · 104jmom+4

)︁
e−40Lsjmom

ay,x .

The union indicator and the finite-sum power inequality give the pointwise bound(︄∑︂
a,y

eay,x

)︄jmom

1B∪
x
≤ 4jmom−1

∑︂
a′,y′

∑︂
a,y

ejmom
ay,x 1Ba′y′,x .

To sum the local scales, Cauchy–Schwarz and
∑︁

a,y qay,x = px give

∑︂
a,y

say,x ≤ 2
√︁

mpxL+ 4L ≤ 4
(︂√︁

mpxL+ L
)︂
,

∑︂
a,y

sjmom
ay,x ≤ 4

(︄∑︂
a,y

say,x

)︄jmom

.

Integrating the pointwise bound and inserting the two coordinate cases therefore yields

Eaux

⎡⎣(︄∑︂
a,y

eay,x

)︄jmom

1B∪
x

⎤⎦ ≤ 42jmom+1
(︁
108jmom+8 + 2 · 104jmom+4

)︁
e−40L

(︂√︁
mpxL+ L

)︂jmom

≤ 1080(jmom+1)e−20L
(︂√︁

mpxL+ L
)︂jmom

.

The last enlargement uses, for the three moment orders,

42jmom+1
(︁
108jmom+8 + 2 · 104jmom+4

)︁
≤ 1080(jmom+1), e−40L ≤ e−20L.
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Finally, the raw-score comparison and

√
mpxL+ L

m
=
√︁
pxδp + δp

prove the normalized aggregate bound

Eaux

[︁
(epx)

jmom1Gc
x

]︁
≤
(︃

H0

1024

)︃jmom

1080(jmom+1)e−20L
(︂√︁

pxδp + δp

)︂jmom

.

Taking jmom = 1 gives the stated aggregate first-moment estimate with numerical constant
10160.

The midpoint error satisfies

|bay,x − qay,x| ≤ epay,x, s(bx) ≤ px + epx.

Using the clipping-scale square bound from the preceding step, we obtain

Eaux[(S
aw
x )21Gc

x
] ≤ 512H2

0

{︃
8e−40Lax +

δp
ϵ

H0

1024
10160e−20L

(︂√︁
pxδp + δp

)︂}︃
.

Since
δp
ϵ

(︂√︁
pxδp + δp

)︂
≤ 2ax,

where
√︁
pxδp ≤ px + δp and ϵ ≤ 1, this becomes

Eaux[(S
aw
x )21Gc

x
] ≤ Cfail,se

−20Lax,

with

Cfail,s = 512H2
0

(︃
8 + 2

H0

1024
10160

)︃
.

For an occupied cell, Lemma 1 gives

|Fϵ(bx)− Fϵ(qx)| ≤ 4
∑︂
a,y

px
sa(qx)

epay,x.

The fourth-moment and probability estimates imply

Eaux[(e
p
ay,x)

21Gc
x
] ≤

{︁
Eaux(e

p
ay,x)

4
}︁1/2

Pr(Gc
x)

1/2

≤
√
8 · 1020

(︃
H0

1024

)︃2

e−20L
(︂√︁

qay,xδp + δp

)︂2
.

For each arm, the overlap floor gives(︃
px

sa(qx)

)︃2∑︂
y

(︂√︁
qay,xδp + δp

)︂2
≤ 8ax.

Indeed, the left side is at most

2
p2xδp
sa(qx)

+ 4
p2xδ

2
p

sa(qx)2
≤ 2

pxδp
ϵ

+ 4
δ2p
ϵ2
.
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Squaring the four-coordinate sum consequently yields

Eaux[(Fϵ(bx)− Fϵ(qx))
21Gc

x
] ≤ Cfail,fe

−20Lax,

where

Cfail,f = 1024
√
8 · 1020

(︃
H0

1024

)︃2

.

Clipping supplies the pathwise bound

|Tx − Fϵ(qx)| ≤ d1/4Saw
x + |Fϵ(bx)− Fϵ(qx)|.

Hence, with
Cd = 2(Cfail,s + Cfail,f),

we have
Eaux[(Tx − Fϵ(qx))

21Gc
x
] ≤ Cdd

−4ax.

Here
d1/2e−20L ≤ d−4, e−20L ≤ d−4

for every d ≥ 1. For null cells, Gc
x has probability zero, so the same bound follows directly.

9. Independent-cell risk assembly. Define, on the whole auxiliary sample space,

Egood
x = (Tx − Fϵ(qx))1Gx , Ebad

x = (Tx − Fϵ(qx))1Gc
x
.

Then
Tx − Fϵ(qx) = Egood

x + Ebad
x , Egood

x Ebad
x = 0.

All these variables have finite second moments by the preceding estimates. Independence of the
complete cell statistics gives

Eaux

(︄∑︂
x

Tx −Ψ(P)

)︄2

=
∑︂
x

Varaux(Tx) +

{︄∑︂
x

Eaux(Tx − Fϵ(qx))

}︄2

.

The disjoint error decomposition implies

Varaux(Tx) ≤ Eaux(E
good
x )2 + Eaux(E

bad
x )2.

Applying (v + w)2 ≤ 2v2 + 2w2 to the total bias, and Cauchy–Schwarz to its failed-pilot part,
therefore gives

Eaux

(︄∑︂
x

Tx −Ψ(P)

)︄2

≤
∑︂
x

Eaux(E
good
x )2 + 2

{︄∑︂
x

EauxE
good
x

}︄2

+ (1 + 2d)
∑︂
x

Eaux(E
bad
x )2.

10. Absorption of the pilot scales. Assume the active-branch condition d/L ≤ nϵ, and define

raux =
d

mϵL
, msum =

∑︂
x

ax =
L

mϵ
+

dL2

m2ϵ2
.
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Then

0 < raux ≤ 8, msum ≤ L2 + 8L4

mϵL
.

The second inequality follows by substituting d ≤ 8mϵL into its second summand.
For a positive real δdec, define the numerical envelope

M(δdec) =

(︄
eδdec/2

δdec/2

)︄2

+ 8

(︄
eδdec/4

δdec/4

)︄4

.

The elementary inequality log z ≤ zu/u, z ≥ 1, u > 0, applied with z = ed, gives

(L2 + 8L4)d−δdec ≤ M(δdec).

Set
Cvar = M(15/16), Cbias = M(3/8), Cbad,sum = M(1).

Thus
d1/16

∑︂
x

Eaux(S
aw
x )2 ≤ CsCvarraux.

The probability-mass identity and Cauchy–Schwarz give

∑︂
x

ηx ≤
√
raux + raux,

∑︂
x

η2x ≤

(︄∑︂
x

ηx

)︄2

≤ 18raux.

Also, (︄∑︂
x

EauxS
aw
x

)︄2

≤ d
∑︂
x

Eaux(S
aw
x )2,

and hence

d−3/8

(︄∑︂
x

EauxS
aw
x

)︄2

≤ CsCbiasraux.

The successful-pilot estimates now imply∑︂
x

Eaux(E
good
x )2 ≤ (CvCsCvar + 18Ce)raux,

(︄∑︂
x

EauxE
good
x

)︄2

≤ 2C2
b(18 + CsCbias)raux.

For the failed-pilot term, d d−4 ≤ 1 gives

d
∑︂
x

Eaux(E
bad
x )2 ≤ Cdmsum ≤ CdCbad,sumraux,

so, since d ≥ 1,

(1 + 2d)
∑︂
x

Eaux(E
bad
x )2 ≤ 3CdCbad,sumraux.

Define
CP = CvCsCvar + 4C2

b(18 + CsCbias) + 3CdCbad,sum + 18Ce + 1.
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This is a positive finite universal constant. The independent-cell assembly yields

Eaux

(︄∑︂
x

Tx −Ψ(P)

)︄2

≤ CP
d

mϵL
.

Finally, define the projected auxiliary statistic by

Vaux = Π[0,1]

(︄∑︂
x

Tx

)︄
.

Since Ψ(P) ∈ [0, 1], projection contracts its squared error, giving

Eaux(Vaux −Ψ(P))2 ≤ CP
d

mϵL
.

11. Fixed-sample transfer. Set

D0 = 2, C⋆ = 3 + 8 log(2e) + 8CP.

Then D0 ≥ 2 and 0 < C⋆ < ∞. For the admissible theorem parameters n ≥ 1, d ≥ 2, the finite
sample alphabet makes the estimator in Algorithm 1 measurable. Its auxiliary variables are
integrated by the specified finite sum, so it is a deterministic function of the observations.

Fix an admissible observed law and its sampling law from Assumption 1. First consider
d < D0. With the chosen cutoff this branch has an empty parameter range, because d ≥ 2 = D0.

Next suppose d ≥ D0 and nϵ < d/L. The estimator equals 1/2, and

EP

(︂ˆ︁V AF
n,d,ϵ −Ψ(P)

)︂2
≤ 1

4
, min

{︃
1,

d

nϵL

}︃
= 1.

This proves the desired bound on that branch.
On the active branch, put the auxiliary count and marks alongside the fixed observed sample.

Conditional averaging of squared error gives

EP

(︂ˆ︁V AF
n,d,ϵ −Ψ(P)

)︂2
≤ Eaux

[︁
(Vaux −Ψ(P))21{M≤n}

]︁
+ Pr(M > n)Ψ(P)2.

Indeed, the auxiliary mixture has value zero on overflow. For each k ≤ n, the first k observations
have law P⊗k; consequently the integrated nonoverflow loss is exactly the corresponding part of
the unrestricted finite-Poisson experiment.

The quarter-mean Poisson cap satisfies

Pr(M > n) ≤ e−n/2.

For example, exponential Markov inequality at t = log 4 gives

Pr(M > n) ≤ e−n(log 4−3/4) ≤ e−n/2.

Also, en/2 ≥ n/2, L ≤ d, and ϵ ≤ 1/2 imply

e−n/2 ≤ 2

n
≤ 2

d

nϵL
.
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Since Ψ(P)2 ≤ 1, the auxiliary risk bound and m = n/8 therefore give

EP

(︂ˆ︁V AF
n,d,ϵ −Ψ(P)

)︂2
≤ (8CP + 2)

d

nϵL
.

The estimator and target both lie in [0, 1], so the risk is also at most one. Splitting according
as d/(nϵL) ≥ 1 or d/(nϵL) ≤ 1, we obtain

EP

(︂ˆ︁V AF
n,d,ϵ −Ψ(P)

)︂2
≤ (8CP + 2)min

{︃
1,

d

nϵL

}︃
≤ C⋆min

{︃
1,

d

nϵL

}︃
.

12. Uniformity over sampling laws. The preceding estimates hold for every admissible
observed law and every family of sampling laws satisfying Assumption 1. If the admissible class
is empty, its worst-risk value, with the empty-class convention zero, satisfies the bound because
the right side is nonnegative. Otherwise, taking the supremum of the pointwise bound gives

sup
P∈Dobs

d,ϵ

EP

[︃{︂ˆ︁V AF
n,d,ϵ −Ψ(P)

}︂2
]︃
≤ C⋆min

{︃
1,

d

nϵLd

}︃
.

Together with measurability and determinism, this proves the claim.

Proof of Theorem 4. 1. Approximation and constrained priors. We first establish the
packet lower bound. Throughout the approximation argument, assume

K ≥ 2, 2 ≤ M ≤ K2, 0 ≤ ϵ ≤ 1
2 ,

and write

E = Ew
K,M,ϵ, ∆ = ∆K,M,ϵ, zM (ω) =

M

2
(1 + cosω), ϑM = arccos(2/M − 1).

Thus zM (ϑM ) = 1. For integers N ≥ 2, use JN , kN , GN from Lemma 2, and define the
Lebesgue-normalized kernel

JJ
N (ω) =

JN (ω)

2π
, ω ∈ R.

We will use the following two kernel moments:∫︂ π

−π
ω2JJ

N (ω) dω ≤ 64

N2
,

∫︂ π

−π
|ω|JJ

N (ω) dω ≤ 32

N
.

Here is a direct derivation. Set, with removable values filled continuously,

DN (ω) =
sin(Nω/2)

sin(ω/2)
, ZJ

N =

∫︂ π

−π
DN (ω)4 dω.

The finite geometric-sum identity and orthogonality give

DN (ω)2 = N + 2
N−1∑︂
ℓ=1

(N − ℓ) cos(ℓω),

∫︂ π

−π
DN (ω)2 dω = 2πN, ZJ

N =
2π

3
N(2N2 + 1) ≥ 4π

3
N3, JJ

N =
D4

N

ZJ
N

.
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For |ω| ≤ π, the inequality | sin(ω/2)| ≥ |ω|/π implies

ω2DN (ω)4 ≤ π2DN (ω)2.

Consequently, ∫︂ π

−π
ω2JJ

N (ω) dω ≤ 2π3N

(4π/3)N3
≤ 24

N2
≤ 64

N2
.

Finally, integrating

|ω| ≤ N

4
ω2 +

1

N

against JJ
N , whose integral is one, proves∫︂ π

−π
|ω|JJ

N (ω) dω ≤ N

4

24

N2
+

1

N
≤ 32

N
.

2. Define the nonlinear remainder and its angular version by

gϵ(z) = ϵ(1− z)+ + (1− 2ϵ)
(z − 1)+
1 + z

, z ≥ 0, fM,ϵ(ω) = gϵ{zM (ω)}, ω ∈ R.

Splitting at z = 1 gives
ϕϵ(z) = ϵ(z − 1) + gϵ(z).

For later integration, define the smooth curvature on the entire circle, including the kink
locations, by

aM,ϵ(ω) =

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
ϵ
M

2
cosω, zM (ω) < 1,

−
4(1− 2ϵ){z′M (ω)}2

{1 + zM (ω)}3
+

2(1− 2ϵ)z′′M (ω)

{1 + zM (ω)}2
, zM (ω) > 1,

0, zM (ω) = 1.

On each open smooth arc this equals f ′′
M,ϵ. Since

z′M (ω) = −M

2
sinω, z′′M (ω) = −M

2
cosω, {z′M (ω)}2 = zM (ω){M − zM (ω)},

we have
|aM,ϵ(ω)| ≤ 5M.

Indeed, the lower branch is bounded by M/4, while on the upper branch

|aM,ϵ(ω)| ≤
4MzM (ω)

{1 + zM (ω)}3
+

M

{1 + zM (ω)}2
≤ 5M.

The scalar derivative jump is

g′ϵ(1+)− g′ϵ(1−) =
1− 2ϵ

2
+ ϵ =

1

2
.

Thus the angular derivative has a positive jump of size

J jump
M =

√
M − 1

2
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at each of −ϑM and ϑM .

Twice integrating by parts on the three arcs [−π,−ϑM ], [−ϑM , ϑM ], and [ϑM , π] therefore
yields ∫︂ π

−π
fM,ϵ(ω)kN (ω − ϑM )

dω

2π
=

∫︂ π

−π
aM,ϵ(ω)GN (ω − ϑM )

dω

2π

+

√
M − 1

4π
{GN (0) +GN (2ϑM )}.

The endpoint terms at −π and π cancel by periodicity; the two remaining boundary terms
are the displayed derivative jumps. The bounds in Lemma 2 supply universal constants
cloc, Cloc > 0 such that

cloc
N

≤ |GN (0)|,
∫︂ π

−π
|GN (ω)| dω

2π
≤ Cloc

N2
.

In particular, with
Csm = 5Cloc,

the smooth contribution satisfies⃓⃓⃓⃓∫︂ π

−π
aM,ϵ(ω)GN (ω − ϑM )

dω

2π

⃓⃓⃓⃓
≤ CsmM

N2
.

To control the other kink, put
βM = π − ϑM .

Since M ≥ 2, one has ϑM ∈ [π/2, π), and hence

∥2ϑM∥T = 2βM , cosβM = 1− 2

M
.

The inequality 1− cosβM ≤ β2
M/2 gives

βM ≥ 2√
M

, ∥2ϑM∥T ≥ 4√
M

.

Applying the localized bound for GN gives, with

Copp =
Cloc

16
,

|GN (2ϑM )| ≤ Cloc

N{1 +N∥2ϑM∥T}2
≤ CoppM

N3
.

Choose a universal integer A0 satisfying

A0 > max

{︃
1,

2Copp

cloc
,
32πCsm

cloc

}︃
, N = A0K.

Then
2Copp ≤ clocA

2
0, 32πCsm ≤ clocA0,
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so M ≤ K2 implies

|GN (2ϑM )| ≤ cloc
2N

, |GN (0) +GN (2ϑM )| ≥ cloc
2N

.

Also,
√
M − 1 ≥

√
M

2
,

CsmM

N2
≤ cloc

√
M

32πN
.

The integration-by-parts identity consequently proves⃓⃓⃓⃓∫︂ π

−π
fM,ϵ(ω)kN (ω − ϑM )

dω

2π

⃓⃓⃓⃓
≥ cloc

√
M

32πN
.

3. Define the two-center packet and its normalization by

HK,M (ω) = kN (ω − ϑM ) + kN (ω + ϑM ), WK,M =

∫︂ π

−π
{1 + zM (ω)}|HK,M (ω)| dω

2π
.

The frequency exclusions in Lemma 2 imply∫︂ π

−π
Ptest{zM (ω)}HK,M (ω)

dω

2π
= 0, degPtest ≤ K.

Indeed, composing such a polynomial with zM produces a trigonometric polynomial with
frequencies of absolute value at most K, whereas the translated packets have frequencies
between 2N + 2 and 6N − 2. Translation preserves these exclusions.

Both fM,ϵ and kN are even, so their pairings with the two translates agree. The affine
term in ϕϵ = ϵ(z − 1) + gϵ is annihilated. Thus⃓⃓⃓⃓∫︂ π

−π
ϕϵ{zM (ω)}HK,M (ω)

dω

2π

⃓⃓⃓⃓
= 2

⃓⃓⃓⃓∫︂ π

−π
fM,ϵ(ω)kN (ω − ϑM )

dω

2π

⃓⃓⃓⃓
≥ cloc

16πA0

√
M

K
.

We next verify the normalization over the whole parameter range. The nonnegative Jack-
son kernel has a strict maximum at the periodic origin: the geometric-sum representation
of DN gives

|DN (ω)| < N when cosω < 1, |DN (0)| = N.

Since cos(2ϑM ) < 1,

HK,M (ϑM ) = JN (0) + JN (2ϑM ) cos(8NϑM ) ≥ JN (0)− JN (2ϑM ) > 0.

Continuity and nonnegativity of the integrand defining WK,M therefore give WK,M > 0.

For the upper bound, use

|HK,M (ω)| ≤ JN (ω − ϑM ) + JN (ω + ϑM )

and the identity

zM (ω + ϑM ) + zM (ω − ϑM ) = 2 + (M − 2)(1− cosω).
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After translating the two periodic integrals,

WK,M ≤
∫︂ π

−π
{4 + (M − 2)(1− cosω)}JJ

N (ω) dω

≤ 4 +
M − 2

2

∫︂ π

−π
ω2JJ

N (ω) dω

≤ 4 +
32(M − 2)

N2
≤ 36.

Define
cp =

cloc
576πA0

> 0.

Dividing the packet response by WK,M ≤ 36 proves⃓⃓⃓⃓∫︂ π

−π
ϕϵ{zM (ω)}

HK,M (ω)

WK,M

dω

2π

⃓⃓⃓⃓
≥ cp

√
M

K
.

4. The packet parts in the statement are explicitly

σ+ = (zM )#

[︄(︃
HK,M

WK,M

)︃
+

dω

2π

]︄
, σ− = (zM )#

[︄(︃
−
HK,M

WK,M

)︃
+

dω

2π

]︄
,

where both measures inside the brackets are restricted to [−π, π]. They are finite and
supported on [0,M ], and therefore have integrable first moments. The packet is even,
and the fibers of zM consist of points with equal packet sign; these are the positive and
negative Jordan parts of the pushed signed packet.

The annihilation and normalization established above give∫︂
zℓ dσ+ =

∫︂
zℓ dσ−, ℓ = 0, . . . ,K,

∫︂
(1 + z) d(σ+ + σ−) = 1.

Writing, as in Definition 10,

t = σ+(R), u =

∫︂
z dσ+, z0 =

1− u

1− t
,

the degree-zero and degree-one identities imply

σ−(R) = t,

∫︂
z dσ− = u, t+ u =

1

2
.

Since t, u ≥ 0,

0 ≤ t ≤ 1

2
, z0 =

1/2 + t

1− t
,

1

2
≤ z0 ≤ 2 ≤ M.

In particular t < 1, so the completion map is defined, and its positive-part coefficient
equals 1− t. Set

ν0 = σ− + (1− t)δz0 , ν1 = σ+ + (1− t)δz0 .
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Their masses and first moments satisfy

ν0(R) = ν1(R) = t+ (1− t) = 1,

∫︂
z dν0 =

∫︂
z dν1 = u+ (1− t)z0 = 1.

The common atom cancels in every moment difference, so

(ν0, ν1) ∈ NK,M , H w(σ+, σ−) = (ν0, ν1).

It also cancels in the target difference:∫︂
ϕϵ dν1 −

∫︂
ϕϵ dν0 =

∫︂ π

−π
ϕϵ{zM (ω)}

HK,M (ω)

WK,M

dω

2π
.

Hence the explicit completion has gap at least cp
√
M/K.

5. For any real polynomial Ptest of degree at most K, define

e(Ptest) = sup
z∈[0,M ]

|ϕϵ(z)− Ptest(z)|
1 + z

.

The supremum is finite by continuity. For any feasible prior pair, polynomial moment
matching gives ∫︂

Ptest dν1 =

∫︂
Ptest dν0,

and probability normalization with mean one gives∫︂
(1 + z) dν0 =

∫︂
(1 + z) dν1 = 2.

Therefore ⃓⃓⃓⃓∫︂
ϕϵ dν1 −

∫︂
ϕϵ dν0

⃓⃓⃓⃓
=

⃓⃓⃓⃓∫︂
(ϕϵ − Ptest) dν1 −

∫︂
(ϕϵ − Ptest) dν0

⃓⃓⃓⃓
≤ e(Ptest)

1∑︂
ι=0

∫︂
(1 + z) dνι = 4e(Ptest).

Applying this bound to the packet completion and then taking the polynomial infimum
yields, with

cE =
cp
4
,

cE

√
M

K
≤ E .

In particular E > 0.

6. We now prove the reverse comparison E ≤ ∆ by a finite weighted dual construction. Define

Fw(z) =
ϕϵ(z)

1 + z
, Vw

K =

{︃
z ↦→ Ptest(z)

1 + z
: degPtest ≤ K

}︃
⊂ C([0,M ],R).
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This is a finite-dimensional subspace. Its closed ball of radius

Rbest = 2∥Fw∥∞ + 1

is compact, so the distance from Fw attains a minimum there. The zero function gives
distance at most ∥Fw∥∞, while a function outside this ball has distance at least

∥vw∥∞ − ∥Fw∥∞ > ∥Fw∥∞ + 1.

Thus a polynomial Pbest attains the global infimum:

degPbest ≤ K, e(Pbest) = E .

Define its weighted residual and extremal set by

rbest(z) =
ϕϵ(z)− Pbest(z)

1 + z
, Aext = {z ∈ [0,M ] : |rbest(z)| = E}.

There exist ordered nodes and an orientation satisfying

0 ≤ zdual0 < · · · < zdualK+1 ≤ M, odual ∈ {−1, 1},

rbest(z
dual
ℓ ) = odual(−1)ℓE , ℓ = 0, . . . ,K + 1.

To see this, suppose such nodes are absent. The positive and negative extremal sets are
disjoint compact sets. If one is empty, the constant polynomial with the other sign agrees
with the residual sign on all extrema. If both are nonempty, their positive separation
permits a finite ordered cover by sufficiently small neighborhoods. Consecutive sign blocks
in that cover have at most K transitions: K + 1 transitions would furnish the forbidden
K + 2 alternating nodes. Placing one root in each transition gap and choosing the overall
sign produces a polynomial Qsign such that

degQsign ≤ K, rbest(z)Qsign(z) > 0 (z ∈ Aext).

Put

vsign(z) =
Qsign(z)

1 + z
.

Define the set where the perturbation has the wrong sign or vanishes by

Bbad = {z ∈ [0,M ] : rbest(z)vsign(z) ≤ 0}.

This set is compact. If it is nonempty, the continuous absolute residual attains its maxi-
mum there, and

max
z∈Bbad

|rbest(z)| < E .

Indeed, equality at a maximizing point would make that point an extremum, where the
residual and perturbation have strictly positive product. Define the threshold in both
cases by

bext =

⎧⎨⎩
maxz∈Bbad

|rbest(z)|+ E
2

, Bbad ̸= ∅,

E/2, Bbad = ∅.
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Thus bext < E , and in either case

|rbest(z)| ≥ bext =⇒ rbest(z)vsign(z) > 0.

The high-residual set
Ahigh = {z ∈ [0,M ] : |rbest(z)| ≥ bext}

is compact and nonempty, since the residual attains its norm E . Consequently the following
extrema exist:

mext = min
z∈Ahigh

rbest(z)vsign(z) > 0, Bsign = max
z∈[0,M ]

|vsign(z)| > 0.

The second constant is positive because the perturbation is nonzero at every residual
extremum. These definitions give

rbest(z)vsign(z) ≥ mext if |rbest(z)| ≥ bext, |vsign(z)| ≤ Bsign (z ∈ [0,M ]).

Choose

ηpert = min

{︄
mext

B2
sign

,
E − bext
2Bsign

}︄
> 0.

On the first region,

{rbest − ηpertvsign}2 ≤ E2 − 2ηpertmext + η2pertB
2
sign

≤ E2 − ηpertmext < E2.

On its complement,

|rbest − ηpertvsign| < bext +
E − bext

2
< E .

Continuity on the compact interval makes the supremum strictly smaller than E , contra-
dicting optimality of Pbest + ηpertQsign. This proves the alternating-node assertion.

7. For these nodes, define the Lagrange weights and their two normalizations by

λLag
ℓ =

∏︂
0≤r≤K+1

r ̸=ℓ

(zdualℓ − zdualr )−1, λnorm
ℓ =

λLag
ℓ∑︁K+1

r=0 |λLag
r |

,

Ddual =

K+1∑︂
ℓ=0

|λnorm
ℓ |(1 + zdualℓ ), λdual

ℓ =
λnorm
ℓ

Ddual
.

The node differences are nonzero, and the two normalization denominators are positive;
moreover, Ddual ≥ 1. Comparing the coefficient of degree K + 1 in the Lagrange interpo-
lation formula gives

K+1∑︂
ℓ=0

λnorm
ℓ Ptest(z

dual
ℓ ) = 0 (degPtest ≤ K).

The ordered nodes also give

λnorm
ℓ = (−1)K+1−ℓ|λnorm

ℓ |.
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Combining this sign with the alternating residual yields

K+1∑︂
ℓ=0

λnorm
ℓ ϕϵ(z

dual
ℓ ) =

K+1∑︂
ℓ=0

λnorm
ℓ {ϕϵ(z

dual
ℓ )− Pbest(z

dual
ℓ )}

= odual(−1)K+1EDdual.

Consequently,
K+1∑︂
ℓ=0

λdual
ℓ (zdualℓ )r = 0 (r = 0, . . . ,K),

K+1∑︂
ℓ=0

|λdual
ℓ |(1 + zdualℓ ) = 1,

⃓⃓⃓⃓
⃓
K+1∑︂
ℓ=0

λdual
ℓ ϕϵ(z

dual
ℓ )

⃓⃓⃓⃓
⃓ = E .

Split the weights into positive and negative parts:

σdual
+ =

K+1∑︂
ℓ=0

(λdual
ℓ )+δzdualℓ

, σdual
− =

K+1∑︂
ℓ=0

(−λdual
ℓ )+δzdualℓ

.

Define

tdual = σdual
+ (R), udual =

∫︂
z dσdual

+ , zcomp
dual =

1− udual
1− tdual

.

The degree-zero and degree-one identities and the weighted normalization give

tdual + udual =
1

2
, 0 ≤ tdual ≤

1

2
,

1

2
≤ zcomp

dual ≤ 2.

The same mass, mean, and moment calculation used for the packet completion shows that

νdual0 = σdual
− + (1− tdual)δzcomp

dual
, νdual1 = σdual

+ + (1− tdual)δzcomp
dual

form a pair in NK,M , with target gap E . Hence

E ≤ ∆.

The feasible set is nonempty, since (δ1, δ1) is feasible. Its gaps are bounded by 4e(0), by the
polynomial residual bound above. Taking the polynomial infimum in that bound, followed
by the feasible-pair supremum, therefore gives

∆ ≤ 4E .

8. For the approximation upper bound, the square-root coordinate gives the required uniform
angular regularity. Define, for ξ ≥ 0,

blo(ξ) = (1− ξ2)+, bhi(ξ) =
(ξ2 − 1)+
1 + ξ2

.

For 0 ≤ ξ ≤ η, splitting at 1 proves

|blo(ξ)− blo(η)| ≤ 2(η − ξ), |bhi(ξ)− bhi(η)| ≤ 2(η − ξ).

74



For the lower branch, when η ≤ 1, the difference equals (η − ξ)(η + ξ); when ξ ≤ 1 ≤ η, it
equals 1− ξ2 ≤ 2(1− ξ); when 1 ≤ ξ, it vanishes. For the upper branch, when 1 ≤ ξ,

bhi(η)− bhi(ξ) =
2(η − ξ)(η + ξ)

(1 + ξ2)(1 + η2)
≤ 2(η − ξ).

When ξ ≤ 1 ≤ η, the bound follows from

η2 − 1

1 + η2
≤ 2(η − 1) ≤ 2(η − ξ);

when η ≤ 1, the difference vanishes. Interchanging ξ, η covers the opposite ordering. It
follows that

|gϵ(ξ2)− gϵ(η
2)| ≤ 2{ϵ+ (1− 2ϵ)}|ξ − η| ≤ 2|ξ − η|.

Using the half-angle identity

zM (ω) = {
√
M | cos(ω/2)|}2

and the Lipschitz bound for cosine gives

|fM,ϵ(ω)− fM,ϵ(υ)| ≤
√
M |ω − υ|, ω, υ ∈ R.

Set

Nup = ⌊K/2⌋+ 1, Tup(ω) =

∫︂ π

−π
fM,ϵ(ω + υ)JJ

Nup
(υ) dυ.

Convolution with the even Jackson kernel makes Tup an even trigonometric polynomial of
degree at most 2(Nup − 1) ≤ K. Positivity, normalization, and the first kernel moment
give

|fM,ϵ(ω)− Tup(ω)| ≤
√
M

∫︂ π

−π
|υ|JJ

Nup
(υ) dυ ≤ 32

√
M

Nup
.

Writing its cosine modes as Chebyshev polynomials supplies a real polynomial Qup such
that

Tup(ω) = Qup(cosω), degQup ≤ 2(Nup − 1).

Define
Pup(z) = ϵ(z − 1) +Qup(2z/M − 1).

Then degPup ≤ K, and every z ∈ [0,M ] can be written as zM (ω). Since K ≤ 2Nup,

|ϕϵ(z)− Pup(z)| ≤
32
√
M

Nup
≤ 64

√
M

K
.

Division by 1 + z ≥ 1, followed by the polynomial infimum, proves

E ≤ 64
√
M

K
.
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9. Choose the universal constants

c = min{min(cE, cp), 1}, C = 257.

They satisfy 0 < c < C, and the preceding bounds yield

c

√
M

K
≤ E ≤ ∆ ≤ 4E ≤ 256

√
M

K
≤ C

√
M

K
.

The packet completion retains its gap because c ≤ cp. All the packet estimates used the
closed range 0 ≤ ϵ ≤ 1/2 and the non-strict support bound M ≤ K2, so they include both
overlap endpoints and M = K2.

10. Sparse comparison. We next establish an observed minimax lower bound for all al-
phabets. For this part, assume

n ≥ 1, d ≥ 2, 0 < ϵ ≤ 1
2 ,

and define

Ld = log(ed), rn,d,ϵ =
d

nϵLd
, ρn,d,ϵ = min{1, rn,d,ϵ}.

In particular Ld = 1 + log d ≥ 1 and ρn,d,ϵ ≥ 0.

Here is the likelihood calibration used in both large-alphabet constructions. For integers
Ktest ≥ 1 and real τ ≥ 0, define

TKtest(τ) =
∑︂

ℓ>Ktest

τ ℓ

ℓ!
, βtail =

1

16e
.

When τ ≤ βtailKtest, the factorial bound ℓ! ≥ (ℓ/e)ℓ gives, for ℓ > Ktest,

τ ℓ

ℓ!
≤
(︂eτ

ℓ

)︂ℓ
≤ 4−ℓ.

Summing the geometric tail therefore gives

TKtest(τ) ≤ 4−Ktest ,
√︁
TKtest(τ) ≤ 2−Ktest .

Define

Ctv =
| log 8|+ 2

log 2
.

If Ktest ≥ CtvLd, then

Ktest log 2 ≥ (| log 8|+ 2)(1 + log d) ≥ log(8d),

and consequently

d
√︁

TKtest(τ) ≤ d 2−Ktest ≤ 1

8
.
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11. Consider first the sparse experiment of Lemma 3, with inflation B > 2 and a constrained
pair of degree Ktest. Under prior νι, ι ∈ {0, 1}, draw cell intensities independently with
that prior, and observe all four independent Poisson counts in each cell.

For one cell, let Q⋆ be the reference count law at z⋆ = M/2, and define the mixture
densities

hsp,ι =

∫︂
Lz dνι(z), ι ∈ {0, 1}.

The likelihood ratios Lz and Gram coefficient α are those in Lemma 3; at a zero alternative
mean, the count factor uses 00 = 1. Its Gram identity, followed by expansion of the
exponential, gives∫︂

(hsp,1 − hsp,0)
2 dQ⋆ =

∑︂
ℓ>Ktest

αℓ

ℓ!

{︃∫︂
(z − z⋆)

ℓ d(ν1 − ν0)(z)

}︃2

≤ 4TKtest(τsp), τsp =
αM2

4
.

The terms through degree Ktest vanish by moment matching, and the remaining moments
have absolute value at most 2(M/2)ℓ. Thus Cauchy–Schwarz and telescoping products
imply

TV
(︂
Q⊗d

sp,0,Q
⊗d
sp,1

)︂
≤ d
√︂
TKtest(τsp),

where
Qsp,ι = hsp,ιQ⋆.

Set
ηsp = 2βtail.

The bound on α in Lemma 3 gives

τsp ≤ BnϵM

2d
.

Hence

M ≤ ηspdKtest

Bnϵ
, Ktest ≥ CtvLd

ensure that the full product-mixture total variation is at most 1/8.

12. For either sparse product prior, write the independent cell intensities as

Zsp = (Zsp
x )x∈[d] ∼ ν⊗d

ι , Zsp ∈ [0,M ]d,

and define

Hsp =
1

d

∑︂
x∈[d]

ϕϵ(Z
sp
x ), Ssp = 1− ϵ+

ϵ

d

∑︂
x∈[d]

Zsp
x ,

θsp,ι =
1

2
+

1

2

∫︂
ϕϵ dνι, δsp = |θsp,1 − θsp,0| =

1

2

⃓⃓⃓⃓∫︂
ϕϵ d(ν1 − ν0)

⃓⃓⃓⃓
.

The sparse value identity in Lemma 3 is

Ψ(Psp
Zsp) =

1

2
+

Hsp

2Ssp
.
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The mean-one constraint and 0 ≤ Zsp
x ≤ M give

E(Zsp
x )2 ≤ M, ESsp = 1, E(Ssp − 1)2 ≤ ϵ2M

d
.

For 0 ≤ z ≤ M , both z − 1 and zero are at most 1 + z, so

0 ≤ (z − 1)+ ≤ 1 + z, 0 ≤ 1− ϵ+ ϵz, 1 + z > 0.

Multiplying the first inequality by the nonnegative factor (1− ϵ+ ϵz)/(1 + z) gives

0 ≤ ϕϵ(z) ≤ 1− ϵ+ ϵz.

Moreover, z2 ≤ Mz, (1− ϵ)2 ≤ 1, and the nonnegativity of (1− ϵ− ϵz)2 yields

ϕϵ(z)
2 ≤ (1− ϵ+ ϵz)2

≤ 2{(1− ϵ)2 + ϵ2z2}
≤ 2(1 + ϵ2Mz).

Independence therefore yields

E{Hsp − EHsp}2 ≤
2(1 + ϵ2M)

d
.

Since Ssp ≥ 1− ϵ ≥ 1/2 and 0 ≤ Hsp ≤ Ssp,⃓⃓⃓⃓
Hsp

Ssp
−Hsp

⃓⃓⃓⃓
≤ |1− Ssp|.

Using (a+ b)2 ≤ 2(a2 + b2) now gives

E
[︂{︁

Ψ(Psp
Zsp)− θsp,ι

}︁2]︂ ≤ 2 + 3ϵ2M

2d
.

Consequently, if
64(2 + 3ϵ2M) ≤ dδ2sp,

Markov’s inequality gives

Pr
ι

(︃⃓⃓
Ψ(Psp

Zsp)− θsp,ι
⃓⃓
>

δsp
4

)︃
≤ 1

8
.

For completeness, define the two integrated squared risks of a count estimator ˆ︂W by

Bsp,ι(ˆ︂W ) = EZsp∼ν⊗d
ι

Ecounts|Zsp

[︂
{ˆ︂W −Ψ(Psp

Zsp)}2
]︂
.

If θsp,0 ≤ θsp,1, threshold ˆ︂W at
θsp,0 + θsp,1

2
.

Otherwise interchange the prior indices and use the same midpoint. On an erroneous deci-
sion with the target within δsp/4 of its center, estimation error is at least δsp/4. The sum
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of the two testing errors is at least one minus their predictive total variation. Subtracting
the two target-deviation probabilities thus proves

max
ι=0,1

Bsp,ι(ˆ︂W ) ≥ 1

2

(︃
δsp
4

)︃2(︃
1− 1

8
− 1

8
− 1

8

)︃
=

5δ2sp
256

.

Use the completed packet pair, whose gap is at least cp
√
M/Ktest. Then

δ2sp ≥
c2pM

4K2
test

.

Thus the condition
256(2 + 3ϵ2M)K2

test ≤ c2pMd

supplies the target-deviation bound, and, with

csp =
5c2p
1024

,

every measurable count estimator satisfies

max
ι=0,1

Bsp,ι(ˆ︂W ) ≥ csp
M

K2
test

.

13. We record the logarithmic degree and alphabet calibration explicitly. For real Cdeg ≥ 2
and integer d ≥ 2, define

Kcal(Cdeg, d) = 2

⌈︃
CdegLd

2

⌉︃
.

The ceiling inequalities and Ld ≥ 1 give

2 ≤ Kcal(Cdeg, d), CdegLd ≤ Kcal(Cdeg, d) ≤ (Cdeg + 2)Ld.

Choose
Csp = max{Ctv, 2}, Ksp = Kcal(Csp, d).

Because L2
d/d → 0, a universal integer Dsp ≥ 2 can be chosen so that, for d ≥ Dsp,

L2
d

d
<

c2p
448(Csp + 2)2

, 448K2
sp ≤ c2pd.

The asserted logarithmic limit follows, for example, by writing d = eLd−1 and using that
an exponential dominates a fixed power. For M ≥ 2 and 0 ≤ ϵ ≤ 1/2,

256(2 + 3ϵ2M) ≤ 448M.

Hence this single cutoff ensures

256(2 + 3ϵ2M)K2
sp ≤ c2pMd

uniformly in the required support and overlap ranges. The previous two steps therefore
apply whenever

2 ≤ M ≤ K2
sp, M ≤ ηspdKsp

Bnϵ
.
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14. Dense comparison. The dense construction uses symmetric moment-matched priors
on [−1, 1]. We establish the absolute-moment gap used for them.

For Kabs ≥ 1, define

Eabs(Kabs) = inf
degPabs≤Kabs

sup
−1≤z≤1

⃓⃓
|z| − Pabs(z)

⃓⃓
.

On the circle of period π, define, for each integer NFej ≥ 1,

FFej,NFej
(ω) =

1

NFej

⃓⃓⃓⃓
⃓⃓NFej−1∑︂
ℓFej=0

e2iℓFejω

⃓⃓⃓⃓
⃓⃓
2

, ω ∈ R,

VVP,Kabs
= 2FFej,2Kabs

− FFej,Kabs
.

For a continuous complex-valued π-periodic function fcusp, define

Λcusp,Kabs
(fcusp) = fcusp(0)−

∫︂ π

0
VVP,Kabs

(ω)fcusp(ω)
dω

π
.

Expanding the squared finite sum gives

FFej,NFej
(ω) =

1

NFej

NFej−1∑︂
ℓFej,rFej=0

e2i(ℓFej−rFej)ω.

For each integer frequency jFour, orthogonality retains exactly the pairs whose index differ-
ence is −jFour. There are NFej−|jFour| such pairs when |jFour| < NFej, and none otherwise.
Thus the triangular coefficients are

γFej(NFej, jFour) :=

∫︂ π

0
FFej,NFej

(ω)e2ijFourω
dω

π

=

{︄
1− |jFour|/NFej, |jFour| < NFej,

0, |jFour| ≥ NFej.

In particular, both Fejér kernels are nonnegative with integral one, so

|Λcusp,Kabs
(fcusp)| ≤ 4∥fcusp∥∞.

Substituting the triangular coefficients into the cusp functional gives

µcusp(jFour) := Λcusp,Kabs
(ω ↦→ e2ijFourω)

= 1− 2γFej(2Kabs, jFour) + γFej(Kabs, jFour)

=

⎧⎪⎨⎪⎩
0, |jFour| ≤ Kabs,

|jFour|/Kabs − 1, Kabs < |jFour| < 2Kabs,

1, |jFour| ≥ 2Kabs.

These multipliers are nonnegative. The identity

sin 2ω =
e2iω − e−2iω

2i
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and the binomial expansion show that a polynomial of degree at most Kabs in sin 2ω has
frequencies |jFour| ≤ Kabs. Hence

Λcusp,Kabs
(ω ↦→ Pabs(sin 2ω)) = 0 (degPabs ≤ Kabs).

To compute the absolute-sine coefficients, define

Sabs(ω) = | sinω|, cFour,abs(jFour) =

∫︂ π

0
Sabs(ω)e

−2ijFourω
dω

π
, jFour ∈ Z.

On [0, π], Sabs(ω) = sinω. For every integer jFour, the denominator 1− 4j2Four is nonzero,
and the function

AFour,jFour(ω) = e−2ijFourω
−2ijFour sinω − cosω

1− 4j2Four
, ω ∈ [0, π],

satisfies
A′

Four,jFour
(ω) = e−2ijFourω sinω.

Evaluating at the endpoints, using e−2ijFourπ = 1, gives

cFour,abs(jFour) =
AFour,jFour(π)−AFour,jFour(0)

π
= − 2

π(4j2Four − 1)
.

The zero coefficient is 2/π. For |jFour| ≥ 1,

|cFour,abs(jFour)| =
2

π(4j2Four − 1)
≤ 1

j2Four
,

∑︂
jFour∈Z

|cFour,abs(jFour)| < ∞.

Thus the Fourier series converges absolutely and uniformly; its coefficients identify its sum
with the continuous function Sabs. Pairing opposite frequencies and replacing ω by 2ω
yields

| sin 2ω| = 2

π
− 4

π

∞∑︂
ℓ=1

cos(4ℓω)

4ℓ2 − 1
.

Continuity of the cusp functional permits termwise application, giving

−Λcusp,Kabs
(| sin 2 · |) =

∞∑︂
ℓ=1

4µcusp(2ℓ)

π(4ℓ2 − 1)
.

Every summand is nonnegative. For Kabs ≤ ℓ < 2Kabs, the multiplier equals one, and
π ≤ 4 gives

4

π(4ℓ2 − 1)
≥ 1

16K2
abs

.

Keeping the Kabs terms with Kabs ≤ ℓ < 2Kabs gives

−Λcusp,Kabs
(| sin 2 · |) ≥

2Kabs−1∑︂
ℓ=Kabs

4

π(4ℓ2 − 1)
≥ 1

16Kabs
.

It follows that
1

16Kabs
≤ 4 sup

−1≤z≤1

⃓⃓
|z| − Pabs(z)

⃓⃓
,
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and therefore

Eabs(Kabs) ≥
1

100Kabs
.

To construct the priors, let

Vabs = {Pabs|[−1,1] : degPabs ≤ Kabs}.

The norm of the class of |z| in C([−1, 1],R)/Vabs is Eabs(Kabs). A norming functional on
that quotient, pulled back to C([−1, 1],R), supplies a functional Λabs satisfying

∥Λabs∥ ≤ 1, Λabs(z
ℓ) = 0 (0 ≤ ℓ ≤ Kabs), Λabs(|z|) = Eabs(Kabs).

Its positive half-split can be obtained by positive extension. In detail, let 1 denote the
constant function with value one and consider the cone

Csplit = {(f+ + f−,−Λabs(f−)) : f+, f− ∈ C([−1, 1],R), f+, f− ≥ 0}.

On the subspace of pairs (acone 1, bcone), prescribe the functional

(acone 1, bcone) ↦−→ acone/2 + bcone, acone, bcone ∈ R.

If such a pair belongs to the cone, then

f+ + f− = acone 1, bcone = −Λabs(f−), acone ≥ 0.

Consequently,

∥2f− − acone 1∥∞ ≤ acone, Λabs(f−) =
1
2Λabs(2f− − acone 1) ≤ acone/2,

where the last bound uses ∥Λabs∥ ≤ 1 and Λabs(1) = 0. Thus the prescribed functional is
nonnegative on its intersection with the cone.

The subspace also satisfies the required majorization condition. For every fsplit ∈
C([−1, 1],R) and tsplit ∈ R,

(∥fsplit∥∞ 1,−tsplit) + (fsplit, tsplit) = (∥fsplit∥∞ 1 + fsplit, 0) ∈ Csplit.

Indeed, ∥fsplit∥∞ 1 + fsplit ≥ 0, so this is the cone element obtained with that function as
f+ and zero as f−. Positive extension therefore supplies a linear functional

Gsplit : C([−1, 1],R)× R −→ R

that is nonnegative on Csplit and satisfies

Gsplit(acone 1, bcone) = acone/2 + bcone.

Define, for every fsplit ∈ C([−1, 1],R),

Λ+(fsplit) = Gsplit(fsplit, 0), Λ−(fsplit) = Λ+(fsplit)− Λabs(fsplit).

For fsplit ≥ 0, both (fsplit, 0) and (fsplit,−Λabs(fsplit)) belong to the cone. Since
Gsplit(0, tsplit) = tsplit, this gives

Λ+(fsplit) ≥ 0, Λ−(fsplit) = Gsplit(fsplit,−Λabs(fsplit)) ≥ 0.
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Their masses and difference are

Λ+(1) = Gsplit(1, 0) =
1

2
, Λ−(1) = Λ+(1)− Λabs(1) =

1

2
, Λ+ − Λ− = Λabs.

Positivity bounds each functional on a continuous function by its mass times the uniform
norm, so both have representing finite measures. Their representing measures have mass
1/2. Averaging each measure with its reflection under z ↦→ −z preserves the absolute-value
pairing and the annihilation of all powers through degree Kabs. Doubling these symmetric
measures gives symmetric probability measures η0, η1 on [−1, 1] satisfying∫︂

zℓ dη0 =

∫︂
zℓ dη1 (0 ≤ ℓ ≤ Kabs),∫︂

|z| dη1 −
∫︂

|z| dη0 = 2Eabs(Kabs) ≥
1

50Kabs
.

15. For 0 < a ≤ 1/2, define the independent prior draws by

Tde = (T de
x )x∈[d] ∼ η⊗d

ι , Tde ∈ [−1, 1]d,

and define the dense observed law by

px =
1

d
, πx = ϵ, µ0x =

1

2
, µ1x =

1

2
+ aT de

x .

Equivalently, its four atom probabilities are

q00,x = q01,x =
1− ϵ

2d
, q10,x =

ϵ

d

(︃
1

2
− aT de

x

)︃
, q11,x =

ϵ

d

(︃
1

2
+ aT de

x

)︃
.

These are legal observed laws, including the endpoints T de
x = ±1. Their target and prior

centers are

Ψde(T
de) =

1

2
+

a

2d

∑︂
x∈[d]

(|T de
x |+ T de

x ),

θde,ι =
1

2
+

a

2

∫︂
|z| dηι, δde =

a

2

(︃∫︂
|z| dη1 −

∫︂
|z| dη0

)︃
≥ a

100Kabs
.

Symmetry gives
∫︁
z dηι = 0. Since (|z|+ z)/2 = z+ ∈ [0, 1], independence gives

Eι{Ψde − θde,ι}2 ≤
a2

d
.

In the Poisson experiment, define the total treated intensity per cell by

λtr =
Bnϵ

d
.

The treated counts have means

λtr

(︃
1

2
− az

)︃
, λtr

(︃
1

2
+ az

)︃
.
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For nonnegative integer treated failure and success counts, respectively denoted by Nde,0

and Nde,1, define the likelihood ratio relative to z = 0 by

Lde,z(Nde,0, Nde,1) = eλtraz(1− 2az)Nde,0e−λtraz(1 + 2az)Nde,1

= (1− 2az)Nde,0(1 + 2az)Nde,1 , z ∈ [−1, 1].

At a zero alternative mean, use 00 = 1; a zero base raised to a positive count is zero. The
exponential factors cancel because the sum of the two treated means is λtr. Multiplication
of these likelihood factors and their expectations gives the Gram identity

E0[Lde,zLde,w] = exp{4λtra
2zw}, z, w ∈ [−1, 1].

Thus, defining

τde = 4λtra
2, ηde =

βtail
4

,

the same moment-matching and Cauchy–Schwarz argument gives predictive total variation
at most

d
√︂
TKabs

(τde) ≤
1

8

whenever
Kabs ≥ CtvLd, λtra

2 ≤ ηdeKabs.

The two untreated counts have common means Bn(1 − ϵ)/(2d), independent of the prior
parameter. Adding them preserves this total-variation bound, so it applies to all four
observed counts.

If
128a2 ≤ dδ2de,

the target-deviation probability at radius δde/4 is at most 1/8. Applying the midpoint
argument above to the two dense centers gives, for every measurable estimator of the full
counts,

max
ι=0,1

Bde,ι(ˆ︂W ) ≥
5δ2de
256

≥ 5

2560000

a2

K2
abs

,

where
Bde,ι(ˆ︂W ) = ETde∼η⊗d

ι
Ecounts|Tde [{ˆ︂W −Ψde(T

de)}2].

Choose
Cde = max{Ctv, 2}, Kde = Kcal(Cde, d).

The same logarithmic cutoff construction, applied with packet comparison constant 1/100,
supplies a universal Dde ≥ 2 such that

1280000K2
de ≤ d (d ≥ Dde).

Since δ2de ≥ a2/(10000K2
de), this implies the required target-deviation condition. Reorder-

ing the four counts into the observed atom histogram is a bijection, so both integrated-risk
bounds hold on that histogram space.
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16. We transfer these bounds to fixed samples. Let ˆ︁V be any measurable estimator based on
n observations. For a histogram

hhist : Jd → N, nhist =
∑︂
o∈Jd

hhist(o),

define

S(hhist) = {s ∈ J nhist
d : s has histogram hhist}, o◦ = ((0, 0, 0), . . . , (0, 0, 0)) ∈ J n

d ,

on(s) =

{︄
(s1, . . . , sn), nhist ≥ n,

o◦, nhist < n,

ˆ︂Wˆ︁V (hhist) =
1

|S(hhist)|
∑︂

s∈S(hhist)

Π[0,1]{ˆ︁V (on(s))}.

The set S(hhist) is nonempty, including the zero histogram, for which it contains the empty
string.

For independent Poisson atom counts with total mean λtot, conditional on their total, the
labels are independent with the normalized observed law; conditional on the histogram,
their ordering is uniform on S(h). Jensen’s inequality, followed by projection onto [0, 1],
therefore gives

E{ˆ︂Wˆ︁V −Ψ}2 ≤ E{ˆ︁V −Ψ}2 + Pr{Pois(λtot) < n}.

For the sparse experiment,
λtot = BnSsp ≥ Bn/2;

for the dense experiment, λtot = Bn.

For any λtot ≥ Bn/2 > n, put

γsh =
λtot − n

λtot
∈ (0, 1).

Exponential Markov inequality and e−γsh ≤ 1− γsh + γ2sh/2 give

Pr{Pois(λtot) < n} ≤ exp

{︃
−(λtot − n)2

2λtot

}︃
≤ exp

{︃
−n(B − 2)2

4B

}︃
.

The last inequality uses that (λtot − n)2/(2λtot) is increasing for λtot > n.

Define the shortage penalty by

psh(n,B) = exp

{︃
−n(B − 2)2

4B

}︃
.

Integrating the reconstruction bound under either supported prior and then taking the
fixed-sample estimator infimum proves

csp
M

K2
sp

− psh(n,B) ≤ Rn,d,ϵ
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under the sparse conditions, and

5

2560000

a2

K2
de

− psh(n,B) ≤ Rn,d,ϵ

under the dense conditions.

For the sparse bound choose

Msp = min

{︃
K2

sp,
ηspdKsp

Bnϵ

}︃
.

Whenever the second entry is at least two, this is an admissible support endpoint, and

cspmin

{︃
1,

ηspd

BnϵKsp

}︃
− psh(n,B) ≤ Rn,d,ϵ.

For the dense bound choose

a2de = min

{︃
1

4
,
ηdedKde

Bnϵ

}︃
.

Then 0 < ade ≤ 1/2 and the likelihood condition holds. Dividing by K2
de gives

5

2560000
min

{︃
1

4K2
de

,
ηded

BnϵKde

}︃
− psh(n,B) ≤ Rn,d,ϵ.

17. Fixed-sample transfer. We join these two ranges while retaining their degree compar-
ison. Define

Dlg = max{Dsp, Dde}, qdeg =
Cde + 2

Csp
,

bsplice = min

{︄
ηsp
8q2deg

,
ηde
qdeg

}︄
, csplice = min

{︃
cspmin{1, ηsp},

5

2560000
bsplice

}︃
> 0,

xsplice =
d

Bnϵ
.

The degree bounds imply
Kde ≤ qdegKsp.

If ηspxspliceKsp ≥ 2, use the sparse bound. The elementary inequality

min{1, ηsp}min

{︃
1,

xsplice
Ksp

}︃
≤ min

{︃
1,

ηspxsplice
Ksp

}︃
shows that its leading term is at least csplicemin{1, xsplice/Ksp}.
Otherwise, ηspxspliceKsp ≤ 2. The degree comparison and the definition of bsplice give

bsplice
xsplice
Ksp

≤ 1

4K2
de

, bsplice
xsplice
Ksp

≤
ηdexsplice

Kde
.
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For the first inequality, multiply by 4K2
de and use

ηsp
8q2deg

xsplice
Ksp

4K2
de ≤

ηspxspliceKsp

2
≤ 1.

For the second, use Kde ≤ qdegKsp. The dense bound therefore supplies the same leading
term. In both cases,

csplicemin

{︃
1,

d

BnϵKsp

}︃
− psh(n,B) ≤ Rn,d,ϵ (d ≥ Dlg).

Set
csh =

csplice
Csp + 2

.

Since Ksp ≤ (Csp + 2)Ld and 1/{B(Csp + 2)} ≤ 1,

1

B(Csp + 2)
ρn,d,ϵ ≤ min

{︃
1,

d

BnϵKsp

}︃
.

Thus
csh
B

ρn,d,ϵ − psh(n,B) ≤ Rn,d,ϵ (d ≥ Dlg, B > 2).

18. Choose once and for all

Blg = max{4, 2048/csh}, clg =
csh
2Blg

> 0.

For B ≥ 4, define

ash =
(B − 2)2

8B
≥ B

32
.

The inequality e−v ≤ 1/v for v > 0 gives

e−ashn ≤ 32

Bn
, e−ashn ≤ e−ash ≤ 32

B
.

Multiplying these bounds proves

psh(n,B) = e−ashne−ashn ≤ 1024

B2n
.

Also log d ≤ d− 1, so Ld ≤ d. Since n ≥ 1 and ϵ ≤ 1/2 ≤ 1,

1

n
≤ 1,

1

n
≤ d

nϵLd
,

1

n
≤ ρn,d,ϵ.

Because Blgcsh ≥ 2048,

psh(n,Blg) ≤
1024

B2
lgn

≤ csh
2Blg

1

n
≤ clgρn,d,ϵ.

The preceding lower bound has leading coefficient csh/Blg = 2clg. Subtracting the shortage
penalty therefore gives

clgρn,d,ϵ ≤ Rn,d,ϵ (d ≥ Dlg).
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19. For the bounded-alphabet comparison, define

rpar = min

{︃
1,

1

nϵ

}︃
, apar =

√︃
rpar
64

.

Then

0 < apar ≤
1

2
, nϵa2par ≤

1

16
.

Use two dense observed laws Ppar,1 and Ppar,0 with uniform covariate probabilities, propen-
sity ϵ, control mean 1/2, and treated means respectively 1/2 + apar and 1/2. Define their
scalar targets by

θpar,1 = Ψ(Ppar,1) =
1

2
+ apar, θpar,0 = Ψ(Ppar,0) =

1

2
.

For every x ∈ [d], the atom probabilities of these laws are

Ppar,1(x, 0, 0) = Ppar,1(x, 0, 1) = Ppar,0(x, 0, 0) = Ppar,0(x, 0, 1) =
1− ϵ

2d
,

Ppar,0(x, 1, 0) = Ppar,0(x, 1, 1) =
ϵ

2d
,

Ppar,1(x, 1, 0) =
ϵ

d

(︃
1

2
− apar

)︃
, Ppar,1(x, 1, 1) =

ϵ

d

(︃
1

2
+ apar

)︃
.

All reference atom probabilities are positive. Each untreated atom has zero probability
difference and hence zero chi-square contribution. Each treated atom contributes

(ϵapar/d)
2

ϵ/(2d)
=

2ϵa2par
d

.

Summing over both treated outcomes and all d cells gives the finite-atom calculation

χ2(Ppar,1,Ppar,0) =
∑︂
x∈[d]

∑︂
a,y∈{0,1}

{Ppar,1(x, a, y)− Ppar,0(x, a, y)}2

Ppar,0(x, a, y)

= d · 2 ·
2ϵa2par

d
= 4ϵa2par.

Define the two n-observation laws by

Qpar,ι = P⊗n
par,ι, ι ∈ {0, 1}.

Product likelihoods give

1 + χ2(Qpar,1,Qpar,0) = (1 + 4ϵa2par)
n ≤ e4nϵa

2
par ≤ e1/4 ≤ 4

3
.

In particular their chi-square divergence is at most one, so their total variation is at most
1/2. Thresholding an arbitrary estimator at 1/2 + apar/2 shows that one of the two laws
has probability at least 1/4 of absolute error at least apar/2. Hence

max
ι=0,1

EQpar,ι{ˆ︁V − θpar,ι}2 ≥
a2par
16

=
1

1024
rpar.
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Taking the estimator infimum gives

1

1024
min

{︃
1,

1

nϵ

}︃
≤ Rn,d,ϵ (d ≥ 2).

Now define

call = min

{︃
clg,

1

1024Dlg

}︃
> 0.

For d ≥ Dlg, the large-alphabet bound applies. For 2 ≤ d < Dlg, using Ld ≥ 1 gives

ρn,d,ϵ ≤ Dlg min

{︃
1,

1

nϵ

}︃
.

Indeed, ρn,d,ϵ ≤ 1 ≤ Dlg, and

ρn,d,ϵ ≤
d

nϵLd
≤

Dlg

nϵ
.

Thus in this second case,

callρn,d,ϵ ≤
1

1024
min

{︃
1,

1

nϵ

}︃
≤ Rn,d,ϵ.

Together the two cases establish

callρn,d,ϵ ≤ Rn,d,ϵ (n ≥ 1, d ≥ 2, 0 < ϵ ≤ 1/2).

20. Final consequences. By Theorem 3, there are universal calibrations H0 > 0, κ >
0, D0 ≥ 2 and a universal Cu > 0 for the measurable estimator in Algorithm 1. Define its
worst-case observed risk by

RAF
n,d,ϵ = sup

P∈Dobs
d,ϵ

EP

[︂
{ˆ︁V AF

n,d,ϵ −Ψ(P)}2
]︂
.

Apply the cited bound to the product sampling law P⊗n, which satisfies Assumption 1.
This gives

RAF
n,d,ϵ ≤ Cuρn,d,ϵ.

Set
c⋆ = min{call, Cu}, C⋆ = Cu.

Then 0 < c⋆ ≤ C⋆ < ∞. Nonnegativity of ρn,d,ϵ permits reducing the lower constant, and
the estimator infimum in Definition 4 is bounded by the risk of this particular estimator.
Consequently,

c⋆ρn,d,ϵ ≤ Rn,d,ϵ ≤ RAF
n,d,ϵ ≤ C⋆ρn,d,ϵ.

For each measurable ˆ︁V , identification and completion in Proposition 1 give the equality

sup
P∈Pd,ϵ

EObs(P )[{ˆ︁V − V ⋆(P )}2]

= sup
P∈Dobs

d,ϵ

EP[{ˆ︁V −Ψ(P)}2].

For one inequality use V ⋆(P ) = Ψ{Obs(P )} and the observed marginal’s membership in
the observed class. For the other, complete each observed law to a causal law with that
same marginal and value. Taking the estimator infimum preserves equality, so the observed
bounds also prove the two stated causal minimax bounds.
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21. Finally, let the sequences in the statement be given. Define

rk =
dk

nkϵk log(edk)
, ρk = min{1, rk}.

For the finitely many possible indices with nk = 0, use the totalized division convention
rk = 0. Since nk → ∞, one has nk ≥ 1 eventually. For all k, rk, ρk ≥ 0, and

ρk −→ 0 ⇐⇒ rk −→ 0.

The reverse implication follows from 0 ≤ ρk ≤ rk. For the forward implication, eventually
ρk < 1; then rk ≥ 1 would force ρk = 1, so eventually rk < 1 and ρk = rk.

Suppose a measurable estimator sequence (ˆ︁Vk) has worst-case risks

Wk = sup
P∈Dobs

dk,ϵk

EP[{ˆ︁Vk −Ψ(P)}2] −→ 0.

The sample alphabet is finite. Thus each ˆ︁Vk is bounded on it, and these squared-error
suprema are finite and nonnegative. The lower bound and the estimator infimum give,
eventually,

0 ≤ ρk ≤
Rnk,dk,ϵk

c⋆
≤ Wk

c⋆
.

The squeeze theorem implies ρk → 0, hence rk → 0.

Conversely, suppose rk → 0. Define a measurable estimator for every index by

ˆ︁Vk =

⎧⎪⎨⎪⎩
ˆ︁V AF
nk,dk,ϵk

, nk ≥ 1,

0, nk = 0 and dk < D0,

1/2, nk = 0 and dk ≥ D0.

The zero-sample branches define constants on the singleton empty-sample space. For the
eventual positive-sample indices, the established upper bound gives

0 ≤ sup
P∈Dobs

dk,ϵk

EP[{ˆ︁Vk −Ψ(P)}2] ≤ C⋆ρk −→ 0.

A final application of the squeeze theorem proves uniform consistency and completes the
equivalence.

Proof of Theorem 5. Choose the universal lower comparison constant c⋆ > 0 supplied by the
observed-risk conclusion of Theorem 4. For arbitrary n, d ∈ N and ϵ ∈ R satisfying n ≥ 1, d ≥ 2,
and 0 < ϵ ≤ 1/2, that conclusion gives

c⋆min

{︃
1,

d

nϵ log(ed)

}︃
≤ Rn,d,ϵ.

Since Ld = log(ed), this is the required inequality. The constant c⋆ is positive and independent
of n, d, ϵ, as required.

90



References

CausalSmith Research Archive. Minimax estimation of optimal treatment values with discrete
covariates, 2026. URL https://doi.org/10.5281/zenodo.22882664. CausalSmith Working
Paper CSWP-2026-015, version 2, revised 2026-09-12.

Susan Athey and Stefan Wager. Policy learning with observational data. Econometrica, 89(1):
133–161, 2021. doi: 10.3982/ECTA15732.

Jiantao Jiao, Kartik Venkat, Yanjun Han, and Tsachy Weissman. Minimax estimation of func-
tionals of discrete distributions. IEEE Transactions on Information Theory, 61(5):2835–2885,
2015. doi: 10.1109/TIT.2015.2412945.

Jiantao Jiao, Yanjun Han, and Tsachy Weissman. Minimax estimation of the L1 distance.
IEEE Transactions on Information Theory, 64(10):6672–6706, 2018. doi: 10.1109/TIT.2018.
2846245.

Ying Jin, Zhimei Ren, Zhuoran Yang, and Zhaoran Wang. Policy learning “without” overlap:
Pessimism and generalized empirical Bernstein’s inequality. The Annals of Statistics, 53(4),
2025. doi: 10.1214/25-AOS2511. URL https://arxiv.org/abs/2212.09900.

Toru Kitagawa and Aleksey Tetenov. Who should be treated? empirical welfare maximization
methods for treatment choice. Econometrica, 86(2):591–616, 2018. doi: 10.3982/ECTA13288.

Alexander R. Luedtke and Mark J. van der Laan. Statistical inference for the mean outcome
under a possibly non-unique optimal treatment strategy. The Annals of Statistics, 44(2):
713–742, 2016. doi: 10.1214/15-AOS1384.

Cong Ma, Banghua Zhu, Jiantao Jiao, and Martin J. Wainwright. Minimax off-policy evaluation
for multi-armed bandits. IEEE Transactions on Information Theory, 68(8):5314–5339, 2022.
doi: 10.1109/TIT.2022.3162335.

Charles F. Manski. Statistical treatment rules for heterogeneous populations. Econometrica, 72
(4):1221–1246, 2004. doi: 10.1111/j.1468-0262.2004.00530.x.

Susan A. Murphy. Optimal dynamic treatment regimes. Journal of the Royal Statistical Society:
Series B, 65(2):331–355, 2003. doi: 10.1111/1467-9868.00389.

Chengchun Shi, Wenbin Lu, and Rui Song. Breaking the curse of nonregularity with subagging—
inference of the mean outcome under optimal treatment regimes. Journal of Machine Learning
Research, 21(176):1–67, 2020. URL https://jmlr.org/papers/v21/20-066.html.

Justin Whitehouse, Qizhao Chen, Morgane Austern, and Vasilis Syrgkanis. Inference on optimal
policy values and other irregular functionals via softmax smoothing, 2025. URL https:

//arxiv.org/abs/2507.11780v2. Version 2, revised March 30, 2026.

Zhenghao Zeng, Sivaraman Balakrishnan, Yanjun Han, and Edward H. Kennedy. Causal infer-
ence with high-dimensional discrete covariates, 2024. URL https://arxiv.org/abs/2405.

00118v3. Version 3, revised June 18, 2026.

91

https://doi.org/10.5281/zenodo.22882664
https://arxiv.org/abs/2212.09900
https://jmlr.org/papers/v21/20-066.html
https://arxiv.org/abs/2507.11780v2
https://arxiv.org/abs/2507.11780v2
https://arxiv.org/abs/2405.00118v3
https://arxiv.org/abs/2405.00118v3

	Introduction
	Related work
	Observational model and causal interpretation
	Observed experiment and loss
	Causal interpretation and cellwise representation

	Minimax rates and consistency
	An attaining estimator
	Discussion and open questions
	Limitations and future work

	Identification and upper-bound proofs
	Causal completion and value identification
	Armwise sensitivity
	Factorial statistics and sampling conventions
	Risk analysis by estimator branch

	Weighted approximation and constrained moment priors
	The scalar functional and probability constraints
	Fourier coefficients and packet localization
	Weighted separation and statistical consequences

	Statistical lower bound and verification scope
	Proofs of the main results

