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Abstract

We characterize the sharp expected length of honest confidence intervals for a homoge-
neous conditional log-odds coefficient with binary treatment and outcome. The experiment
has a known uniform scalar covariate design, an effect bounded in absolute value by 1/2,
and propensity and control-risk logits with supremum norms at most 1 and Hölder semi-
norms at most 2. For public propensity and prognosis smoothness exponents α, β satisfying
0 < β < 1/4 and β < α ≤ 1, coverage is required uniformly over this ambient model, while
expected length is evaluated on laws with effect magnitude at most r, the evaluation radius.
For every sample size n ≥ 1 and r ∈ [0, 1/2], the minimax expected length is, up to absolute
constants,

n−min{1/2, 2(α+β)/(2α+2β+1)} + r n−4β/(4β+1).

One radius-independent interval attains this profile simultaneously across all radii with finite-
sample 90% coverage. Separate projection estimates and joint inversion yield rational end-
points at prescribed rank and endpoint precision levels, using public finite-recurrence bounds
for the primitive arithmetic on valid represented inputs. Continuous calibrated alternatives
within the same homogeneous logistic model establish matching lower bounds, including for
randomized procedures. The characterization explains how effect magnitude scales the con-
tribution of prognosis uncertainty and identifies the balance between that contribution and
the uncertainty remaining at zero effect.

1 Introduction

This paper establishes the sharp expected-length profile for honest inference on a homogeneous
conditional log-odds coefficient in a prescribed binary treatment and outcome experiment. The
covariate is scalar and uniformly distributed on the unit interval, and the propensity and control-
risk logits satisfy fixed envelope and Hölder restrictions. Their smoothness exponents are public
inputs. Within this model, we construct one interval sequence with finite-sample 90% coverage
and characterize its optimal expected length simultaneously across effect-radius subclasses. The
characterization includes evaluation at zero effect, arbitrary shrinking-radius sequences, and
fixed positive effect radii.

The target is θ(P ), the common conditional log-odds coefficient under an observed law P .
It is the treated-arm log odds minus the control-arm log odds at every covariate value. Under
consistency and conditional exchangeability, this coefficient is also the homogeneous conditional

∗Machine-generated by the CausalSmith research pipeline.

1

https://causalsmith.org/papers/stat_logodds_lowsmooth_frontier_v1


causal log-odds contrast; Lemma 1 records the corresponding full-data interpretation. Con-
ditional odds contrasts have a longstanding role in stratified association analysis [Mantel and
Haenszel, 1959], and potential-outcome identification supplies their causal interpretation [Rubin,
1974, Rosenbaum and Rubin, 1983]. Their conditional meaning is particularly relevant because
confounding and odds-ratio collapsibility are distinct issues [Greenland et al., 1999].

Our precision criterion separates the coverage obligation from the laws at which interval
length is evaluated. The ambient model in Definition 5 imposes a known uniform design, a
homogeneous effect with absolute value at most 1/2, nuisance-logit supremum norms at most 1,
and Hölder seminorms at most 2. Let α denote the public propensity-logit exponent and β the
public control-risk-logit exponent. We study

0 < β < 1/4, β < α ≤ 1.

Every admissible procedure must cover the coefficient with probability at least 90% throughout
this ambient model. For r ∈ [0, 1/2], the effect evaluation radius, its worst-case expected length
is assessed over the subclass with |θ(P )| ≤ r. This ambient-coverage and subclass-length dis-
tinction follows the honest-confidence-interval perspective of Low [1997] and Cai and Low [2004,
Section 2, Theorem 1].

Write Jn(α, β; r) for the minimax expected interval length under this criterion, with n the
sample size. Our main result, Theorem 1, establishes

Jn(α, β; r) ≍ n−a(α,β) + r n−b(β),

where a and b, the numerator and denominator rate exponents, are

a(α, β) = min

{︃
1

2
,

2(α+ β)

2α+ 2β + 1

}︃
, b(β) =

4β

4β + 1
.

The positive comparison constants are absolute and apply simultaneously to every admissible
exponent pair, every integer n ≥ 1, and every evaluation radius. A single procedure, tuned by
the sample size and public exponents, attains the upper comparison across all radii. The lower
comparison applies to the entire ambiently honest class, including procedures with independent
randomization.

The two terms have an observable-coordinate interpretation. The odds identity in Lemma 1
expresses the coefficient through a numerator and a uniformly positive denominator. Numerator
uncertainty contributes directly to interval length, whereas denominator uncertainty is scaled
by effect magnitude. Separate projection resolutions and joint inversion turn this identity into
the attaining interval of Algorithm 2. At zero radius, the sharp length is n−a(α,β), attaining
the parametric order precisely when α + β ≥ 1/2. Throughout the stated exponent domain,
a > b, so the denominator contribution eventually dominates at each fixed positive radius. For
shrinking radii, the two contributions balance at

r ≍ n−{a(α,β)−b(β)}.

These comparisons describe effect-dependent precision while retaining the same ambient coverage
requirement.

The construction also specifies a finite rational realization. An explicit interval-arithmetic
engine and a dyadic naming policy select a concrete interval with ordered rational endpoints
in the effect envelope on every sample. Under the quantitative primitive and representation
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contracts in Definitions 12 and 13, every admissible engine and Borel naming policy satisfies
the same coverage and expected-length comparisons. Public exponent representations are fixed
before sampling. Prescribed rank and endpoint precision budgets establish termination on valid
represented inputs; the resulting intervals may vary across admissible implementations.

The result connects estimand-specific logistic inference to projection-based functional esti-
mation and honest interval optimality. Tan [2019, Propositions 1–3] develops robust logistic
coefficient scores and effect-dependent efficiency comparisons near zero. Liu et al. [2021b, arXiv
version 1, Assumptions REG and ML1, Theorem 2] establishes regular asymptotic inference
under its nuisance-estimation and regularity conditions. Binary DINA likewise targets condi-
tional log-odds contrasts [Gao and Hastie, 2025, Section 2.1.1, equation (5)]. Projection-based
conditional covariance estimation provides a closely related numerator construction [McGrath
and Mukherjee, 2026, version 5, Theorem 1 and Corollary 1]. Here, the contribution is the
simultaneous sharp expected-length characterization under ambient honesty in the specified ho-
mogeneous logistic model. Its converse uses calibrated continuous alternatives whose every draw
satisfies that model’s homogeneity, envelope, and native-logit smoothness restrictions.

The results supporting Theorem 1 hold under their stated assumptions.
The paper first reviews related work, then specifies the model and honest interval criterion in

Definitions 5 and 8. It next presents the sharp comparison in Theorem 1, develops the interval
construction in Algorithm 2, and discusses interpretation and limitations. The appendices supply
identification, projection bounds, rational realization, calibrated alternatives, original-record
lower comparisons, the verification note, and proofs.

2 Related work

The target of this paper is the homogeneous conditional log-odds coefficient θ(P ) in Definition 4.
The statistical experiment combines this pointwise homogeneity restriction with a uniform co-
variate design and prescribed bounds on the nuisance logits and their Hölder seminorms, as
specified in Definition 5. Precision is measured by expected interval length on effect-radius sub-
classes, while coverage is required over the ambient model; Definitions 6 to 8 formalize these
distinct roles. These choices connect the analysis to logistic coefficient estimation, estimation of
nonlinear functionals under low smoothness, and honest confidence intervals.

The closest logistic coefficient results develop robustness and efficiency within partially lin-
ear logistic models. Tan [2019, Propositions 1–3] characterizes nuisance-orthogonal estimat-
ing functions and obtains unbiasedness when either the baseline-logit model or the conditional
exposure-mean model given covariates and a fixed outcome value is correct. The latter nuisance
is an outcome-conditioned exposure mean. When both nuisance models are correct, the effi-
ciency comparison identifies an optimal weight within the proposed estimating-function class.
The accompanying near-null comparison explains why a simpler weight approaches that optimal
choice as the coefficient approaches zero. This supplies a useful precedent for effect-dependent
precision: proximity to the null changes the efficiency comparison within a regular coefficient-
estimation problem. Here, proximity to the null indexes subclasses on which the length of an
ambiently honest interval is evaluated.

Direct odds-ratio antecedents make the nuisance comparison especially clear. Tchetgen Tch-
etgen et al. [2010] constructs doubly robust estimators in a semiparametric odds-ratio model
by pairing alternative baseline conditional-density specifications. For binary exposure, Tchet-
gen Tchetgen [2013] gives a closed-form adjusted odds-ratio estimator with the corresponding
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double-robustness interpretation. Those papers provide estimation and large-sample inference
for an odds-ratio parameter under their nuisance specifications. The present result instead fixes
a homogeneous scalar conditional log odds, requires coverage over the full prescribed Hölder
model, evaluates length over every effect-radius subclass, and proves same-model converses as
well as attainment.

Regular asymptotic inference for the logistic coefficient is developed by Liu et al. [2021b,
arXiv version 1, Assumptions REG and ML1, Theorem 2]. Their regularity conditions impose
compact parameter and exposure domains together with nondegenerate score sensitivity and
variance. For sample size n, Assumption ML1 requires uniform consistency of the baseline-logit
and outcome-conditioned exposure-mean estimators, with both L2 errors of order oP (n

−1/4).
Under these conditions, the coefficient estimator admits an asymptotically linear representation
and a normal limit at the parametric rate. The present expected-length criterion evaluates
precision over the prescribed Hölder classes, including their low-smoothness regimes, subject to
the coverage requirement in Assumption 9.

The causal interpretation of the estimand also aligns with DINA, the difference in natural pa-
rameters. For binary responses, Gao and Hastie [2025, Section 2.1.1, equation (5)] defines DINA
as the conditional log-odds contrast between potential outcomes. A constant treatment-effect
basis specializes this formulation to a homogeneous effect. Their finite-dimensional coefficient
analysis assumes a correctly represented treatment-effect function, bounded covariates and nui-
sance functions, and a score derivative bounded away from singularity. Under those conditions,
nuisance estimation errors enter the coefficient bound quadratically, alongside a parametric sam-
pling term [Gao and Hastie, 2025, Section 3.3, Proposition 1]. This comparison separates the
shared conditional log-odds target from the precision criterion: their coefficient bound controls
estimation error, while the present objective optimizes expected interval length under ambient
coverage.

The observable numerator in Lemma 1 connects the construction to expected conditional
covariance estimation. In the known-design setting, McGrath and Mukherjee [2026, version 5,
Theorem 1 and Corollary 1] gives projection bias of order k−s/d and variance bounded by a
constant times n−1 + k/n2, with s the sum of nuisance smoothness exponents and d the co-
variate dimension; the resulting resolution choices attain the covariance minimax rate. Related
results extend to local averaging methods: McClean et al. [2026, arXiv version 3, Assumption
4 and Theorem 2] obtains expected absolute error n−2s/(2s+d) when s ≤ d/2 and root-n infer-
ence when s > d/2, using independent nuisance-training samples, a known smooth covariate
density bounded away from zero, and suitable undersmoothing. Below the regular threshold,
additional undersmoothing yields a slower normal limit under boundedness and continuity of
conditional variances [McClean et al., 2026, arXiv version 3, Theorem 3]. These results distin-
guish rate-optimal estimation from normal inference with negligible bias. The present construc-
tion combines those projection ingredients for two observable coordinates with ambient honesty,
all-radius length evaluation, and a homogeneous-logistic converse, as specified in Definition 14
and Algorithm 2.

Higher-order inference for implicitly defined parameters provides a further comparison.
Zhang et al. [2026, Section 3.3, Assumptions 1 and 3–9, Theorems 1–4] analyzes solutions to
corrected moment equations under identification, a nonsingular moment derivative, bounded-
ness and overlap, complexity and continuity conditions on the moment class, and localized,
nondegenerate sieve bases. Their oracle error bound combines a stochastic term with the
product of two residual projection errors. Feasible estimation adds a product involving nuisance

4



errors, the initial parameter estimate, and the error in estimating the projection Gram matrix.
Normal inference requires the locally uniform projection bias to vanish after normalization, an
additional continuity-rate condition, and, for the feasible estimator, the stated Gram-matrix
error condition. The normalization accommodates sieve dimensions both below and above
sample size, with dimension growing more slowly than n2. This decomposition clarifies the
shared role of projection in reducing nuisance bias. In the prescribed logistic experiment, the
coordinate identity permits an explicit interval construction whose bias and variance bounds
enter the finite-sample coverage argument in Theorem 2.

Converse results must be compared at the level of both estimand and statistical class. Jin
et al. [2025, Appendix B] studies structure-agnostic bounds for binary treatment in a partially
linear mean model, making explicit the roles of overlap and feasible nuisance perturbations. For
average conditional log-odds differences, Jin and Syrgkanis [2026, version 2, Theorem 7.7] obtains
an absolute-error lower bound containing a squared regression-error term, a mixed nuisance-error
term, and the parametric sampling term. That result uses unrestricted log-odds contrasts in
nuisance-error neighborhoods, under its density, overlap, nondegeneracy, and nonzero-curvature
conditions. Applying a converse to the present coefficient requires alternatives that satisfy the
homogeneous logistic relation throughout the covariate domain, together with the prescribed
envelopes and smoothness restrictions. The calibrated families and original-record mixture com-
parisons in Definition 18 and Lemmas 7 and 8 supply that comparison within the stated model.

Finally, the distinction between the coverage class and the length-evaluation class belongs to
the honest-interval literature. Low [1997] relates expected length at a distribution to coverage
over a family of distributions. In Gaussian experiments for linear functionals, Cai and Low
[2004, Section 2, Theorem 1] expresses a corresponding subclass expected-length lower bound
through a between-class modulus of continuity. The present criterion adopts this separation for
a homogeneous logistic experiment: the public smoothness exponents specify the ambient class,
and effect radii specify nested subclasses for evaluating length. The contribution of Theorem 1
is the joint all-radius characterization under its stated conditions, combining an attaining ambi-
ently honest procedure with matching expected-length lower comparisons, including evaluation
at the null.

The research provenance also includes two internal supporting problems: the known-
fair-radius development stat dina logodds honest radius and the fixed-exponent (0.3, 0.1)
development stat logodds anisotropic radius frontier. They supplied antecedent cal-
ibration and lower-bound architectures; in particular, the parametric null-floor reduction
is credited to the known-fair development. The present theorem establishes the com-
plete public-exponent domain and all-radius profile. The neighboring internal problem
stat logodds roughdesign radius frontier studies a different experiment with fixed ex-
ponents and an unknown bounded design density, whereas the current design is known and
uniform.

3 Model and honest interval criterion

One observed record is O = (X,A, Y ) in

Ω = [0, 1]× {0, 1} × {0, 1},

equipped with its product Borel structure. The data O = (O1, . . . , On) are independent draws
from an observed law P ; sample sizes are positive integers, and A, Y ∈ {0, 1}. Write pay(P, x) =
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P (A = a, Y = y | X = x). The observed-law carrier used below consists of normalized condi-
tional four-cell tables whose entries are continuous and strictly positive on [0, 1], with a covari-
ate marginal of full support. Thus all conditional quantities have pointwise continuous versions
throughout the covariate interval.

Define the arm risks and treatment probability by

µa(P, x) =
pa1(P, x)

pa0(P, x) + pa1(P, x)
, e(P, x) = p10(P, x) + p11(P, x),

and define the native logits

g(P, x) = logit{e(P, x)}, ν(P, x) = logit{µ0(P, x)}.

For 0 < γ ≤ 1, our Hölder convention is

[f ]γ = sup
x̸=z

|f(x)− f(z)|
|x− z|γ

.

The public exponent domain is D = {(α, β) : 0 < β < 1/4, β < α ≤ 1}. Generic positive
constants may change from line to line; ∥ · ∥∞ denotes the supremum norm, ≲ hides a positive
constant independent of sample size and evaluation radius, and ≍ denotes two such bounds.

The comparison output space C consists of every nonempty connected Borel subset of
[−1/2, 1/2]. Encode an element by its lower and upper endpoints together with two endpoint-
inclusion indicators, excluding the empty encoding; equip this space with the induced product
Borel structure. The attaining construction below returns the closed member [l, u] with ratio-
nal endpoints. Randomized procedures also receive an independent seed U ∼ Unif[0, 1]. This
specifies the record, sampling, and output spaces before the model and honesty conditions.

The design law is known and fixed as follows.

Assumption 1. [ass:uniform-design] (Uniform covariate design) The covariate X has the
uniform probability law λ on the unit interval under the observed law P :

P ◦X−1 = λ.

The known uniform design is a fixed-density specialization of the known-density setting
[McClean et al., 2026]. It fixes the covariate integration measure across observed laws, allowing
the model restrictions to focus on treatment assignment and conditional outcome risks.

We express those risks on the log-odds scale. The log-odds map logit is defined first, followed
by the native control-risk logit.

Definition 1. [synth_2] (Log-odds map definition) The log-odds map logit : R → R is defined
by

logit(t) = log

(︃
t

1− t

)︃
, t ∈ R.

Here division by zero has value zero, and the real logarithm is extended by log 0 = 0 and log t =
log |t| for t < 0. For 0 < t < 1, this is the usual log-odds transformation.

The conditional risks in Definition 5 lie in (0, 1), where this transformation has its usual
statistical meaning. The native prognosis logit ν(P, x) applies it to the control-arm risk.
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Definition 2. [synth_4] (Native prognosis logit) The native prognosis logit ν(P, x) is the log
odds of the conditional outcome risk under control, for x ∈ [0, 1] and an observed probability law
P with binary treatment and outcome whose conditional four-cell table satisfies:

• (Conditional probabilities.) At each covariate value, the four cells sum to one and give
a conditional representation of P given the covariate.

• (Continuity and interiority.) Each cell probability is continuous in the covariate and
lies strictly between zero and one at every covariate value.

• (Full support.) The covariate marginal assigns positive probability to every nonempty
relatively open subset of [0, 1].

Its defining formula is

ν(P, x) := logit

(︃
PrP (treatment = 0, outcome = 1 | X = x)

PrP (treatment = 0, outcome = 0 | X = x) + PrP (treatment = 0, outcome = 1 | X = x)

)︃
, logit(t) := log

(︃
t

1− t

)︃
.

Consequently, ν(P, x) = logit{µ0(P, x)}. The logistic map ℓ converts a real argument t back
to a probability.

Definition 3. [synth_1] (The logistic map) The logistic map ℓ : R → R is defined by

ℓ(t) =
1

1 + exp(−t)
, t ∈ R.

On interior probabilities, the logistic and log-odds maps are inverses. We can therefore
describe treatment assignment through its native logit and fix the scalar outcome contrast before
imposing homogeneity.

The public smoothness exponents govern regularity of these native logits. We fix their
notation and the seminorm convention before stating the bounds.

The model combines a homogeneous conditional effect with fixed scalar and nuisance-function
envelopes. Its structural restriction is the following logistic relation.

Assumption 2. [ass:homogeneous-logit] (Homogeneous conditional log-odds relation) The
treated-arm conditional outcome risk µ1(P, x) satisfies

µ1(P, x) = ℓ{ν(P, x) + θ(P )} (x ∈ [0, 1]),

where ℓ is the logistic map, ν(P, x) is the native prognosis logit, and θ(P ) is the homogeneous
conditional log-odds coefficient.

The logistic partially linear coefficient with binary exposure is a standard specification [Tan,
2019]. Here it makes the conditional log-odds contrast constant across covariate values:

logit{µ1(P, x)} − logit{µ0(P, x)} = θ(P ).

Equivalently, the treated-to-control conditional odds ratio is exp{θ(P )}. Thus the coefficient
describes a common conditional odds contrast while allowing the baseline risk to vary with the
covariate.

Under consistency and conditional independence of treatment and potential outcomes given
the covariate, this contrast has the corresponding causal interpretation [Rubin, 1974, Rosenbaum
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and Rubin, 1983]. The full-data representation associated with the observed law is specified in
Definition 15; Lemma 1 supplies the identification result and its causal interpretation in the
appendix.

We maintain a compact range for the common coefficient.

Assumption 3. [ass:effect-envelope] (Compact scalar effect envelope) For an observed law
P , the log-odds contrast at covariate zero,

θ(P ) = logit
(︁
µ1(P, 0)

)︁
− ν(P, 0),

satisfies

|θ(P )| ≤ 1

2
.

A compact coefficient region is standard in logistic coefficient analysis [Liu et al., 2021b].
The numerical bound 1/2 is maintained here as part of the model and gives a common effect
range for the interval comparison.

The treatment mechanism is controlled by a separate logit envelope.

Assumption 4. [ass:propensity-envelope] (Propensity logit envelope) The native
propensity-logit function g(P, ·) satisfies

∥g(P, ·)∥∞ ≤ 1.

The bounded propensity logit is a quantitative bounded-overlap specialization, with the
constant 1 maintained here [Robins et al., 2009]. Since e(P, x) = ℓ{g(P, x)}, it places treatment
probabilities between ℓ(−1) and ℓ(1) uniformly over covariate values.

A corresponding envelope controls the baseline outcome risk.

Assumption 5. [ass:prognosis-envelope] (Prognosis logit envelope) The native prognosis-
logit function ν(P, ·) satisfies

∥ν(P, ·)∥∞ ≤ 1.

The bounded prognostic logit belongs to the bounded logistic framework, with this numerical
envelope maintained for the present analysis [Liu et al., 2021b]. Together with Assumption 3,
it keeps both arm-specific outcome risks uniformly in the interior of the probability interval.

The remaining nuisance restrictions describe variation across covariate values, beginning
with treatment assignment.

Assumption 6. [ass:propensity-holder] (Propensity Hölder seminorm bound) The Hölder
seminorm of the native propensity-logit function g(P, ·) at the public smoothness exponent α
satisfies

[g(P, ·)]α ≤ 2.

A Hölder ball provides the standard smoothness restriction on the treatment mechanism
[Robins et al., 2009]. Here the ball is imposed on the native propensity logit, with prescribed
radius 2; its exponent controls how rapidly treatment assignment can vary over nearby covariate
values.

Baseline prognosis has its own public exponent.
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Assumption 7. [ass:prognosis-holder] (Prognosis Hölder bound) The native prognosis-logit
function ν(P, ·) satisfies the Hölder seminorm bound

[ν(P, ·)]β ≤ 2.

The prognostic Hölder ball is likewise a standard regularity condition, imposed here on
the control-risk logit with prescribed radius 2 [Liu et al., 2021a]. Distinct exponents permit
treatment assignment and baseline prognosis to have different degrees of smoothness.

We collect the structural relation and the quantitative restrictions into two classes. The
homogeneous logistic class L records the common conditional effect relation.

Definition 4. [def:logistic-class] (Homogeneous logistic class L)

L = {P : µ1(P, x) = ℓ{ν(P, x) + θ(P )} for every x ∈ [0, 1]} .

Here µ1(P, x) is the treated-arm conditional outcome risk, ℓ is the logistic map, ν(P, x) is the
native prognosis logit, and θ(P ) is the homogeneous conditional log-odds coefficient. The defining
relation is that of Assumption 2.

For a fixed public exponent pair, the ambient model M(α, β) adds the known design law
and the prescribed envelopes and seminorm bounds.

Definition 5. [def:model] (Ambient model M(α, β)) M(α, β) is the class of observed laws
P satisfying the following conditions, for each (α, β) ∈ D, the prescribed domain of public
smoothness exponents:

• (Uniform design.) With λ denoting the uniform probability law on the unit interval,

P ◦X−1 = λ.

See Assumption 1.

• (Homogeneous logit.) The treated-arm conditional outcome risk µ1(P, x), logistic map
ℓ, native prognosis logit ν(P, x), and homogeneous conditional log-odds coefficient θ(P )
satisfy

µ1(P, x) = ℓ{ν(P, x) + θ(P )} (x ∈ [0, 1]).

See Assumption 2.

• (Effect envelope.)

|θ(P )| ≤ 1

2
.

See Assumption 3.

• (Propensity envelope.) The native propensity-logit function g(P, ·) satisfies

∥g(P, ·)∥∞ ≤ 1.

See Assumption 4.

• (Propensity smoothness.)
[g(P, ·)]α ≤ 2.

See Assumption 6.
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• (Prognosis envelope.)
∥ν(P, ·)∥∞ ≤ 1.

See Assumption 5.

• (Prognosis smoothness.)
[ν(P, ·)]β ≤ 2.

See Assumption 7.

The bracket notation denotes the Hölder seminorm at the indicated public exponent.

This ambient class determines the coverage requirement. To evaluate precision near different
effect magnitudes, we introduce an evaluation radius r in [0, 1/2].

Assumption 8. [ass:evaluation-radius] (Effect evaluation radius) The homogeneous con-
ditional log-odds coefficient θ(P ) satisfies

|θ(P )| ≤ r.

The nested evaluation subregion follows the ambient-coverage and subclass-length criterion
of the honest-interval literature [Cai and Low, 2004]. The radius indexes the laws over which
expected length is assessed, while the ambient class remains the coverage domain.

The effect-radius slice Mr(α, β) makes this evaluation class explicit.

Definition 6. [def:radius-model] (Effect-radius slice Mr(α, β))

Mr(α, β) = {P ∈ M(α, β) : |θ(P )| ≤ r}
(︁
(α, β) ∈ D, r ∈ [0, 1/2]

)︁
.

Here D is the prescribed domain of public smoothness exponents and θ(P ) is the homogeneous
conditional log-odds coefficient. This defines the slice of the ambient model in Definition 5
satisfying Assumption 8.

These slices are nested in the radius. At r = 0, they contain the ambient laws with zero
conditional log-odds contrast; at r = 1/2, the slice equals the ambient model. The nuisance
restrictions remain fixed throughout this comparison.

Before stating honesty, we specify the sample, interval outputs, and independent random-
ization used by the comparison class.

Including an independent seed permits randomized procedures in the comparison class. A
deterministic procedure is represented by a map that is constant in its seed argument. Coverage
probabilities and expected lengths average over both the original records and this independent
randomization.

We require coverage uniformly over the ambient model.

Assumption 9. [ass:global-coverage] (Global interval coverage) The interval procedure
I(O, U), evaluated on the tuple of observed records O and an independent uniform randomization
seed U , satisfies

inf
P∈M(α,β)

(P⊗n ⊗ λ){θ(P ) ∈ I(O, U)} ≥ 0.90,

where M(α, β) is the ambient observed-law model, λ is the uniform probability law on the unit
interval, and θ(P ) is the homogeneous conditional log-odds coefficient.
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Global honesty with subclass expected-length evaluation is the standard comparison crite-
rion, specialized here to the binary treatment and outcome experiment [Cai and Low, 2004]. It
is a procedure-admissibility requirement: for each public exponent pair and sample size, an ad-
missible interval covers the coefficient with probability at least 90% at every law in the ambient
model.

The honest procedure class An(α, β) collects the maps satisfying this requirement.

Definition 7. [def:honest-procedures] (Honest interval procedures An(α, β)) For every n ≥
1 and (α, β) ∈ D, define

An(α, β) =

{︃
I : Ωn × [0, 1] → C : inf

P∈M(α,β)
(P⊗n ⊗ λ){θ(P ) ∈ I(O, U)} ≥ 0.90

}︃
,

where the maps I are Borel and have measurable coverage events and interval length, as required
by Assumption 9. Here Ω is the measurable space of one observed record, O is the tuple of
original observed records, C is the space of admissible nonempty connected Borel effect intervals,
and λ is the uniform probability law on [0, 1]. The variable U is an independent randomization
seed, D is the prescribed domain of public smoothness exponents, and θ(P ) is the homogeneous
conditional log-odds coefficient.

For a fixed sample size and public exponent pair, this same admissible class is used at every
evaluation radius. Precision is measured by the minimax expected length Jn(α, β; r) over the
corresponding slice.

Definition 8. [def:length-objective] (Minimax expected length Jn(α, β; r)) The minimax
expected interval length on the effect-radius slice, subject to honesty over the ambient model, is

Jn(α, β; r) = inf
I∈An(α,β)

sup
P∈Mr(α,β)

EP⊗n⊗λ

⃓⃓
I(O, U)

⃓⃓
.

Here An(α, β) is the class of Borel interval procedures with global 90% coverage, Mr(α, β) is
the effect-radius slice, O is the tuple of original observed records, and U is an independent seed
with uniform law λ on [0, 1]. The quantity |I(O, U)| is the length of the returned interval.

The objective combines ambient coverage with local evaluation of expected length. In par-
ticular, evaluation at the null retains coverage over all effects in the ambient envelope. Varying
the radius therefore measures how much precision an ambiently honest procedure can attain
across nested effect regions.

4 Sharp expected length across effect radii

The expected-length objective in Definition 8 admits a sharp comparison with two contributions:
uncertainty in an observable numerator and effect-scaled uncertainty in an observable denom-
inator. Their rates depend on the public propensity smoothness exponent α and prognosis
smoothness exponent β. A single concrete interval sequence, I⋆n, attains the comparison simul-
taneously across evaluation radii while maintaining coverage over the ambient model. We first
define the diagnostic rate and then state the complete comparison. The statistical construction
and numerical realization follow in the next section and appendices.

The diagnostic envelope dn(α, β; r) separates the numerator contribution from the radius-
scaled denominator contribution.
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Definition 9. [def:diagnostic-envelope] (Diagnostic envelope dn(α, β; r)) The diagnostic
envelope is

dn(α, β; r) = n−a(α,β) + r n−b(β),

where the numerator and denominator rate exponents are, respectively,

a(α, β) = min

{︃
1

2
,

2(α+ β)

2α+ 2β + 1

}︃
, b(β) =

4β

4β + 1
.

Main statistical result. For every public pair 0 < β < 1/4, β < α ≤ 1, every n ≥ 1,
and every r ∈ [0, 1/2], the minimax expected length over procedures with 90% coverage on the
ambient model satisfies

Jn(α, β; r) ≍ n−min{1/2, 2(α+β)/(2α+2β+1)} + rn−4β/(4β+1).

The comparison constants are absolute. One procedure, using the sample size and public ex-
ponents and independent of r, attains the upper bound for every radius simultaneously; the
converse covers every globally honest Borel procedure, including randomized procedures. The
exact finite-sample statement, including the rational implementation guarantee, is Theorem 1
below. The observable identity

C(P ) = {exp(θ(P ))− 1}S(P ), S(P ) ≥ 1/512,

explains the two terms: numerator uncertainty remains at the null, while denominator uncer-
tainty is multiplied by the effect radius.

Definition 10. [synth_3] (Cosine projection and its kernel) Let λ be the uniform probability
measure on [0, 1]. The orthonormal cosine basis of L2(λ) is

φ0(x) = 1, φj(x) =
√
2 cos(πjx) (j ≥ 1).

For each integer k ≥ 1, define the rank-k orthogonal projection onto span{φ0, . . . , φk−1} by

Πkf =

k−1∑︂
j=0

⟨f, φj⟩L2(λ)φj , f ∈ L2(λ),

where ⟨f, h⟩L2(λ) =
∫︁ 1
0 f(z)h(z) dλ(z). Its projection kernel is

Hk(x, z) =
k−1∑︂
j=0

φj(x)φj(z) = 1 + 2
k−1∑︂
j=1

cos(πjx) cos(πjz), x, z ∈ [0, 1].

Thus the continuous representative of Πkf satisfies

(Πkf)(x) =

∫︂ 1

0
Hk(x, z)f(z) dλ(z), x ∈ [0, 1].

Definition 11. [def:projection-statistic] (Projection statistic Un,k(W,V )) For n ≥ 2, the
ordered-pair projection statistic for two bounded record marks W and V is

Un,k(W,V ) =
1

n(n− 1)

∑︂
1≤i,j≤n

i̸=j

Hk(Xi, Xj)W (Oi)V (Oj).

Here Oi is the ith observed record, Xi is its covariate, and Hk is the kernel of the projection at
rank k.
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Definition 12. [def:dyadic-name-convention] (Dyadic naming policies N,N0) A dyadic name
for a real number v is a sequence of nested closed intervals with dyadic rational endpoints that
contain v and have width at most 2−q at each integer precision q ≥ 0. The product coding of
these sequences uses the discrete measurable structure on rational responses.

An admissible naming policy N is a sequence of policies, one for each sample size n, satisfying
the following conditions.

• (Public exponents.) Valid names for α, β are selected by Borel functions of the public
pair (α, β) alone, before sampling.

• (Observed covariates.) Valid names for the n observed covariates are selected by Borel
functions of (α, β,O), where O is the tuple of original observed records.

• (Separate arithmetic input.) The arithmetic engine is independently fixed, and name
selection supplies the real-input representations used with that engine.

The interval procedure receives these selected names and the exact binary labels. Name selection
is an input convention.

The dyadic-floor policy N0 assigns every real input v the intervals

N0(v)q =
[︁
2−q⌊2qv⌋, 2−q

(︁
⌊2qv⌋+ 1

)︁]︁
, q ≥ 0.

This is a valid name also at dyadic inputs and selects one concrete member of the policy-indexed
interval family.

At the rank step, the queried exponent intervals are intersected with the known compact boxes

α ∈ [0, 1], β ∈ [0, 1/4].

A syntactically malformed queried prefix or an empty intersection may yield the full effect inter-
val. At the endpoint precision, the supplied exponent and observed-covariate intervals are passed
raw to the endpoint expression tree, and the integer ranks selected at the rank step are retained.
Outputs may vary across valid names.

Definition 13. [def:arithmetic-engine] (Arithmetic engine E) An arithmetic engine E is a
deterministic collection of maps on closed rational intervals, with integer precision input q ≥ 0
and tolerance

ϵq = 2−q.

It supplies rational enclosures of π, the exponential and cosine on every bounded rational interval,
the logarithm on rational intervals [a, b] with 0 < a ≤ b, the square root on rational intervals
[a, b] with 0 ≤ a ≤ b, and the power bv for a positive integer base b and a rational exponent
interval contained in [−3, 3]. The symbols a, b, v, q are bound primitive arguments; in the power
primitive, b denotes the integer base, supplied separately from the interval endpoints.

The engine also supplies exact rational range operations for addition, subtraction, multipli-
cation, division on denominator intervals avoiding zero, minimum, maximum, intersection, and
clipping. In particular, the minimum of two intervals has range

min
(︁
[a, b], [c, d]

)︁
= [min(a, c),min(b, d)],

and multiplication has range

[a, b] [c, d] = [min{ac, ad, bc, bd},max{ac, ad, bc, bd}].

13



Division uses the reciprocal range followed by multiplication, and clipping uses the exact mini-
mum and maximum operations.

Admissibility requires the following primitive contracts.

• (Enclosure.) Every returned interval contains the real image of its input interval.

• (Monotone primitives.) For exponential, logarithm, square root, and positive-integer-
base power, each returned endpoint differs outward from the corresponding exact range
endpoint by at most ϵq.

• (Constant enclosure.) The returned enclosure of π lies in [3, 4], with outward excess at
each endpoint at most ϵq.

• (Cosine.) At the rational midpoint of the input interval, the engine encloses the cosine
value with outward endpoint excess at most ϵq. It enlarges this enclosure by half the input
width on each side and intersects the result with [−1, 1]. The returned width is at most the
input width plus 2ϵq.

• (Primitive domains and signs.) Exponential and power outputs have positive lower
endpoints, and square-root outputs have nonnegative lower endpoints. Logarithm is eval-
uated on intervals with positive rational lower endpoints, and division is evaluated on
denominator intervals avoiding zero.

• (Finite rational computation.) Every map is defined by a finite rational recurrence
whose iteration count is bounded by a specified public integer function of the rational range
bounds, the integer base when present, and q. The recurrence may use rational comparisons
and integer arithmetic; its access to a real input is exclusively through the supplied rational
interval.

• (Independent choice.) The engine is fixed independently of all public exponents, sample
sizes, observed records, laws, naming policies, evaluation radii, and unknown nuisance
quantities.

Distinct admissible engines may return distinct rational enclosures. Admissibility is specified
entirely by these primitive contracts, with rank conclusions, final-endpoint conclusions, final
precision budgets, and statistical properties outside its defining requirements.

Algorithm 1 (Public projection rank selection)

The projection ranks are the nonnegative integer ceilings of the upper endpoints produced by
the following construction. For n ≥ 2 and real public exponents α, β, define the public precision
budget and target resolutions by

qrank(n) = 7 + 3⌈log2 n⌉, RC = n2/(2α+2β+1), RS = n2/(4β+1).

For a positive integer base b, the logarithmic ceiling is defined by integer comparisons:

⌈log2 b⌉ = min{q ∈ Z≥0 : 2
q ≥ b}.

14



Fix a rational interval-arithmetic engine E and a naming policy N. Query the public exponent
names at precision qrank(n) and intersect them with [0, 1] and [0, 1/4], respectively. Using these
intersections, form the ranges of

2

2α+ 2β + 1
,

2

4β + 1

by exact rational interval operations, then apply the power map of E with integer base n at the
same precision. If these operations succeed, denote the resulting boxes by [aC , bC ] and [aS , bS ],
and define

kC(n, α, β;E,N) = max{⌈bC⌉, 0},
kS(n, β;E,N) = max{⌈bS⌉, 0}.

Here bC , bS denote resolution-box upper endpoints. If either an intersection or an interval
division fails, define both ranks to be 1. Both ranks use the public inputs (n, α, β) through N,
including in the abbreviated notation for kS , and are fixed before sampling.

For the admissible construction, take:

• (Engine.) E satisfying Definition 13.

• (Names.) N satisfying Definition 12, with public exponent names depending on n, α, β.

• (Exponent domain.) 0 < β < 1/4 and β < α ≤ 1.

For every n ≥ 2, the construction succeeds and its boxes satisfy

RC ∈ [aC , bC ], RS ∈ [aS , bS ], bC − aC ≤ 1, bS − aS ≤ 1.

Consequently, the selected ranks satisfy

RC ≤ kC(n, α, β;E,N) ≤ 3RC ,

RS ≤ kS(n, β;E,N) ≤ 3RS .

Definition 14. [def:coordinate-estimates] (Coordinate estimates ˆ︁Cn and ˆ︁Sn) The exact
real sample coordinates are

ˆ︁Cn =
1

n

n∑︂
i=1

AiYi − Un,kC (A, Y ), ˆ︁Sn = Un,kS

(︁
A(1− Y ), (1−A)Y

)︁
,

where, for n ≥ 2, the retained ranks are

kC = kC(n, α, β;E,N), kS = kS(n, α, β;E,N).

Both ranks are selected by the fixed-budget resolution construction with the same admissible
engine E and the public exponent approximations supplied by N. The upper construction uses
this same engine and the supplied covariate approximations to enclose the finite sums at these
retained ranks. The statistics ˆ︁Cn, ˆ︁Sn estimate the observable numerator and denominator coor-
dinates C(P ), S(P ), respectively.
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Definition 15. [def:causal-extension] (Full-data law ˜︁PP,Γ) The full-data law ˜︁PP,Γ is defined
by the successive draws

X ∼ λ, (Y 0, Y 1) | X = x ∼ Γ(P, x), A | (X,Y 0, Y 1) ∼ Bernoulli{e(P,X)},

and the observed outcome
Y = (1−A)Y 0 +AY 1.

Here λ is the uniform probability law on [0, 1], Y 0 and Y 1 are the control and treated potential
outcomes, Γ(P, x) is an admissible conditional coupling of these outcomes, and e(P,X) is the
treatment probability conditional on the covariate under the observed law P .

Definition 16. [synth_5] (Frontier comparison constants and sample-size threshold) Fix posi-
tive finite absolute constants c, C satisfying the simultaneous comparisons in Theorem 3. Define
the selected lower and upper comparison functions and sample-size threshold on D by

c⋆(α, β) = c, C⋆(α, β) = C, n0(α, β) = 1.

Thus, for every admissible arithmetic engine E, admissible Borel naming policy N, (α, β) ∈ D,
integer n ≥ n0(α, β), and r ∈ [0, 1/2],

c⋆(α, β)ρn(α, β; r) ≤ Jn(α, β; r) ≤ sup
P∈Mr(α,β)

EP⊗n

⃓⃓
I⋆n,E,N(α, β)

⃓⃓
≤ C⋆(α, β)ρn(α, β; r).

The constants c, C are selected once, independently of the exponents, sample size, radius, engine,
and naming policy.

Definition 17. [def:calibration-maps] (Calibration maps c,B, q,T,H, p) The covariance
adjustment and its effect-normalized counterpart are

c(t, ξ, υ) =
2dv∗

L∗ +
√︁
L2
∗ − 4d2v∗

, B(t, ξ, υ) =
2D(t)v∗

L∗ +
√︁
L2
∗ − 4d2v∗

,

where ξ, υ are scalar margins near 1/2, and

d = exp(t)− 1, v∗ = ξ(1− ξ)υ(1− υ),

L∗ = 1 + d{ξ(1− υ) + (1− ξ)υ}, D(t) =

∫︂ 1

0
exp(st) ds.

Here s is an integration variable. These formulas apply on the domain where the displayed square
root and denominator are positive.

For two independent uniform signs ϵ0, ϵ1, define

Zu = ϵ0 cos(πu/2) + ϵ1 sin(πu/2).

Expectations below are over these signs. Let εmix > 0 be the radius of the fixed signed open
amplitude square on which the mixed calibration branch exists uniquely. On

|η| < εmix, |ζ| < εmix, u ∈ [0, 1],

define the mixed calibration root by

q(η, ζ, u) = the unique q ∈ (3/4, 5/4) satisfying 16EB
(︁
32ηζ, 1/2− ηqZu, 1/2 + ζZu

)︁
− q = 0.
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The smaller closed amplitude squares used for support and mixture bounds are contained in this
domain.

For the separate fair-prior maps, define the baseline risk and local variance by

p∗ = 2/5, v∗ = p∗(1− p∗) = 6/25.

Here v∗ denotes the fair-branch Bernoulli variance. Define

G(t, ξ) =
exp(t)ξ

1 + {exp(t)− 1}ξ
, B∗ = 1 + {exp(t)− 1}p∗,

T(t, δ) = t+ log

(︃
1− {exp(t)− 1}δ2

p∗B∗

)︃
− log

(︃
1 +

{exp(t)− 1}δ2

(1− p∗)B∗

)︃
.

On the fair core 0 ≤ t ≤ 1/4, for tδ ̸= 0, the normalized fair-matching residual is

H(t, δ, ξ, u) =
EG(t, ξ + δZu)− G(T(t, δ), ξ)

tδ2
.

The symbol H also denotes its removable smooth extension to the fixed open calibration neighbor-
hood, including across t = 0, δ = 0, and the spatial endpoints. The displayed quotient identity
applies on the fair core.

Let εfair > 0 be the signed fair-amplitude radius, and let b ∈ (0, 1/10) be the fixed sufficiently
small bracket half-width about p∗. Here b denotes a bracket half-width. The fair parameter
domain contains

0 ≤ t ≤ 1/4, |δ| < εfair, u ∈ [0, 1],

together with the fixed open neighborhood of these parameters, including signed parameters across
t = 0 and the spatial endpoints. The denominators and logarithm arguments in the fair formulas
are positive on this neighborhood. At t = 0 or δ = 0, H is interpreted through its removable
smooth extension.

On this neighborhood, define the fair calibration root by

p(t, δ, u) = the unique ξ ∈ (p∗ − b, p∗ + b) satisfying H(t, δ, ξ, u) = 0.

Selection in the larger bracket (3/10, 1/2) gives this same root on the stated neighborhood. The
smaller closed amplitude neighborhood used for support and mixture bounds is contained in this
fair domain, uniformly over t ∈ [0, 1/4] and u ∈ [0, 1]. The local branches are defined on the
stated domains, where their existence, uniqueness, regularity, and matching properties hold.

Definition 18. [def:continuous-calibrated-priors] (Continuous calibrated priors
Pb,σ, Pt,σ, Qb, Qt) The continuous sign field on an equal partition is

Zk,σ(x) = σj cos(πu/2) + σj+1 sin(πu/2), u =
x− j∆

∆
, ∆ =

1

k
,

for an integer k ≥ 1, independent uniform signs σ = (σ0, . . . , σk), and j∆ ≤ x ≤ (j + 1)∆,
0 ≤ j < k. Either adjoining cell gives the value at a shared endpoint.

For signed amplitudes η, ζ, define

e0(x) =
1

2
+ ηq(η, ζ, u)Zk,σ(x), e1(x) =

1

2
− ηq(η, ζ, u)Zk,σ(x),
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mσ(x) =
1

2
+ ζZk,σ(x), c0(x) = 0, c1(x) = c(32ηζ, e1(x),mσ(x)).

For the family index b ∈ {0, 1}, the law Pb,σ has uniform covariate law λ on the unit interval
and conditional cell probabilities

p11 = ebmσ + cb, p10 = eb(1−mσ)− cb,

p01 = (1− eb)mσ − cb, p00 = (1− eb)(1−mσ) + cb.

Here eb,mσ, cb are evaluated at the current covariate; p11, p10, p01, p00 correspond to treated suc-
cess, treated failure, control success, and control failure.

For 0 ≤ t ≤ 1/4, the separate fair-treatment laws Pt,σ and P∗,t,δ have covariate law λ,
treatment probability 1/2, and control and treated outcome risks

µ0(x) µ1(x)

Pt,σ p(t, δ, u) + δZk,σ(x) G
(︁
t, p(t, δ, u) + δZk,σ(x)

)︁
P∗,t,δ p(t, δ, u) G

(︁
T(t, δ), p(t, δ, u)

)︁
.

These formulas define probability laws on the calibration neighborhood where the conditional cells
are positive.

The sample mixtures are

Qb = 2−(k+1)
∑︂

σ∈{−1,1}k+1

P⊗n
b,σ , Qt = 2−(k+1)

∑︂
σ∈{−1,1}k+1

P⊗n
t,σ .

The signs are drawn once for the entire sample, and each mixture consists of exactly n original
observed records.

The first term depends on the sum of the two public smoothness exponents and reaches the
parametric rate when that sum is at least 1/2. The second depends on prognosis smoothness
and is multiplied by the evaluation radius. This decomposition will describe both the attainable
expected length and the lower bound for every globally honest procedure.

We now collect the rate profile ρn(α, β; r) and the attaining procedure. The interval Iupn,E,N
is the statistical output of the joint inversion in Algorithm 2; fixing the explicit engine and
dyadic-floor policy selects the concrete sequence.

Definition 19. [def:frontier-handle] (Rate profile ρ and attaining interval family I⋆) The
rate profile and its attaining interval family are defined, for every admissible engine E and
admissible naming policy N, by

ρn(α, β; r) = dn(α, β; r), I⋆n,E,N = Iupn,E,N.

Here dn(α, β; r) is the diagnostic expected-length envelope from Definition 9, and IupE,N is the
procedure sequence from Algorithm 2 for the fixed engine and policy. The frontier pair consists
of this rate profile and procedure sequence: (︁

ρ, IupE,N
)︁
.

The concrete attaining sequence is
I⋆n = Iupn,E0,N0

,
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where E0 is the explicitly constructed rational interval-arithmetic engine supplied by Lemma 3,
and N0 is the dyadic-floor policy for selecting numerical representations in Definition 12.

Each interval is the literal output of the same fixed-budget expression tree, evaluated by its
supplied fixed engine on its supplied valid numerical representations. Each choice of engine and
representations determines its own rational output, subject to the endpoint enclosure bounds
in Lemma 4. The construction uses the observable numerator and denominator coordinates
C(P ), S(P ) from Lemma 1, separate projection resolutions from Algorithm 1, and joint inversion
from Algorithm 2.

The represented inputs are (n, α, β,O), with numerical representations selected by N and
an independently fixed engine E as in Definition 13. The radius r indexes evaluation of the
expected-length profile.

The converse uses the continuous calibrated priors in Definition 18, with admissible native
propensity and prognosis perturbations, one common scalar effect per draw, analytic singleton
matching, and factorization across disjoint latent-sign components conditional on the original
covariates. It applies independently of the engine and naming policy.

The model and honesty conditions are specified in Definitions 1, 3 to 8 and 10 and Assump-
tions 1 to 9. The associated constructions are given in Definitions 11, 14, 15 and 17. Their
bounds, calibrations, and sharp comparisons are stated in Lemmas 2 and 5 to 9 and Theorems 1
to 4.

The evaluation radius indexes the expected-length criterion, while the procedure uses the ob-
served sample and public exponents. Thus the same interval sequence can attain the comparison
over all radius slices. The following result combines concrete attainment, the lower bound over
the entire honest class, and the supporting guarantee for every admissible engine and naming
policy.

Theorem 1. [thm:full-honest-frontier-answer] (The full honest frontier) There exist con-
stants c, C ∈ R, with c > 0 and C > 0, satisfying the following guarantees simultaneously. The
public exponent domain and the sharp expected-length profile are

D = {(α, β) ∈ R2 : 0 < β < 1/4, β < α ≤ 1},

ρn(α, β; r) = dn(α, β; r) = n−min{1/2, 2(α+β)/(2α+2β+1)} + r n−4β/(4β+1).

• (Concrete attainment.) For every (α, β) ∈ D and every integer n ≥ 1, the concrete
interval

I⋆n(α, β) = Iupn,E0,N0
(α, β),

constructed with the explicit rational arithmetic engine E0 and the dyadic-floor naming
policy N0, belongs to the globally honest class An(α, β) of Definition 7. For every sample
and randomization seed, its output is a closed interval [l, u] with

l, u ∈ Q, −1/2 ≤ l ≤ u ≤ 1/2.

For every r ∈ [0, 1/2], the minimax expected length Jn(α, β; r) of Definition 8 satisfies

c ρn(α, β; r) ≤ Jn(α, β; r) ≤ sup
P∈Mr(α,β)

EP⊗n⊗λ

⃓⃓
I⋆n(α, β)(O, U)

⃓⃓
≤ C ρn(α, β; r),

where Mr(α, β) is the prescribed radius slice and λ is the uniform law of the independent
randomization seed.

19



• (Universal construction.) For every admissible rational interval-arithmetic engine E,
every admissible Borel naming policy N, both satisfying the quantitative contracts of Def-
initions 12 and 13, every (α, β) ∈ D, and every integer n ≥ 1, the fixed-budget out-
put Iupn,E,N(α, β) is Borel, globally 90%-honest, and radius independent. On every valid
named input, the construction terminates within its prescribed fixed budgets and returns a
nonempty closed interval with ordered rational endpoints in [−1/2, 1/2], using the observed
data and public inputs. For every r ∈ [0, 1/2],

c ρn(α, β; r) ≤ Jn(α, β; r) ≤ sup
P∈Mr(α,β)

EP⊗n⊗λ

⃓⃓
Iupn,E,N(α, β)(O, U)

⃓⃓
≤ C ρn(α, β; r).

The same constants c, C apply to all these engines, policies, exponents, sample sizes, and
radii.

• (Compact uniformity.) Taking the comparison constants c⋆ = c, C⋆ = C, and the
sample-size threshold n0 = 1, every nonempty compact set K ⊆ D satisfies

0 < inf
(α,β)∈K

c⋆, sup
(α,β)∈K

C⋆ <∞, sup
(α,β)∈K

n0 = 1.

• (Elbow identities.) Define the numerator and denominator exponents by

a(α, β) = min{1/2, 2(α+ β)/(2α+ 2β + 1)}, b(β) =
4β

4β + 1
.

For every (α, β) ∈ D,
a(α, β)− b(β) > 0,

and

a(α, β)− b(β) =

⎧⎪⎪⎨⎪⎪⎩
2(α− β)

(2α+ 2β + 1)(4β + 1)
, α+ β ≤ 1/2,

1− 4β

2(4β + 1)
, α+ β ≥ 1/2.

At α+ β = 1/2, the two displayed expressions are equal.

• (Universal converse.) For every (α, β) ∈ D, every r ∈ [0, 1/2], every integer n ≥ 1,
and every procedure I ∈ An(α, β), including procedures using independent randomization,

c ρn(α, β; r) ≤ sup
P∈Mr(α,β)

EP⊗n⊗λ

⃓⃓
I(O, U)

⃓⃓
.

The coordinate identity behind the comparison is

C(P ) = {exp(θ(P ))− 1}S(P ), θ(P ) = log{1 + C(P )/S(P )}, S(P ) ≥ 1/512,

as proved in Lemma 1. Numerator uncertainty therefore contributes directly to interval length,
while denominator uncertainty is scaled by the effect radius. Separate projection resolutions
accommodate these distinct sources of uncertainty. The matching lower comparison establishes
that their sum describes the best possible worst-case expected length under ambient honesty,
including for randomized procedures.

The converse has one experiment for each term. In the mixed family, propensity and prog-
nosis amplitudes η, ζ produce an effect separation at their product scale; singleton matching
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removes first-order marginal evidence, and the original-record Hellinger bound determines the
admissible projection resolution. This yields the numerator contribution. In the fair-treatment
family, a prognosis amplitude δ changes a comparator effect by order tδ2 at center t, while its
Hellinger distance is controlled at fourth order in δ; taking t at the evaluation-radius scale yields
the radius-weighted denominator contribution. The continuous sign field shares endpoint signs
across neighboring cells. After conditioning on the observed covariates, the sign-incidence graph
is therefore factored into connected components and controlled by a spanning-tree bound. The
exact matching, same-model support, and resulting mixture bounds are stated in Lemmas 6
to 8; Lemma 9 and Theorem 3 complete the two-term comparison.

At the null radius, Theorem 1 gives

c n−a(α,β) ≤ Jn(α, β; 0) ≤ C n−a(α,β).

Coverage remains imposed over the ambient model through Definition 7, even though expected
length is evaluated at zero effect. The null comparison therefore measures the precision attain-
able at zero by a procedure that also covers every effect in the prescribed ambient envelope. Its
rate is governed by the numerator contribution.

For any sequence rn ∈ [0, 1/2], including an arbitrary shrinking-radius sequence, the simul-
taneous comparison gives

c
{︂
n−a(α,β) + rnn

−b(β)
}︂
≤ Jn(α, β; rn) ≤ C

{︂
n−a(α,β) + rnn

−b(β)
}︂
.

The same concrete interval sequence attains these bounds across the sequence. Equating the
two contributions yields the radius balance

rn = n−{a(α,β)−b(β)}.

For fixed public exponents, radii smaller than this scale make the numerator contribution dom-
inant; radii larger than this scale make the denominator contribution dominant. At the balance
scale, both contributions have the same order.

The numerator transition occurs at α + β = 1/2. Below this boundary, its exponent is
2(α + β)/(2α + 2β + 1), and the radius-balance exponent depends on the difference α − β. At
and above the boundary, the numerator exponent equals 1/2, and the balance exponent depends
on β alone. The two formulas agree at the shared boundary, so the radius balance is continuous
across the numerator transition.

The propensity endpoint α = 1 belongs to the public exponent domain in Theorem 1. At this
endpoint, every admissible prognosis exponent places the numerator in the parametric regime,
with balance exponent

a(1, β)− b(β) =
1− 4β

2(4β + 1)
.

Along the prognosis boundary approached from β < 1/4, this expression tends to zero, while
the denominator exponent tends to 1/2. Within the stated domain, the positive exponent gap
ensures that for every fixed r ∈ (0, 1/2], the radius-scaled denominator contribution eventually
dominates. Consequently, the sharp expected length at a fixed positive radius has order rn−b(β).

Concrete attainment is a guarantee for a statistical interval procedure with rational endpoints
on every sample. The engine and naming-policy clause attaches the same coverage and expected-
length comparison to every admissible numerical realization, with common constants. The
following construction specifies the interval itself in Algorithm 2 and Theorem 2, and Lemmas 3
and 4 supplies its arithmetic realization.
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5 Constructing an honest interval

The statistical ingredients used by the interval are defined first. The primitive arithmetic con-
tracts and their finite rational realization appear in Section B. In reader-facing prose, dn is the
rate and Iup is the interval; the formal layer also uses the aliases ρn = dn and I⋆ = Iup. It reuses
bC , bS locally for resolution-box upper endpoints and, later, for coordinate error radii; we refer
to these quantities by role outside the formal environments.

The attaining procedure combines separate estimates of two observable coordinates with a
joint inversion of their confidence bounds. Write an observed record as O, with covariate X,
binary treatment A, and binary outcome Y . Under an observed law P in Definition 5, the
numerator and denominator coordinates of Lemma 1 have the representations

C(P ) = EP [AY ]−
∫︂ 1

0
EP [A | X = x]EP [Y | X = x] dx,

S(P ) =

∫︂ 1

0
EP [A(1− Y ) | X = x]EP [(1−A)Y | X = x] dx.

That result supplies the identity

C(P ) =
(︁
exp{θ(P )} − 1

)︁
S(P ), θ(P ) = log

(︃
1 +

C(P )

S(P )

)︃
,

together with the uniform denominator lower bound s0 = 1/512. These coordinates therefore
reduce effect estimation to estimating products of conditional means.

The projection family in Definition 10 approximates those conditional means under the
uniform covariate design. At integer rank k ≥ 1, its cosine projection and associated kernel
satisfy

Πkf =

k−1∑︂
j=0

⟨f, φj⟩L2(λ)φj , Hk(x, z) = 1 + 2

k−1∑︂
j=1

cos(πjx) cos(πjz).

With this family fixed, the ordered-pair statistic of Definition 11 estimates a projected product
using distinct records:

Un,k(W,V ) =
1

n(n− 1)

∑︂
1≤i,j≤n

i̸=j

Hk(Xi, Xj)W (Oi)V (Oj).

The coordinate estimates in Definition 14 apply this statistic to the marks A, Y for the numerator
and A(1− Y ), (1−A)Y for the denominator.

Separate resolutions accommodate the different projection errors in Lemma 2. The numera-
tor bias is controlled at order k−(α+β), whereas the denominator bias is controlled at order k−2β.
Balancing each against the rank-dependent stochastic term gives the two target resolutions in
Algorithm 1. Their numerical selection uses the admissible arithmetic and naming conventions
of Definitions 12 and 13; Lemma 3 supplies an explicit admissible engine.

Rank selection. For n ≥ 2, the numbered implementation of Algorithm 1 is as follows.

1. Set the public rank precision qrank(n) and the two target resolutions:

qrank(n) = 7 + 3⌈log2 n⌉, RC = n2/(2α+2β+1), RS = n2/(4β+1).
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2. Query the public exponent names at this precision, intersect their responses with the
prescribed exponent boxes, and use the fixed engine to enclose the two target resolutions.

3. Retain the nonnegative integer ceilings of the enclosure upper endpoints as kC and kS .
For valid inputs in the stated exponent domain, Algorithm 1 gives

RC ≤ kC ≤ 3RC , RS ≤ kS ≤ 3RS .

These ranks are fixed before sampling and retained throughout endpoint evaluation.

Interval construction. The observed sample O determines the two coordinate estimates.
Bias allowances and variance bounds give a confidence rectangle for their population targets.
Clipping its denominator endpoints to the known positive range makes the logarithmic inversion
well defined. For each positive denominator, the inversion is increasing in the numerator; for each
fixed numerator, its extrema over a denominator interval occur at the endpoints. Evaluating
the appropriate corners therefore produces the ideal effect interval.

The upper interval Iupn,E,N(α, β) is the rational output of the following construction. Its exact-
real expressions specify the quantities to be enclosed, while the endpoint precision qend(n, kC , kS)
governs their finite rational evaluation.

Algorithm 2 (Upper interval Iupn,E,N(α, β))

The inputs are the sample size n ≥ 1, public smoothness exponents α, β, and observed
sample O; the tuning choices are an independently fixed admissible rational interval-arithmetic
engine E and a Borel policy N selecting valid numerical representations of the exponents and
observed covariates.

1. For n = 1, return
Iup1,E,N(α, β) = [−1/2, 1/2].

For n ≥ 2, proceed through the remaining steps.

2. Select the numerator and denominator projection ranks using E, the public exponent
representations selected by N, and the fixed public precision budget qrank(n):

kC = kC(n, α, β;E,N), kS = kS(n, α, β;E,N).

Use these retained integers in the coordinate estimates ˆ︁Cn, the numerator estimate, andˆ︁Sn, the denominator estimate, from Definition 14, with ranks defined in Algorithm 1.

3. Define the smoothness sum, variance envelope, and coordinate error radii by

s = α+ β, Vn(k) =
10

n
+

4k

n(n− 1)
,

bC = 8k−s
C +

√︁
20Vn(kC), bS = 25k−2β

S +
√︁

20Vn(kS).

Here bC and bS denote error radii, distinct from the resolution-enclosure endpoints in
Algorithm 1.

23



4. Define scalar clipping, the fixed denominator lower bound from Lemma 1, and the
confidence-rectangle endpoints by

clip[l,u](v) = max{l,min{u, v}}, s0 =
1

512
,

c± = ˆ︁Cn ± bC , s± = clip[s0,1](
ˆ︁Sn ± bS).

Define the clipped logarithmic inversion and its ideal interval endpoints by

F (c, d) = log
(︂
clip[exp(−1/2),exp(1/2)](1 + c/d)

)︂
,

L = min{F (c−, s−), F (c−, s+)}, R = max{F (c+, s−), F (c+, s+)}.

Here R denotes the ideal upper endpoint, distinct from the generic rank target in Algo-
rithm 1. These exact-real expressions specify the quantities enclosed in the next step.

5. Define the largest retained rank and the endpoint precision budget by

K = max{kC , kS}, qend(n, kC , kS) = 44 + ⌈log2(n+ 1)⌉+ 4⌈log2(K + 1)⌉.

At this single precision, query the supplied numerical representations of both exponents
and all observed covariates. Evaluate the displayed finite expressions with the same engine
E, its primitive maps at precision qend, and exact rational range operations in the displayed
expression tree, retaining kC , kS from the rank step. Obtain rational endpoint enclosures
satisfying

L− ≤ L ≤ L+, R− ≤ R ≤ R+.

For every valid input with 0 < β < 1/4, β < α ≤ 1, and n ≥ 2, Lemma 4 gives

L+ − L− ≤ 1

n
, R+ −R− ≤ 1

n
.

6. Output the closed rational interval

Iupn,E,N(α, β) = [max{−1/2, L−},min{1/2, R+}] .

For every valid input with 0 < β < 1/4, β < α ≤ 1, and n ≥ 2, the output is nonempty,
contains the ideal interval, and satisfies

[L,R] ⊆ Iupn,E,N(α, β),

0 ≤ min{1/2, R+} −max{−1/2, L−} − (R− L) ≤ 2

n
.

The computation terminates after the fixed rank and endpoint precision budgets.

For fixed E,N, this construction defines a sample map with inputs (n, α, β,O). Its rational
endpoints may depend on the admissible engine and valid numerical representations supplied.

The model and honesty conditions are specified in Definitions 1, 3 to 8 and 10 and Assump-
tions 1 to 9. The associated constructions are given in Definitions 9, 11 to 13, 15 and 17 to 19.
Their bounds and realization properties are stated in Lemmas 2, 3 and 5 to 9 and Theorems 1
to 4.
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The exact endpoints L,R describe the interval used in the statistical analysis. On valid
named inputs, the delivered endpoints are rational outward enclosures, clipped to the effect
range, with total additional length at most 2/n. The realization guarantee in Lemma 4 applies
at the single prescribed endpoint precision. Different admissible engines or names may produce
different rational endpoints within these guarantees.

Every tuning choice uses the sample size and public exponents, so the same procedure serves
all evaluation radii. Clipping uses the known denominator and effect ranges from Lemma 1
and Assumption 3. At sample size one, the full effect interval supplies the specified output.
The following result establishes global honesty and the effect-sensitive expected-length bound
for this finite-sample procedure.

Theorem 2. [thm:finite-honest-upper] (Uniform honesty and length bound) There exists
an absolute constant K0 > 0 such that the following guarantees hold for every choice satisfying:

• (Arithmetic engine.) E is an admissible, independently fixed deterministic rational
interval-arithmetic engine satisfying the quantitative contracts of Definition 13.

• (Naming policy.) N is an admissible Borel policy satisfying Definition 12, selecting valid
names for the public exponents and observed covariates, with public exponent names fixed
independently of the sample.

• (Public exponents.) The real exponents α, β satisfy

0 < β <
1

4
, β < α ≤ 1.

• (Sample size.) The integer sample size n satisfies n ≥ 1.

Let Iupn,E,N(α, β) denote the measurable interval procedure given by the literal rational out-
put of the upper construction, whose inputs are the engine, naming policy, sample size, public
exponents, and observed records. This procedure satisfies

Iupn,E,N(α, β) ∈ An(α, β),

where An(α, β) is the class of globally honest procedures in Definition 7.
For every r ∈ [0, 1/2] and every observed law P ∈ Mr(α, β), the effect-radius model of

Definition 6,

EP⊗n⊗λ

[︂⃓⃓⃓
Iupn,E,N(α, β)(O, U)

⃓⃓⃓]︂
≤ K0 dn(α, β; r).

Here O is the sample of original observed records, U is the independent randomization seed with
uniform law λ on the unit interval, and dn(α, β; r) is the diagnostic envelope of Definition 9.
The same constant K0 applies to all the engines, naming policies, exponents, sample sizes, radii,
and laws quantified above.

For every sample and seed, there exist rational endpoints l, u such that the output is the
closed interval [l, u] and

−1

2
≤ l ≤ u ≤ 1

2
.

When n = 1, every sample and seed yields the full interval [−1/2, 1/2].
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The length bound reflects the structure of the odds identity. Numerator uncertainty con-
tributes even at a zero effect, while denominator uncertainty enters the inversion through a
numerator proportional to exp{θ(P )} − 1. This explains the numerator term and the radius-
scaled denominator term in Definition 9. Separate ranks accommodate their distinct smoothness
requirements, and outward numerical enclosure preserves the ideal interval. Consequently, the
literal rational output has global 90% coverage over the ambient model and the stated uncon-
ditional expected-length bound on every radius slice, with one common constant across the
admissible arithmetic engines and naming policies.

6 Interpretation and limitations

The sharp expected-length characterization in Theorem 1 separates two sources of uncertainty
in the homogeneous causal log odds. The numerator contribution depends on the combined
smoothness of the propensity and prognosis logits, whereas the denominator contribution de-
pends on prognosis smoothness and is multiplied by the evaluation radius. Through Definition 9,
these contributions give

dn(α, β; r) = n−min{1/2, 2(α+β)/(2α+2β+1)} + r n−4β/(4β+1).

The sharp comparison gives this decomposition an optimality interpretation under its stated
conditions: it describes the smallest worst-case expected length on each radius slice among
procedures satisfying ambient honesty. The construction in Theorem 2 attains the corresponding
upper bound with a single procedure whose tuning uses the sample size and public smoothness
exponents.

The distinction between coverage and length evaluation is essential to this interpretation. In
Definition 8, the evaluation radius restricts the laws over which expected length is assessed, while
admissibility continues to require global 90% coverage over the ambient model in Definition 7.
Thus, as the evaluation radius approaches zero, the procedure remains accountable for coverage
throughout that model. At radius zero, the denominator contribution vanishes and the numer-
ator contribution remains. The sharp comparison therefore quantifies the precision available at
a zero effect while retaining the same coverage obligation for nearby and larger effects.

This behavior follows the structure of the observable odds identity in Lemma 1. The numer-
ator is proportional to the denominator times the exponential effect increment. Consequently,
denominator uncertainty has less influence on the recovered log odds when the effect is small,
while numerator uncertainty continues to enter the inversion. The separate coordinate estimates
and ranks in Definition 14 and Algorithm 1 accommodate these different roles. Joint inversion
then converts the coordinate bounds into an interval whose expected length responds to effect
magnitude.

The balance can be expressed using the numerator exponent a(α, β) and the denominator
exponent b(β) introduced in Definition 9. The two contributions are comparable when

r ≍ n−{a(α,β)−b(β)}.

When b(β) < a(α, β), this scale decreases with sample size. Above it, the effect-scaled denomi-
nator contribution is larger; below it, the numerator contribution is larger. Rough prognosis can
therefore govern expected length at appreciable effect magnitudes even when combined propen-
sity and prognosis smoothness gives a faster numerator rate. Concentrating evaluation near zero
progressively reduces that contribution.
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The known uniform covariate design and public exponents make this experiment precise. The
design in Assumption 1 supplies the integration measure for the projection construction, fixing
the geometry used to control approximation error. The public exponents specify the smoothness
restrictions in Definition 5 and determine the two resolutions before sampling. Together with
the prescribed envelopes, these features support the finite-sample coverage guarantee and the
comparison of expected lengths across effect radii. The rational realization in Lemma 4 also
gives a concrete numerical meaning to the construction: prescribed precision budgets produce
outward endpoint enclosures with the stated additional-length guarantee.

6.1 Limitations and future work

The precision characterization concerns a known uniform design, public smoothness exponents, a
scalar covariate, and a homogeneous conditional log-odds coefficient. Unknown design would re-
quire accounting for the covariate distribution in the projection construction. Unknown smooth-
ness raises a separate adaptation problem, including the coverage requirements appropriate to a
collection of smoothness classes. Higher-dimensional covariates would change the approximation
problem and its balance with sampling uncertainty.

Heterogeneous effects would require specifying a new target, such as an average contrast
or an effect function, together with an appropriate coverage criterion. The scalar inversion
and radius-based length objective studied here provide a starting point for formulating such
questions; their extensions require separate precision characterizations.

Practical calibration and computational optimization also merit further study. The proved
construction supplies coverage and expected-length guarantees with prescribed arithmetic preci-
sion. Empirical assessment could examine interval lengths at realistic sample sizes, sensitivity to
conservative constants, and numerical performance across admissible implementations. Software
development could optimize evaluation of the projection statistics and endpoint enclosures while
preserving the stated guarantees. These prospective assessments concern practical performance
beyond the proved precision characterization.

Appendices

A Identification and projection bounds

The causal full-data extension used for interpretation is the following.
The statistical construction uses observable product coordinates to recover the homogeneous

conditional log-odds coefficient. Its causal interpretation follows from the potential-outcome
coupling in Definition 15. An admissible coupling for an observed law P is a Markov kernel Γ
from [0, 1] to {0, 1}2 whose first and second margins, at every covariate value, are the observed
control-arm and treated-arm Bernoulli outcome laws. This specifies the conditional joint dis-
tribution of the two potential outcomes. The full-data construction then draws the covariate
from the uniform law λ, draws the potential-outcome pair from this coupling, and draws treat-
ment using the observed conditional treatment probability. The following statement gives the
observable coordinate identity and the properties of this construction.

Lemma 1. [lem:observable-odds] (Observable odds and causal interpretation) Let 0 < β <
1/4 and β < α ≤ 1, and let P ∈ M(α, β), the model class in Definition 5. Write λ for the
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uniform probability law on [0, 1], and define the observable coordinates

C(P ) = EP [AY ]−
∫︂
[0,1]

e(P, x)EP [Y | X = x]λ(dx), S(P ) =

∫︂
[0,1]

P (A = 1, Y = 0 | X = x)P (A = 0, Y = 1 | X = x)λ(dx),

where e(P, x) is the conditional treatment probability. With

θ(P ) = logitµ1(P, 0)− ν(P, 0), s0 =
1

512
,

where µ1(P, 0) is the treated-arm risk at zero and ν(P, 0) is the control-arm prognosis logit at
zero, one has

C(P ) = {exp(θ(P ))− 1}S(P ), S(P ) ≥ s0, θ(P ) = log{1 + C(P )/S(P )}.

For every Markov kernel Γ from [0, 1] to {0, 1}2 whose first and second margins at every x
are Bernoulli laws with means

P (Y = 1 | A = 0, X = x) and P (Y = 1 | A = 1, X = x),

respectively, the full-data law ˜︁PP,Γ of Definition 15 has the following properties:

• (Observed law and consistency.) The image of ˜︁PP,Γ under

((x, (y0, y1)), a) ↦−→
(︁
x, a, (1− a)y0 + ay1

)︁
is P . For every full-data record,

Y = (1−A)Y 0 +AY 1.

• (Construction and conditional exchangeability.) The law ˜︁PP,Γ is the successive
kernel composition obtained by drawing X from λ, drawing (Y 0, Y 1) from Γ(P,X), and
drawing A from the observed-law treatment kernel with Bernoulli mean e(P,X). Under its
full conditional law at every x ∈ [0, 1], the pair (Y 0, Y 1) and A are independent.

• (Conditional causal log-odds.) For every x ∈ [0, 1],

logit

(︄∫︂
{0,1}2

y1 Γ(P, x)(d(y0, y1))

)︄
− logit

(︄∫︂
{0,1}2

y0 Γ(P, x)(d(y0, y1))

)︄
= θ(P ).

• (Full conditional disintegration.) Composing λ with the full conditional laws of
((Y 0, Y 1), A) at x, then taking the image under the canonical reassociation(︁

x, ((y0, y1), a)
)︁
↦−→

(︁
(x, (y0, y1)), a

)︁
,

gives exactly ˜︁PP,Γ.

Proof of Lemma 1. Fix P ∈ M(α, β).
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1. Define, for a, y ∈ {0, 1} and x ∈ [0, 1],

pay(P, x) = P (A = a, Y = y | X = x), µa(P, x) =
pa1(P, x)

pa0(P, x) + pa1(P, x)
,

and
mobs(P, x) = EP [Y | X = x].

The strictly positive, normalized conditional cells give

0 < e(P, x) < 1, 0 < µa(P, x) < 1,

and

e(P, x) = p10(P, x) + p11(P, x),

mobs(P, x) = p01(P, x) + p11(P, x),

p11(P, x) = e(P, x)µ1(P, x), p10(P, x) = e(P, x){1− µ1(P, x)},
p01(P, x) = {1− e(P, x)}µ0(P, x), p00(P, x) = {1− e(P, x)}{1− µ0(P, x)}.

Indeed, each arm risk is the positive success cell divided by its arm total; normalization
identifies the control-arm total with 1− e(P, x). Substitution gives the four factorizations.

Normalization also gives

p00(P, x) = 1− p11(P, x)− p10(P, x)− p01(P, x).

Expanding the product of the two margins therefore yields

p11(P, x)− e(P, x)mobs(P, x) = p11(P, x)p00(P, x)− p10(P, x)p01(P, x).

For the logistic map, write

ℓ(ϑ) =
1

1 + exp(−ϑ)
(ϑ ∈ R).

Its odds and log-odds satisfy

ℓ(ϑ)

1− ℓ(ϑ)
= exp(ϑ), logit ℓ(ϑ) = ϑ.

Since ν(P, x) = logitµ0(P, x), the homogeneous relation supplied by Assumption 2 gives

logitµ1(P, x)− logitµ0(P, x) = θ(P ).

Exponentiating this identity at the interior arm risks gives

exp{θ(P )} =
µ1(P, x)/{1− µ1(P, x)}
µ0(P, x)/{1− µ0(P, x)}

.

Using the four cell factorizations and clearing the positive denominators,

p11(P, x)p00(P, x) = exp{θ(P )} p10(P, x)p01(P, x).
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The cell disintegration and the uniform design in Assumption 1 imply

EP [AY ] =

∫︂
[0,1]

p11(P, x)λ(dx).

Here the binary product AY selects exactly the cell A = Y = 1. Continuity on the
compact covariate interval ensures integrability of the cell functions and their products.
Consequently,

C(P ) =

∫︂
[0,1]

{p11(P, x)− e(P, x)mobs(P, x)}λ(dx)

=

∫︂
[0,1]

{p11(P, x)p00(P, x)− p10(P, x)p01(P, x)}λ(dx)

= {exp(θ(P ))− 1}
∫︂
[0,1]

p10(P, x)p01(P, x)λ(dx)

= {exp(θ(P ))− 1}S(P ).

2. We next establish the numerical denominator floor. The numerical exponential bound
gives

exp(1) < 2.7182818286 <
2719

1000
<

11

4
.

Moreover,

exp(3/2)2 = exp(1)3 <

(︃
2719

1000

)︃3

<
81

4
.

Positivity of the exponential implies exp(3/2) < 9/2. Hence

ℓ(−1) =
1

1 + exp(1)
≥ 4

15
, ℓ(−3/2) =

1

1 + exp(3/2)
≥ 2

11
.

The bounds in Assumptions 3 to 5 supply, at every x,

−1 ≤ g(P, x) ≤ 1, −1 ≤ ν(P, x) ≤ 1, −1

2
≤ θ(P ) ≤ 1

2
.

Inverting the native logits at the interior probabilities gives

e(P, x) = ℓ{g(P, x)}, µ0(P, x) = ℓ{ν(P, x)}.

The logistic map is increasing and satisfies

1− ℓ(ϑ) = ℓ(−ϑ) (ϑ ∈ R).

Together with the homogeneous relation, these facts yield

e(P, x) ≥ ℓ(−1) ≥ 4

15
,

1− e(P, x) ≥ ℓ(−1) ≥ 4

15
,

µ0(P, x) ≥ ℓ(−1) ≥ 4

15
≥ 2

11
,

1− µ1(P, x) = ℓ{−ν(P, x)− θ(P )} ≥ ℓ(−3/2) ≥ 2

11
.

30



Multiplying these nonnegative lower bounds,

p10(P, x)p01(P, x) = e(P, x){1− µ1(P, x)}{1− e(P, x)}µ0(P, x)

≥ 4

15

2

11

4

15

2

11
=

64

27225
>

1

512
= s0.

Since λ is a probability law, integration gives

S(P ) ≥
∫︂
[0,1]

s0 λ(dx) = s0.

3. In particular, S(P ) ≥ s0 > 0, so the coordinate identity permits division:

1 +
C(P )

S(P )
= 1 + exp{θ(P )} − 1 = exp{θ(P )} > 0.

Applying the logarithm proves

θ(P ) = log{1 + C(P )/S(P )}.

4. Fix an admissible kernel Γ. Define its full conditional law by

KP,Γ(x) = Γ(P, x)⊗ Bernoulli{e(P, x)}, x ∈ [0, 1],

and define the reassociation map by

rassoc : [0, 1]× ({0, 1}2 × {0, 1}) −→ ([0, 1]× {0, 1}2)× {0, 1},
rassoc

(︁
x, ((y0, y1), a)

)︁
=
(︁
(x, (y0, y1)), a

)︁
.

For fixed x, the treatment kernel assigns Bernoulli{e(P, x)} to every potential-outcome
pair. Its composition with Γ(P, x) is therefore precisely KP,Γ(x). This also makes x ↦→
KP,Γ(x) a measurable probability kernel.

Associativity of successive kernel composition, applied to the construction in Definition 15,
now gives ˜︁PP,Γ = (rassoc)#

{︁
λ(dx)KP,Γ(x)(d((y

0, y1), a))
}︁
.

Here the measure inside braces is the joint law obtained by drawing x from λ and then
((y0, y1), a) from KP,Γ(x), and the subscript # denotes pushforward. This proves the
asserted full conditional disintegration.

5. Define the observation map by

oobs : ([0, 1]× {0, 1}2)× {0, 1} −→ [0, 1]× {0, 1}2,
oobs

(︁
(x, (y0, y1)), a

)︁
=
(︁
x, a, (1− a)y0 + ay1

)︁
.

Let
φ : [0, 1]× {0, 1}2 −→ [0,∞]
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be any nonnegative measurable test function. At each fixed x, expand the treatment
Bernoulli law into its two atoms. The first margin of Γ(P, x) handles a = 0, and the
second handles a = 1. Thus∫︂

{0,1}2

∫︂
{0,1}

φ
(︁
x, a, (1− a)y0 + ay1

)︁
Bernoulli{e(P, x)}(da) Γ(P, x)(d(y0, y1))

= {1− e(P, x)}
∫︂
{0,1}2

φ(x, 0, y0) Γ(P, x)(d(y0, y1))

+ e(P, x)

∫︂
{0,1}2

φ(x, 1, y1) Γ(P, x)(d(y0, y1))

= {1− e(P, x)}
[︁
{1− µ0(P, x)}φ(x, 0, 0) + µ0(P, x)φ(x, 0, 1)

]︁
+ e(P, x)

[︁
{1− µ1(P, x)}φ(x, 1, 0) + µ1(P, x)φ(x, 1, 1)

]︁
=

1∑︂
a=0

1∑︂
y=0

pay(P, x)φ(x, a, y).

Integrating over λ, successive kernel integration and the observed-law cell disintegration
give ∫︂

φ ◦ oobs d ˜︁PP,Γ =

∫︂
[0,1]

1∑︂
a=0

1∑︂
y=0

pay(P, x)φ(x, a, y)λ(dx) =

∫︂
φdP.

Equality for all such tests proves

(oobs)# ˜︁PP,Γ = P.

6. For a full-data record, the two treatment cases give

Y =

{︄
Y 0, A = 0,

Y 1, A = 1,
and hence Y = (1−A)Y 0 +AY 1.

The successive-draw construction is exactly that of Definition 15. At every x, its full
conditional law is the product probability measure

KP,Γ(x) = Γ(P, x)⊗ Bernoulli{e(P, x)}.

The coordinate projections of a product probability measure are independent, so

(Y 0, Y 1) ⊥ A | X = x (x ∈ [0, 1]).

7. Finally, pushing the coordinate integrals through the prescribed Bernoulli margins yields∫︂
{0,1}2

y0 Γ(P, x)(d(y0, y1)) = 0{1− µ0(P, x)}+ 1µ0(P, x) = µ0(P, x),∫︂
{0,1}2

y1 Γ(P, x)(d(y0, y1)) = 0{1− µ1(P, x)}+ 1µ1(P, x) = µ1(P, x).

Both means are interior. Substitution into the homogeneous log-odds identity established
above gives, at every x ∈ [0, 1],

logit

(︄∫︂
{0,1}2

y1 Γ(P, x)(d(y0, y1))

)︄
− logit

(︄∫︂
{0,1}2

y0 Γ(P, x)(d(y0, y1))

)︄
= θ(P ).
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The coordinate identity in Lemma 1 identifies the effect through an observable ratio, with a
denominator bounded uniformly away from zero over the model. Its causal clauses establish that
every admissible coupling produces the observed law and the same conditional causal log-odds
coefficient. Conditional exchangeability is a property of the specified full-data construction,
while the marginal restrictions ensure that its potential-outcome risks equal the observed arm
risks.

To control the coordinate estimates in Definition 14, retain the rank-k cosine projection
Πk and ordered-pair statistic from Definition 11. The approximation bound below concerns a
continuous function f at Hölder exponent γ, with Hölder seminorm [f ]γ . For two bounded record
marks, let w and v denote their conditional means. The next statement connects approximation
of these means to the bias and variance of the product statistic.

Lemma 2. [lem:projection-control] (Projection approximation and moments) Let P be
an observed law with continuous, strictly interior conditional four-cell probabilities, satisfying
Assumption 1. Let k ≥ 1 be an integer, and let Πk denote the rank-k cosine projection used in
Definition 11.

For every 0 < γ ≤ 1 and every continuous function f : [0, 1] → R,

∥f −Πkf∥L2(λ) ≤ 5[f ]γk
−γ , [f ]γ = sup

x,z∈[0,1]
x̸=z

|f(x)− f(z)|
|x− z|γ

.

Here λ is the uniform probability law on [0, 1], and the norm and Hölder seminorm are interpreted
in the extended nonnegative reals, allowing [f ]γ = +∞.

For every pair of measurable record marks W,V taking values in [0, 1], and every integer
n ≥ 2, define their conditional means using the four-cell conditional law under P :

w(x) = EP [W | X = x], v(x) = EP [V | X = x].

For the ordered-pair statistic Un,k(W,V ) of Definition 11, evaluated on n independent original
records with law P ,

EPUn,k(W,V ) = ⟨Πkw,Πkv⟩L2(λ),

⟨w, v⟩L2(λ) − EPUn,k(W,V ) = ⟨w −Πkw, v −Πkv⟩L2(λ),

and

VarP {Un,k(W,V )} ≤ 4

n
+

2k

n(n− 1)
.

Proof of Lemma 2. Write ∥ · ∥2 and ⟨·, ·⟩ for the norm and inner product in L2(λ). We use the
cosine basis and projection kernel of Definition 10.

1. Fix 0 < γ ≤ 1, a continuous function f : [0, 1] → R, and an integer k ≥ 1. If [f ]γ = +∞,
then

5[f ]γk
−γ = +∞,

because k−γ > 0, and the extended-real approximation inequality follows. Otherwise
define

Lf = [f ]γ ∈ [0,∞).
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The definition of the seminorm gives

|f(x)− f(z)| ≤ Lf |x− z|γ (x, z ∈ [0, 1]).

For x ̸= z, this follows by multiplying the defining quotient bound by the positive denom-
inator; for x = z, both sides vanish.

2. Define the folding map and the even extension by

χ(ϑ) =
arccos(cosϑ)

π
, f̄(ϑ) = f(χ(ϑ)), ϑ ∈ R.

The map χ takes values in [0, 1], is continuous, even, and 2π-periodic, and satisfies

χ(πx) = x (x ∈ [0, 1]).

We also have

|χ(ϑ)− χ(ϑ′)| ≤ |ϑ− ϑ′|
π

(ϑ, ϑ′ ∈ R).

To see this, choose an integer ℓper such that

ϑ′ − 2πℓper ∈ [−π, π).

The elementary identities and bounds

arccos(cosϑ) = |ϑ| if |ϑ| ≤ π, arccos(cosϑ) ≤ |ϑ| for every ϑ ∈ R

give, by periodicity and the triangle inequality,

arccos(cosϑ) ≤ |ϑ− 2πℓper|
≤ |ϑ′ − 2πℓper|+ |ϑ− ϑ′|
= arccos(cosϑ′) + |ϑ− ϑ′|.

Interchanging the two angles proves the asserted Lipschitz bound. Consequently,

|f̄(ϑ)− f̄(ϑ′)| ≤ Lf

(︃
|ϑ− ϑ′|

π

)︃γ

.

The extension f̄ is continuous, even, and 2π-periodic.

3. For an integer mJ ≥ 1, introduce the continuous sine quotient

SmJ(ϑ) =

⎧⎨⎩
sin(mJϑ/2)

sin(ϑ/2)
, sin(ϑ/2) ̸= 0,

mJ(−1)(mJ−1)ιper , ϑ = 2πιper, ιper ∈ Z,
ϑ ∈ R,

and its mass and normalized fourth-power kernel

ZmJ =

∫︂ π

−π
SmJ(ϑ)

4 dϑ, JmJ(ϑ) =
SmJ(ϑ)

4

ZmJ

.

The removable values in the definition are the corresponding limits.
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The finite cosine identity is

SmJ(ϑ)
2 = mJ + 2

mJ−1∑︂
j=1

(mJ − j) cos(jϑ).

For completeness, the Chebyshev polynomials of the second kind, defined by

U0(z) = 1, U1(z) = 2z, Uj+1(z) = 2zUj(z)− Uj−1(z) (j ≥ 1),

satisfy
SmJ(ϑ) = UmJ−1(cos(ϑ/2)).

We first derive the polynomial identity

Uj(z)
2 − Uj−1(z)

2 = U2j(z) (j ≥ 1).

Regard these real-coefficient polynomials also as polynomials on C. Surjectivity of the
complex cosine allows us, for each complex argument, to choose a complex angle satisfying

zC = cosϑC, zC, ϑC ∈ C.

If sinϑC = 0, then cosϑC = 1 or −1. Induction in the defining recurrence gives

Uj(1) = j + 1, Uj(−1) = (−1)j(j + 1) (j ≥ 0).

Thus, at either argument,

Uj(±1)2 − Uj−1(±1)2 = (j + 1)2 − j2 = 2j + 1 = U2j(±1) (j ≥ 1).

If sinϑC ̸= 0, induction in the same recurrence, using the sine addition formula, gives

Uj(cosϑC) =
sin((j + 1)ϑC)

sinϑC
(j ≥ 0).

Expanding the sine and cosine addition formulas and using cos2 ϑC + sin2 ϑC = 1 yields

sin((j + 1)ϑC)
2 − sin(jϑC)

2 = sin((2j + 1)ϑC) sinϑC.

Dividing by sin2 ϑC proves

Uj(cosϑC)
2 − Uj−1(cosϑC)

2 =
sin((2j + 1)ϑC)

sinϑC
= U2j(cosϑC).

The two cases establish the polynomial identity at every complex argument, hence also
over the reals.

For the even-index cosine expansion, introduce the first-kind Chebyshev polynomials by

TCh
0 (zCh) = 1, TCh

1 (zCh) = zCh, zCh ∈ R,

TCh
j+1(zCh) = 2zChT

Ch
j (zCh)− TCh

j−1(zCh) (j ≥ 1).
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The cosine addition formula and induction give

TCh
j (cos(ϑ/2)) = cos(jϑ/2) (j ≥ 0, ϑ ∈ R).

The defining recurrences also imply

Uj+2(zCh)− Uj(zCh) = 2TCh
j+2(zCh) (j ≥ 0).

Indeed, both sides satisfy the same second-order recurrence as sequences in j, and their
first two values agree:

U2(zCh)− U0(zCh) = 4z2Ch − 2 = 2TCh
2 (zCh),

U3(zCh)− U1(zCh) = 8z3Ch − 6zCh = 2TCh
3 (zCh).

Consequently,

U2j+2(cos(ϑ/2)) = U2j(cos(ϑ/2)) + 2 cos((j + 1)ϑ) (j ≥ 0).

The base case is U0 = 1. If the expansion holds at j, the last identity gives

U2j+2(cos(ϑ/2)) = 1 + 2

j∑︂
ιcos=1

cos(ιcosϑ) + 2 cos((j + 1)ϑ)

= 1 + 2

j+1∑︂
ιcos=1

cos(ιcosϑ).

Thus induction proves

U2j(cos(ϑ/2)) = 1 + 2

j∑︂
ιcos=1

cos(ιcosϑ) (j ≥ 0),

with an empty sum at j = 0. Starting with U2
0 = 1 and summing these differences yields

the displayed cosine identity.

Integrating that identity, and then its square, gives∫︂ π

−π
SmJ(ϑ)

2 dϑ = 2πmJ,

and

ZmJ = 2πm2
J + 4π

mJ−1∑︂
j=1

(mJ − j)2

= 2πm2
J +

4π

6
(mJ − 1)mJ(2mJ − 1)

=
2π

3
mJ(2m

2
J + 1) ≥ 4π

3
m3

J > 0.

Here nonconstant cosines integrate to zero, distinct cosine modes are orthogonal, and each
positive-frequency squared cosine has integral π. In particular,

JmJ(ϑ) ≥ 0,

∫︂ π

−π
JmJ(ϑ) dϑ = 1.

These formulas include mJ = 1, when the sums are empty.
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4. For |ϑ| ≤ π, the sine chord bound gives

|ϑ| ≤ π| sin(ϑ/2)|.

Together with
SmJ(ϑ) sin(ϑ/2) = sin(mJϑ/2),

this implies
ϑ2SmJ(ϑ)

2 ≤ π2 sin(mJϑ/2)
2 ≤ π2.

The identity also holds at the removable points. Multiplying by SmJ(ϑ)
2 and integrating

yields ∫︂ π

−π
ϑ2SmJ(ϑ)

4 dϑ ≤ π2
∫︂ π

−π
SmJ(ϑ)

2 dϑ = 2π3mJ.

Using the mass lower bound from the preceding step, we obtain∫︂ π

−π
ϑ2JmJ(ϑ) dϑ ≤ 2π3mJ

ZmJ

≤ 2π3mJ

(4π/3)m3
J

≤
(︃
2π

mJ

)︃2

.

The kernel therefore defines a probability measure

dνJ(ϑ) = 1[−π,π](ϑ)JmJ(ϑ) dϑ.

Jensen’s inequality for the concave function z ↦→ zγ/2 on [0,∞) gives∫︂ π

−π

(︃
|ϑ|
π

)︃γ

JmJ(ϑ) dϑ =

∫︂
R

(︃
ϑ2

π2

)︃γ/2

dνJ(ϑ)

≤
(︃∫︂

R

ϑ2

π2
dνJ(ϑ)

)︃γ/2

≤
(︃

2

mJ

)︃γ

.

This argument applies throughout 0 < γ ≤ 1.

5. Define the Jackson approximant on the unit interval by

pJ(x) =

∫︂ π

−π
f̄(πx− ϑ)JmJ(ϑ) dϑ, x ∈ [0, 1].

Normalization of the kernel and the increment bound for f̄ imply

|f(x)− pJ(x)| =
⃓⃓⃓⃓∫︂ π

−π
{f(x)− f̄(πx− ϑ)}JmJ(ϑ) dϑ

⃓⃓⃓⃓
≤ Lf

∫︂ π

−π

(︃
|ϑ|
π

)︃γ

JmJ(ϑ) dϑ

≤ Lf

(︃
2

mJ

)︃γ

.

37



The approximant is continuous.

It also lies in the cosine span through frequency 2mJ − 2. Indeed, U4
mJ−1 is an even

polynomial of degree 4mJ − 4; hence there is a polynomial QmJ such that

UmJ−1(z)
4 = QmJ(z

2), degQmJ ≤ 2mJ − 2.

Since cos(ϑ/2)2 = (1 + cosϑ)/2,

JmJ(ϑ) =
QmJ((1 + cosϑ)/2)

ZmJ

.

Thus the kernel is an even trigonometric polynomial. Averaging its trigonometric expan-
sion at ϑ and −ϑ removes the sine terms, giving real coefficients amJ,j , 0 ≤ j ≤ 2mJ − 2,
with

JmJ(ϑ) =

2mJ−2∑︂
j=0

amJ,j cos(jϑ).

Reversing the convolution over one period and using the cosine subtraction formula gives

pJ(x) =

∫︂ π

−π
f̄(ϑ)JmJ(πx− ϑ) dϑ

=

2mJ−2∑︂
j=0

{︃
amJ,j

∫︂ π

−π
f̄(ϑ) cos(jϑ) dϑ

}︃
cos(πjx).

The sine integrals vanish because f̄ is even. The reversal follows by a change of variable
and periodicity. Since φ0 = 1 and φj(x) =

√
2 cos(πjx) for j ≥ 1, this is the required

cosine-span representation.

6. Now take

mJ =

⌊︃
k + 1

2

⌋︃
.

For every k ≥ 1,
mJ ≥ 1, 2mJ − 2 < k, k ≤ 2mJ.

Consequently pJ belongs to the range of Πk, and(︃
2

mJ

)︃γ

≤
(︃
4

k

)︃γ

= 4γk−γ ≤ 5k−γ ,

where 4γ ≤ 4 ≤ 5. Hence

|f(x)− pJ(x)| ≤ 5Lfk
−γ (x ∈ [0, 1]).

Orthogonality of the projection gives

∥f − pJ∥22 = ∥f −Πkf∥22 + ∥Πkf − pJ∥22,

so, because λ has total mass one,

∥f −Πkf∥2 ≤ ∥f − pJ∥2 ≤ 5Lfk
−γ .

For k = 1, the chosen order is mJ = 1 and the approximant is constant, so the same argu-
ment applies. In the finite-seminorm case these ordinary norms equal the extended norms
in the statement; together with the infinite-seminorm case, this proves the approximation
assertion.

38



7. Fix measurable marks W,V valued in [0, 1] and n ≥ 2. Let O,O′ be independent records
and let O1, . . . , On be the original independent sample:

(O,O′) ∼ P ⊗ P, (O1, . . . , On) ∼ P⊗n.

Writing pay(x) = P (A = a, Y = y | X = x) for the specified four-cell probabilities, the
conditional means are

w(x) =
∑︂

a,y∈{0,1}

pay(x)W (x, a, y), v(x) =
∑︂

a,y∈{0,1}

pay(x)V (x, a, y).

Their measurability and the normalization of the cells give

0 ≤ w(x), v(x) ≤ 1, x ∈ [0, 1],

so both belong to L2(λ). Disintegration and Assumption 1 give, for every integrable
measurable h : [0, 1] → R,

EP [W (O)h(X)] =

∫︂ 1

0
w(x)h(x) dλ(x), EP [V (O)h(X)] =

∫︂ 1

0
v(x)h(x) dλ(x).

Define the symmetric record kernel

qk(o, o
′) =

Hk(x, x
′)

2
{W (o)V (o′) + V (o)W (o′)}, x = X(o), x′ = X(o′).

Swapping the two indices in the complete ordered-pair sum shows that

Un,k(W,V ) =
1

n(n− 1)

∑︂
i̸=j

qk(Oi, Oj).

The finite kernel expansion and the preceding conditional-mean identities yield∫︂
qk(o, o

′) dP (o′) =
W (o)(Πkv)(X(o)) + V (o)(Πkw)(X(o))

2
.

Indeed, ∫︂
Hk(x,X(o′))V (o′) dP (o′) =

k−1∑︂
j=0

φj(x)

∫︂ 1

0
v(z)φj(z) dλ(z)

= (Πkv)(x),

and the corresponding identity holds with W,w.

8. Each distinct pair of sample coordinates has law P⊗P , and there are n(n−1) such ordered
pairs. Therefore

EPUn,k(W,V ) = EP qk(O,O
′).

Integrating the kernel section from the preceding step gives

EP qk(O,O
′) =

1

2
{⟨w,Πkv⟩+ ⟨v,Πkw⟩}

=

k−1∑︂
j=0

⟨w,φj⟩⟨v, φj⟩

= ⟨Πkw,Πkv⟩.
Here the last equality uses the orthonormality supplied by Definition 10. All sums are
finite; bounded marks and the continuous finite kernel ensure integrability.
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9. The same finite expansion gives

⟨w,Πkv⟩ = ⟨v,Πkw⟩ = ⟨Πkw,Πkv⟩.

Expanding the product of the residuals thus yields

⟨w −Πkw, v −Πkv⟩ = ⟨w, v⟩ − ⟨w,Πkv⟩ − ⟨v,Πkw⟩+ ⟨Πkw,Πkv⟩
= ⟨w, v⟩ − ⟨Πkw,Πkv⟩
= ⟨w, v⟩ − EPUn,k(W,V ).

This proves the bias identity.

10. For the variance argument define, for all records o, o′,

τk = ⟨Πkw,Πkv⟩,

ψk(o) =

∫︂
qk(o, o

′) dP (o′),

Rk(o, o
′) = qk(o, o

′)− ψk(o)− ψk(o
′) + τk.

Also define the two finite-sample terms

An,k =
2

n

n∑︂
i=1

{ψk(Oi)− τk}, Bn,k =
1

n(n− 1)

∑︂
i̸=j

Rk(Oi, Oj).

These quantities are square integrable: the finite cosine kernel is bounded on the compact
covariate square, the marks are bounded, and all sums are finite.

The kernel mean identity gives EPψk(O) = τk. Hence∫︂
Rk(o, o

′) dP (o′) = ψk(o)− ψk(o)− τk + τk = 0.

Symmetry of qk gives symmetry of Rk, so∫︂
Rk(o, o

′) dP (o) = 0, EPRk(O,O
′) = 0.

For i ̸= j and 1 ≤ ιsample ≤ n,

EP

[︁
{ψk(Oιsample

)− τk}Rk(Oi, Oj)
]︁
= 0.

If ιsample = i, integrate first over Oj ; if ιsample = j, integrate first over Oi. In each case
the corresponding residual section integrates to zero. If ιsample differs from both indices,
independence factors the expectation, and the residual mean is zero. Expanding the finite
product of sums therefore gives

EP [An,kBn,k] = 0.

11. The explicit formula for the first projection implies

ψk(o)
2 ≤ (Πkv)(X(o))2 + (Πkw)(X(o))2

2
.

40



Indeed,
{W (o)(Πkv)(X(o)) + V (o)(Πkw)(X(o))}2

≤ 2{W (o)2(Πkv)(X(o))2 + V (o)2(Πkw)(X(o))2},
by the elementary square inequality, and the squared marks are at most one. Applying
the residual identity with the same conditional mean in both positions gives

∥Πkw∥22 = ∥w∥22 − ∥w −Πkw∥22 ≤ ∥w∥22 ≤ 1,

and likewise ∥Πkv∥22 ≤ 1. Uniform design consequently yields

EPψk(O)2 ≤ ∥Πkv∥22 + ∥Πkw∥22
2

≤ 1.

Expanding the centered square and using EPψk(O) = τk, we obtain

EP {ψk(O)− τk}2 = EPψk(O)2 − τ2k ≤ 1.

Independence makes the cross products between distinct centered sample terms vanish.
Thus

EPA2
n,k =

4

n2
nEP {ψk(O)− τk}2

=
4

n
EP {ψk(O)− τk}2 ≤

4

n
.

12. The mark restrictions give the pointwise inequality

qk(o, o
′)2 ≤ Hk(X(o), X(o′))2.

By the finite cosine expansion and orthonormality,∫︂ 1

0
Hk(x, z)

2 dλ(z) =
k−1∑︂
j=0

φj(x)
2,

and hence

EP qk(O,O
′)2 ≤

∫︂ 1

0

∫︂ 1

0
Hk(x, z)

2 dλ(z) dλ(x) =
k−1∑︂
j=0

∥φj∥22 = k.

To obtain the residual energy, note that integration of a kernel section gives

EP [qk(O,O
′)ψk(O)] = EP [qk(O,O

′)ψk(O
′)] = EPψk(O)2.

Independence also gives

EP [ψk(O)ψk(O
′)] = τ2k , EP qk(O,O

′) = τk.

Expanding the defining square of Rk and substituting these identities yields

EPRk(O,O
′)2 = EP qk(O,O

′)2 − 2EPψk(O)2 + τ2k .

Using the centered-energy identity from the preceding step, this becomes

EPRk(O,O
′)2 = EP qk(O,O

′)2 − EPψk(O)2 − EP {ψk(O)− τk}2

≤ EP qk(O,O
′)2 ≤ k.
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13. For two ordered distinct pairs (i, j) and (i′, j′), residual degeneracy gives

EP [Rk(Oi, Oj)Rk(Oi′ , Oj′)] =

{︄
EPRk(O,O

′)2, {i, j} = {i′, j′},
0, {i, j} ̸= {i′, j′}.

For equal index sets, the pairs are identical or reversed, and symmetry gives the first value.
For unequal index sets, one record appears in just one factor; integrating over that record
first gives zero. This covers both disjoint pairs and pairs sharing one record.

Each of the n(n− 1) ordered pairs has exactly two ordered pairs with the same index set.
Expanding the square of the sum therefore gives

EP

⎡⎣⎧⎨⎩∑︂
i̸=j

Rk(Oi, Oj)

⎫⎬⎭
2⎤⎦ = 2n(n− 1)EPRk(O,O

′)2.

Equivalently,

nEPB2
n,k =

2

n− 1
EPRk(O,O

′)2.

Since n ≥ 2, division by n and the residual energy bound yield

EPB2
n,k =

2EPRk(O,O
′)2

n(n− 1)
≤ 2k

n(n− 1)
.

The counting includes n = 2, when the two ordered pairs are reversals of one another.

14. Finally, summing the defining residual identity over ordered distinct pairs gives∑︂
i̸=j

Rk(Oi, Oj) =
∑︂
i̸=j

qk(Oi, Oj)− 2(n− 1)
n∑︂

i=1

ψk(Oi) + n(n− 1)τk.

Each first-coordinate term and each second-coordinate term occurs n− 1 times. Dividing
by n(n− 1) proves the pointwise decomposition

Un,k(W,V )− τk = An,k + Bn,k.

Since EPUn,k(W,V ) = τk, expansion of the square, the zero cross moment, and the two
established bounds give

VarP {Un,k(W,V )} = EP (An,k + Bn,k)
2

= EPA2
n,k + EPB2

n,k + 2EP [An,kBn,k]

≤ 4

n
+

2k

n(n− 1)
.

Together with the approximation, mean, and bias identities, this proves the result.

The product-bias identity in Lemma 2 expresses the approximation error as the inner product
of two projection residuals. It therefore connects the smoothness of both conditional means to
the bias of their estimated product. The approximation inequality covers the Lipschitz endpoint
with the same constant, and the variance bound separates a term proportional to n−1 from a term
proportional to the projection rank divided by the number of ordered pairs. Under the known
uniform design, these bounds apply directly in L2(λ). Together with the denominator floor and
inversion in Lemma 1, they supply the statistical bounds used to calibrate the coordinate error
radii in Algorithm 2 and establish the interval guarantee in Theorem 2.
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B Rational realization and the upper bound

We begin with the representation and primitive arithmetic contracts used by the finite rational
construction.

The projection bounds in Lemma 2 supply the statistical ingredients for the coordinate error
radii. This appendix establishes their finite rational realization: an explicit admissible arithmetic
engine, uniform guarantees at the two prescribed precisions, and a measurable interval output.
These conclusions connect the exact coordinate expressions in Definition 14 to the literal interval
procedure in Algorithm 2.

The two precision levels control rank selection and final endpoint enclosure. Each primitive
is evaluated by a finite rational recurrence with a public iteration bound on valid represented
inputs. The guarantees establish termination and endpoint enclosure under the stated rational
computation model, with public bounds on primitive iteration counts.

B.1 Naming conventions and primitive admissibility

Under Definition 12, a real input is represented by nested closed dyadic intervals containing
it, with width at most 2−q at integer precision q ≥ 0. An admissible Borel naming policy N
selects public exponent names before sampling and covariate names as Borel functions of the
public exponents and original records. The dyadic-floor policy N0 provides the concrete selection
specified there.

The independently fixed engine E satisfies the primitive contracts of Definition 13. Its tran-
scendental routines enclose the images of rational input intervals, with outward endpoint excess
controlled by the dyadic tolerance ϵq = 2−q. The cosine routine uses a midpoint enclosure en-
larged by half the input width and clipped to [−1, 1]. Exact rational range operations handle
arithmetic, extrema, intersections, and clipping. Domain and sign conditions ensure positive
logarithm arguments, nonzero division denominators, positive exponential and power lower end-
points, and nonnegative square-root lower endpoints. Each primitive uses a finite rational re-
currence with a prescribed public bound on its iteration count. In the power routine, the bound
argument b denotes a positive integer base.

These requirements specify local arithmetic guarantees. The following statement supplies an
explicit engine satisfying them.

Lemma 3. [lem:concrete-arithmetic-engine] (Admissibility of the concrete engine) The
explicit rational arithmetic engine E0, consisting of the Machin enclosure for π, the cosine in-
terval routine, and the endpoint extensions of the scalar exponential, logarithm, square-root, and
integer-base power routines, satisfies all primitive admissibility contracts of Definition 13.

Proof of Lemma 3. We verify the finite-computation certificate first, followed by the constant,
exponential, logarithm, square-root, power, and cosine contracts. Rational quantities in real
inequalities are identified with their real values.

1. Finite rational computation. For q ∈ N0, define

ϵq = 2−q, psc(q) = q + 3, esc(q) = 2−psc(q).

For rational ξrat and nonnegative integer nint, put

⌊ξrat⌋+ = max{0, ⌊ξrat⌋}, ⌈ξrat⌉+ = max{0, ⌈ξrat⌉}, κ(nint) = min{ȷ ∈ N0 : nint ≤ 2ȷ}.
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Thus κ(0) = 0. In the rational computation model, division by zero is assigned the value
zero. This convention specifies the routines on their full input domains; the analytic
contracts use the domains in Definition 13.

For rational endpoints define

box(ξlo, ξhi) = [min{ξlo, ξhi},max{ξlo, ξhi}].

For any rational interval J , write

J = [J ,J ], wid(J ) = J − J .

Here are the scalar routines implemented by the programs. For z ∈ Q, define

Bser(z) = max{1, ⌈|z|⌉+}, mser(q, z) = max{2Bser(z)
2, q + 6},

Σexp(q, z) =

2mser(q,z)−1∑︂
ȷ=0

zȷ

ȷ!
, Σcos(q, z) =

mser(q,z)−1∑︂
ȷ=0

(−1)ȷz2ȷ

(2ȷ)!
,

and
Bexp(q, z) = box

(︂
max{3−Bser(z),Σexp(q, z)− esc(q)},Σexp(q, z) + esc(q)

)︂
,

Bcos(q, z) = box(max{−1,Σcos(q, z)− esc(q)},min{1,Σcos(q, z) + esc(q)}) .

For the logarithm, define on all rational inputs

Blog(z) = max{2, ⌈z⌉+, ⌈1/z⌉+}, ϑlog(z) =
z − 1

z + 1
,

clog(q, z) = q + 3 + κ(8Blog(z)) + 2, nlog(q, z) = Blog(z)clog(q, z),

Σlog(q, z) = 2

nlog(q,z)−1∑︂
ȷ=0

ϑlog(z)
2ȷ+1

2ȷ+ 1
, Blog(q, z) =

{︄
box(Σlog(q, z)− esc(q),Σlog(q, z) + esc(q)), z > 0,

[0, 0], z ≤ 0.

For the square-root routine, set

n√ (q, z) = ⌊22psc(q)z⌋+.

For any nint ∈ N0, start a binary recurrence with

l0 = 0, u0 = nint + 1.

At each iteration retain the endpoints when uȷ − lȷ = 1. Otherwise, with

hȷ =

⌊︃
lȷ + uȷ

2

⌋︃
,

set

(lȷ+1, uȷ+1) =

{︄
(hȷ, uȷ), h2ȷ ≤ nint,

(lȷ, hȷ), h2ȷ > nint.

44



The invariant and width implication are

l2ȷ ≤ nint < u2ȷ , lȷ < uȷ,

uȷ − lȷ ≤ 2srem+1 =⇒ uȷ+1 − lȷ+1 ≤ 2srem , srem ∈ N0.

Indeed, in a nonterminal iteration the midpoint lies strictly between the endpoints, and
the comparison selects the endpoint preserving the squared bracket. Each possible new
width is at most the old width divided by two and rounded upward. A terminal width of
one also satisfies the displayed implication. Since

nint + 1 ≤ 2κ(nint+1)+1,

induction on the remaining iterations shows that after κ(nint+1)+1 iterations the endpoints
are consecutive. Define aint(nint) to be the resulting lower endpoint. Then

aint(nint)
2 ≤ nint < (aint(nint) + 1)2.

These inequalities uniquely characterize the integer square root. When nint = 0, the initial
bracket is already [0, 1] and remains fixed. Define

B√ (q, z) = box

(︄
aint(n√ (q, z))

2psc(q)
,
aint(n√ (q, z)) + 1

2psc(q)

)︄
.

In particular, this formula returns [0, 2−psc(q)] when z < 0.

For natan ∈ N0 and z ∈ Q, put

Aatan(natan, z) =

natan−1∑︂
ȷ=0

(−1)ȷz2ȷ+1

2ȷ+ 1
,

Σπ(q) = 16Aatan(q+7, 1/5)−4Aatan(q+7, 1/239), Bπ(q) = box(max{3,Σπ(q)− esc(q)},min{4,Σπ(q) + esc(q)}) .

For the power routine, b ∈ N0 denotes the primitive integer base and vpow ∈ Q the scalar
exponent. Define

Bpow(b) = max{2, b}, ppow(q, b) = q + 12 + 3κ(Bpow(b)), τpow(q, b) = 2−ppow(q,b),

Lpow(q, b) = Blog(ppow(q, b), b), λpow(q, b) =
Lpow(q, b) + Lpow(q, b)

2
,

ζpow(q, b, vpow) = vpowλpow(q, b), Jpow(q, b, vpow) = Bexp(ppow(q, b), ζpow(q, b, vpow)),

δpow(q, b) = 96Bpow(b)
3τpow(q, b).

The scalar output is

Bpow(q, b, vpow) =

{︄
[1, 1], b = 1,

box
(︂
max{1/b3,Jpow(q, b, vpow)− δpow(q, b)},min{b3,Jpow(q, b, vpow) + δpow(q, b)}

)︂
, b ̸= 1.

The rational-division convention makes this formula total at b = 0.
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For a rational input interval

Iarg = [ain, bin], ain ≤ bin,

the engine uses

Eπ
0 (q) = Bπ(q), EF

0 (q, Iarg) = box
(︂
BF (q, ain),BF (q, bin)

)︂
, F ∈ {exp, log,√ },

Epow
0 (q, b, Iarg) = box

(︂
Bpow(q, b, ain),Bpow(q, b, bin)

)︂
.

For cosine, define the rational midpoint and half-width

zmid =
ain + bin

2
, warg =

bin − ain
2

,

and use

Ecos
0 (q, Iarg) = box

(︂
max{−1,Bcos(q, zmid)− warg},min{1,Bcos(q, zmid) + warg}

)︂
.

To certify finite computation, use a finite instruction list acting on rational registers,
together with a program counter and a halt flag. Instructions load or copy a rational
value, perform rational arithmetic, minimum or maximum, perform integer floor, ceiling,
factorial, integer square root, κ, or nonnegative integer power, compare registers and
branch, jump, or halt. Each instruction has unit cost in this model. Integer arguments
are obtained by the nonnegative floor convention above. Input coordinates initialize the
registers, missing coordinates are zero, and a halted state remains fixed.

The term recurrences explain both the returned sums and the loop counts. Their current
terms are

texp,ȷ(z) =
zȷ

ȷ!
, tcos,ȷ(z) =

(−1)ȷz2ȷ

(2ȷ)!
,

tatan,ȷ(z) = (−1)ȷz2ȷ+1, tlog,ȷ(z) = ϑlog(z)
2ȷ+1,

with updates

texp,ȷ+1 = texp,ȷ
z

ȷ+ 1
, tcos,ȷ+1 = tcos,ȷ

−z2

(2ȷ+ 1)(2ȷ+ 2)
,

tatan,ȷ+1 = −z2tatan,ȷ, tlog,ȷ+1 = ϑlog(z)
2tlog,ȷ.

Starting the exponential and cosine terms at one, and the arctangent and logarithm terms
at z and ϑlog(z), respectively, induction shows that the accumulated registers contain
precisely the displayed partial sums.

For example, one joint Machin iteration uses one branch, two divisions by the current
odd integer, two additions to the partial sums, two term multiplications, one odd-index
increment, one counter decrement, and one jump: ten instructions. Its initialization uses
fourteen instructions, and its exit uses seventeen. Thus its public bound is

14 + 10(q + 7) + 17.

46



The corresponding accounting for the other endpoint programs is

Primitive Public instruction bound

π 14 + 10(q + 7) + 17
exp 23 + (14mser(q, ain) + 15) + (3 + 20) + (14mser(q, bin) + 15) + 2
cos 26 + 9mser(q, zmid) + 20
log 28 + (7nlog(q, ain) + 14) + (3 + 25) + (7nlog(q, bin) + 14) + 2
√

14.

The exponential and logarithm iterations each use seven instructions; the cosine iteration
uses nine. Their fixed blocks initialize the terms, preserve the left endpoint while evalu-
ating the right endpoint, form and sort the scalar endpoints, and halt. Induction on the
remaining loop count, using the term identities, proves the endpoint-output identities at
these bounds. The logarithm exit returns zero on nonpositive scalar inputs.

The square-root program increments the precision and forms its dyadic scale in four in-
structions, forms the scaled square and lower endpoint in four, forms the upper endpoint in
five, and halts in one. Its integer-square-root instruction agrees with the binary recurrence
by the uniqueness established above. Consequently its output registers contain

aint(n√ (q, ain))

2psc(q)
,

aint(n√ (q, bin)) + 1

2psc(q)
.

For power, the public bound must be computable from the original inputs. Define, for all
q, b ∈ N0,

npow,log(q, b) = nlog(ppow(q, b), b).

The symmetric logarithm bracket gives the exact midpoint identity

λpow(q, b) =

{︄
Σlog(ppow(q, b), b), b > 0,

0, b = 0.

Since b ≥ 0, ⃓⃓⃓⃓
b− 1

b+ 1

⃓⃓⃓⃓
≤ 1,

⃓⃓⃓⃓
((b− 1)/(b+ 1))2ȷ+1

2ȷ+ 1

⃓⃓⃓⃓
≤ 1.

The triangle inequality for the finite sum therefore gives

|Σlog(ppow(q, b), b)| ≤ 2npow,log(q, b), |ζpow(q, b, vpow)| ≤ 2npow,log(q, b)|vpow|.

Define
Bpow,budget(q, b, vpow) = max{1, ⌈2npow,log(q, b)|vpow|⌉+}.

Monotonicity of ceiling yields

Bser(ζpow(q, b, vpow)) ≤ Bpow,budget(q, b, vpow).

The fused scalar program computes the logarithm midpoint, evaluates the exponential
at the perturbed argument, and performs the displayed clipping. The logarithm stage is
bounded by 45+7npow,log(q, b) instructions. Connecting to the exponential stage uses one
instruction; preparing and evaluating the exponential at a repeated scalar argument uses
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6 + 78 + 28mser(ppow, ζpow); the clipping continuation is bounded by thirty-one further
instructions. Hence a public scalar bound is

fpow,sc(q, b, vpow) = 161 + 7npow,log(q, b)

+ 28max{2Bpow,budget(q, b, vpow)
2, ppow(q, b) + 6}.

This bounds the actual fused run because

45 + 1 + 6 + 78 + 31 = 161

and the displayed bound on Bser(ζpow) bounds the exponential loop count.

For an exponent interval, put

Mpow,arg = max{|ain|, |bin|}, fpow(q, b, Iarg) = 90 + 2fpow,sc(q, b,Mpow,arg).

The scalar bound is monotone in the absolute exponent, so it bounds both endpoint
calls. When b = 1, the endpoint program returns [1, 1] and halts after nine instructions.
Otherwise its prelude uses at most forty-six instructions; it runs the two scalar calls, uses
forty-one connecting instructions, restores the selected endpoints in two, and halts in one.
Thus its count is at most

46 + fpow,sc(q, b, ain) + 41 + fpow,sc(q, b, bin) + 2 + 1

≤ 90 + 2fpow,sc(q, b,Mpow,arg).

The case b = 0 uses the forty-six-instruction prelude and the totalized scalar formulas. The
returned endpoints are the lower endpoint of the left scalar call and the upper endpoint
of the right scalar call; normalization therefore gives exactly Epow

0 (q, b, Iarg). Running to
the public bound preserves this output because the halted state is fixed.

Every displayed bound is itself computable by a fixed finite register program from the
precision, rational input endpoints, and base when present. On arbitrary rational input
lists, precision and base are interpreted by nonnegative floor and missing coordinates
by zero. Thus the bounds and output identities hold on the full register-input domain.
The six programs together supply finite rational recurrences for all six primitive maps.
Their definitions use precisely these primitive arguments, so the choice of E0 is fixed
independently of the statistical and naming inputs in Definition 13.

2. The constant enclosure. For z ≥ 0, the finite geometric identity

(1 + x2arg)

natan−1∑︂
ȷ=0

(−1)ȷx2ȷarg = 1− (−1)natanx2natan
arg

follows by induction on natan, starting with the empty sum. Dividing by 1 + x2arg and
integrating gives

arctan z −Aatan(natan, z) =

∫︂ z

0

(−1)natanx2natan
arg

1 + x2arg
dxarg.

On 0 ≤ xarg ≤ z, the integrand has absolute value at most z2natan . Consequently

| arctan z −Aatan(natan, z)| ≤ z2natan+1.
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Machin’s identity,
π = 16 arctan(1/5)− 4 arctan(1/239),

and the triangle inequality now imply

|π − Σπ(q)| ≤ 16(1/5)2(q+7)+1 + 4(1/239)2(q+7)+1 ≤ 20(1/5)2(q+7)+1.

The remaining calibration is

20(1/5)2(q+7)+1 ≤ 2−(q+3) = esc(q).

For q = 0, this is 20 5−15 ≤ 2−3. Increasing q by one multiplies its left side by 1/25 and
its right side by 1/2, proving it for every q ∈ N0.

Together with 3 < π < 4, the approximation bound gives

max{3,Σπ(q)− esc(q)} ≤ π ≤ min{4,Σπ(q) + esc(q)}.

Thus these endpoints are already ordered, their interval lies in [3, 4], and

0 ≤ π − Bπ(q) ≤ 2esc(q) ≤ ϵq, 0 ≤ Bπ(q)− π ≤ 2esc(q) ≤ ϵq.

This proves the constant contract.

3. The exponential contract. For z ∈ Q, the definitions give

|z| ≤ Bser(z), Bser(z) ≥ 1, mser(q, z) ≥ 2Bser(z)
2.

The factorial inequality

mser(q, z)!mser(q, z)
mser(q,z) ≤ (2mser(q, z))!

follows by bounding each of the last mser(q, z) factorial factors from below by mser(q, z).
Since the first factorial factor on the left is at least one,

|z|2mser(q,z)

(2mser(q, z))!
≤
(︃
Bser(z)

2

mser(q, z)

)︃mser(q,z)

≤ 2−mser(q,z).

Also,
|z|

2mser(q, z) + 1
≤ 1

2
.

The exponential-series remainder estimate states that, for ζcx ∈ C and ncut ∈ N0,

|ζcx|
ncut + 1

≤ 1

2
=⇒

⃓⃓⃓⃓
⃓⃓exp(ζcx)− ncut−1∑︂

ȷ=0

ζȷcx
ȷ!

⃓⃓⃓⃓
⃓⃓ ≤ 2

|ζcx|ncut

ncut!
.

Applying it to the real argument z and using mser(q, z) ≥ q + 6 ≥ q + 4 gives

| exp z − Σexp(q, z)| ≤ 2 2−mser(q,z) ≤ 2 2−(q+4) = esc(q).

The positive floor lies below the exact value: since −Bser(z) ≤ z and exp(1) < 3,

3−Bser(z) ≤ (exp 1)−Bser(z) = exp(−Bser(z)) ≤ exp z.
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It follows that the two raw scalar endpoints are ordered and that

0 < Bexp(q, z) ≤ exp z ≤ Bexp(q, z),

0 ≤ exp z − Bexp(q, z) ≤ 2esc(q) ≤ ϵq, 0 ≤ Bexp(q, z)− exp z ≤ 2esc(q) ≤ ϵq.

For the endpoint extension, exponential monotonicity gives the ordering

Bexp(q, ain) ≤ exp ain ≤ exp bin ≤ Bexp(q, bin).

For every xarg ∈ Iarg,

Bexp(q, ain) ≤ exp ain ≤ expxarg ≤ exp bin ≤ Bexp(q, bin).

The lower and upper endpoint excesses are therefore the scalar excesses at ain and bin,
respectively, and each is at most ϵq. The returned lower endpoint is positive by the scalar
sign bound. This proves the exponential contract.

4. The logarithm contract. Let z > 0 be rational. The ceiling bounds imply

Blog(z) ≥ 2, z ≤ Blog(z), 1/z ≤ Blog(z).

Using 1 ≤ Blog(z)z and clearing the positive denominators in ϑlog(z) yields

|ϑlog(z)| ≤
Blog(z)− 1

Blog(z) + 1
< 1.

Squaring this inequality gives

1− ϑlog(z)
2 ≥ 1−

(︃
Blog(z)− 1

Blog(z) + 1

)︃2

≥ 1

Blog(z)
,

where the last inequality follows by clearing denominators and using Blog(z) ≥ 2.

To bound the numerator of the remainder, observe that

|ϑlog(z)| ≤ 1− 1

Blog(z)
≤ exp(−1/Blog(z)).

Since

−
2Blog(z)clog(q, z) + 1

Blog(z)
≤ −clog(q, z),

and exp(1) ≥ 2, we obtain

|ϑlog(z)|2nlog(q,z)+1 ≤ exp

(︃
−
2Blog(z)clog(q, z) + 1

Blog(z)

)︃
≤ exp(−clog(q, z)) = exp(−1)clog(q,z) ≤ 2−clog(q,z).

The logarithm-series remainder estimate, applied using

1 + ϑlog(z)

1− ϑlog(z)
= z,
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now gives

| log z − Σlog(q, z)| ≤
2|ϑlog(z)|2nlog(q,z)+1

1− ϑlog(z)2

≤ 2Blog(z) 2
−clog(q,z) ≤ esc(q).

For the last inequality, 8Blog(z) ≤ 2κ(8Blog(z)), so

2Blog(z) 2
−clog(q,z) = 2−(q+3) 2Blog(z)

4 2κ(8Blog(z))
≤ 2−(q+3).

Thus the symmetric scalar bracket satisfies

Blog(q, z) ≤ log z ≤ Blog(q, z),

0 ≤ log z − Blog(q, z) ≤ 2esc(q) ≤ ϵq, 0 ≤ Blog(q, z)− log z ≤ 2esc(q) ≤ ϵq.

Now suppose 0 < ain ≤ bin. Both endpoint evaluations lie in the positive logarithm domain,
and monotonicity gives

Blog(q, ain) ≤ log ain ≤ log bin ≤ Blog(q, bin).

Every xarg ∈ Iarg is positive and satisfies

Blog(q, ain) ≤ log ain ≤ log xarg ≤ log bin ≤ Blog(q, bin).

The endpoint extension therefore contains the whole image and has outward endpoint
excess at most ϵq.

5. The square-root contract. For rational z ≥ 0, the floor and integer-square-root brackets
give

aint(n√ (q, z))2 ≤ n√ (q, z) ≤ 22psc(q)z < n√ (q, z) + 1 ≤ (aint(n√ (q, z)) + 1)2.

Division by 22psc(q), followed by taking nonnegative square roots, yields

0 ≤
aint(n√ (q, z))

2psc(q)
≤

√
z ≤

aint(n√ (q, z)) + 1

2psc(q)
.

The endpoints are ordered and their difference is exactly

wid(B√ (q, z)) = 2−psc(q) = esc(q) ≤ ϵq.

Containment consequently gives both scalar excess bounds:

0 ≤
√
z − B√ (q, z) ≤ esc(q), 0 ≤ B√ (q, z)−

√
z ≤ esc(q).

Suppose 0 ≤ ain ≤ bin. The endpoint evaluations satisfy

B√ (q, ain) ≤
√
ain ≤

√︁
bin ≤ B√ (q, bin).

For xarg ∈ Iarg, square-root monotonicity gives

B√ (q, ain) ≤
√
xarg ≤ B√ (q, bin).

The two endpoint excesses are bounded by the corresponding scalar widths, hence by
ϵq, and the returned lower endpoint is nonnegative. The argument includes ain = 0 and
degenerate intervals.
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6. The power contract. Let b ≥ 1 and −3 ≤ vpow ≤ 3. If b = 1, the scalar interval [1, 1] has
exact containment, zero excess, and positive lower endpoint.

For b ̸= 1, use the quantities defining the scalar routine above. The precision calibration
is

193Bpow(b)
3τpow(q, b) ≤ ϵq, τpow(q, b) ≤

1

4096
.

Indeed,
Bpow(b) ≤ 2κ(Bpow(b)) =⇒ Bpow(b)

3 ≤ 23κ(Bpow(b)),

and therefore

193Bpow(b)
3τpow(q, b) ≤

193

4096
2−q ≤ ϵq.

The second bound follows from q, κ(Bpow(b)) ≥ 0.

Exponent monotonicity for b ≥ 1 gives the exact clip range

1

b3
= b−3 ≤ bvpow ≤ b3.

The scalar logarithm contract, applied at precision ppow(q, b), implies

|λpow(q, b)− log b| ≤ τpow(q, b),

because each endpoint of Lpow(q, b) is within that tolerance of log b.

Define the exact argument and the argument perturbation by

ηpow(b, vpow) = vpow log b, tpow(q, b, vpow) = ζpow(q, b, vpow)− ηpow(b, vpow).

Then
|tpow(q, b, vpow)| ≤ 3τpow(q, b) ≤ 1.

The local exponential inequality

| exp t− 1| ≤ 2|t| (t ∈ [−1, 1])

and the identities
exp(ηpow(b, vpow)) = bvpow ,

exp(ζpow)− exp(ηpow) = exp(ηpow)
(︁
exp(tpow)− 1

)︁
yield

| exp(ζpow)− bvpow | ≤ Bpow(b)
3 2|tpow|

≤ 6Bpow(b)
3τpow(q, b)

≤ 96Bpow(b)
3τpow(q, b) = δpow(q, b).

Here the bound on exp(ηpow) follows from bvpow ≤ b3 ≤ Bpow(b)
3.

The exponential bracket Jpow contains exp(ζpow), with each endpoint excess at most τpow.
Hence

Jpow − δpow ≤ bvpow ≤ Jpow + δpow.
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Combining this with the exact clip range proves that the raw endpoints of Bpow are ordered
and contain bvpow . Its lower endpoint is at least 1/b3 > 0. Since clipping increases the
lower endpoint and decreases the upper endpoint, both outward excesses are at most

τpow + 2δpow = (1 + 192Bpow(b)
3)τpow ≤ 193Bpow(b)

3τpow ≤ ϵq,

where Bpow(b)
3 ≥ 1. Thus

0 < Bpow(q, b, vpow) ≤ bvpow ≤ Bpow(q, b, vpow),

with the required scalar endpoint excesses.

Now let
−3 ≤ ain ≤ bin ≤ 3.

Both endpoint exponents satisfy the scalar hypotheses. Because vpow ↦→ bvpow is monotone,

Bpow(q, b, ain) ≤ bain ≤ bbin ≤ Bpow(q, b, bin).

For every xarg ∈ Iarg,

Bpow(q, b, ain) ≤ bxarg ≤ Bpow(q, b, bin).

The endpoint extension inherits the two scalar excess bounds and the positive lower end-
point. This includes b = 1, the exponent endpoints −3, 3, and degenerate intervals.

7. The cosine contract. Let i ∈ C be defined by

Re i = 0, Im i = 1.

Pairing the even and odd terms gives

Re

⎛⎝2mser(q,z)−1∑︂
ȷ=0

(zi)ȷ

ȷ!

⎞⎠ = Σcos(q, z).

To verify this identity, start with the empty sum and append successive pairs. In each
pair,

(zi)2ȷ = (−1)ȷz2ȷ, Re(zi)2ȷ+1 = 0,

so the real part increases by exactly the next cosine term.

Since |zi| = |z| and Re exp(zi) = cos z, the complex exponential remainder estimate and
the bounds on its first omitted term give

| cos z − Σcos(q, z)| ≤

⃓⃓⃓⃓
⃓⃓exp(zi)− 2mser(q,z)−1∑︂

ȷ=0

(zi)ȷ

ȷ!

⃓⃓⃓⃓
⃓⃓

≤ 2
|z|2mser(q,z)

(2mser(q, z))!
≤ esc(q).

Together with −1 ≤ cos z ≤ 1, this implies that the clipped scalar endpoints are ordered
and satisfy

−1 ≤ Bcos(q, z) ≤ cos z ≤ Bcos(q, z) ≤ 1,
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0 ≤ cos z − Bcos(q, z) ≤ 2esc(q) ≤ ϵq, 0 ≤ Bcos(q, z)− cos z ≤ 2esc(q) ≤ ϵq.

For the interval routine, define its midpoint enclosure endpoints

acos,mid = Bcos(q, zmid), bcos,mid = Bcos(q, zmid).

They obey

acos,mid ≤ cos zmid ≤ bcos,mid, cos zmid − acos,mid ≤ ϵq, bcos,mid − cos zmid ≤ ϵq,

−1 ≤ acos,mid ≤ bcos,mid ≤ 1.

Because warg ≥ 0, these inequalities also give

max{−1, acos,mid − warg} ≤ min{1, bcos,mid + warg}.

Thus the interval routine has exactly the prescribed endpoints

Ecos
0 (q, Iarg) = max{−1, acos,mid − warg}, Ecos

0 (q, Iarg) = min{1, bcos,mid + warg}.

For every xarg ∈ Iarg,
|xarg − zmid| ≤ warg.

The cosine Lipschitz inequality therefore yields

| cosxarg − cos zmid| ≤ |xarg − zmid| ≤ warg.

Combining this with the midpoint enclosure and the global cosine range proves

max{−1, acos,mid − warg} ≤ cosxarg ≤ min{1, bcos,mid + warg}.

Finally, the endpoint formulas imply

wid(Ecos
0 (q, Iarg)) ≤ bcos,mid − acos,mid + 2warg

≤ 2ϵq + 2warg = (bin − ain) + 2ϵq.

This establishes the midpoint excess, enlargement, clipping, image enclosure, and width
requirements, including zero-width input intervals.

The finite rational recurrences and the six primitive contracts establish admissibility under
Definition 13.

The witness in Lemma 3 establishes existence at the primitive level. Its finite rational
routines provide one concrete choice for the interval construction. The precision guarantees
below apply uniformly to every admissible engine, including this witness.
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B.2 Uniform realization at fixed precision

Rank selection follows Algorithm 1: the public exponent intervals are intersected with the
prescribed exponent boxes, and the ceilings of the upper target-enclosure endpoints determine
the two integer ranks. These ranks are fixed before sampling. Endpoint evaluation then uses
precisely those retained integers in the coordinate estimates, variance envelope, error radii, and
precision budget of Algorithm 2. At that step, the queried exponent and covariate intervals
enter the endpoint expression tree in their supplied form.

The next statement establishes admissibility of the concrete naming policy and derives the
rank, endpoint, and measurability guarantees from the primitive contracts.

Lemma 4. [lem:fixed-budget-realization] (Fixed-budget realization and measurability)
The dyadic-floor naming policy N0 is admissible in the sense of Definition 12. Moreover, suppose
that:

• (Engine and names.) E is an admissible rational interval-arithmetic engine in the sense
of Definition 13, and N is an admissible Borel naming policy in the sense of Definition 12.

• (Sample size.) n is an integer with n ≥ 2.

• (Public exponents.) The real smoothness exponents satisfy

0 < β <
1

4
, β < α ≤ 1.

For every record tuple O ∈ ([0, 1] × {0, 1} × {0, 1})n, let kC , kS be the ranks selected according
to Algorithm 1, with target resolutions

RC = n2/(2α+2β+1), RS = n2/(4β+1).

The prescribed public budgets are

qrank(n) = 7+3⌈log2 n⌉, qend(n, kC , kS) = 44+⌈log2(n+1)⌉+4⌈log2(K+1)⌉, K = max{kC , kS}.

At the rank budget, both rational target enclosures [aC , bC ] and [aS , bS ] are successfully returned
and satisfy

bC − aC ≤ 1, bS − aS ≤ 1,

RC ≤ kC < RC + 2 ≤ 3RC , RS ≤ kS < RS + 2 ≤ 3RS .

Here bC , bS denote the upper endpoints of the resolution enclosures.
For the endpoint construction, use bC , bS instead to denote the coordinate error radii

bC = 8k
−(α+β)
C +

√︁
20Vn(kC), bS = 25k−2β

S +
√︁

20Vn(kS),

where Vn(k) is the public variance envelope at rank k. Let ˆ︁Cn, ˆ︁Sn be the numerator and denom-
inator coordinate estimates, and set

c± = ˆ︁Cn ± bC , s± = clip[s0,1](
ˆ︁Sn ± bS),

where s0 is the denominator floor. With F (c, d) denoting the clipped logarithmic inversion of
the coordinate ratio, the ideal lower and upper endpoints are

L = min{F (c−, s−), F (c−, s+)}, R = max{F (c+, s−), F (c+, s+)}.
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At the endpoint budget, rational enclosures [L−, L+] and [R−, R+] are successfully returned with

L ∈ [L−, L+], R ∈ [R−, R+], L+ − L− ≤ 1

n
, R+ −R− ≤ 1

n
.

The literal output satisfies

[L,R] ⊆ Iupn,E,N(α, β)(O), length
(︂
Iupn,E,N(α, β)(O)

)︂
≤ R− L+

2

n
.

It is a nonempty closed connected interval with rational endpoints in [−1/2, 1/2], and its output
map, as a function of the record tuple, is Borel measurable.

Proof of Lemma 4. 1. Admissibility of the dyadic-floor policy. For a real input vname ∈
R and an integer precision q ≥ 0, define

mq(vname) = ⌊2qvname⌋, Jq(vname) =

[︃
mq(vname)

2q
,
mq(vname) + 1

2q

]︃
.

The floor inequalities give

mq(vname) ≤ 2qvname < mq(vname) + 1,

and therefore
vname ∈ Jq(vname), wid

(︁
Jq(vname)

)︁
= 2−q,

where throughout the proof

wid([ulo, uhi]) = uhi − ulo.

Moreover, multiplying the floor inequalities by two yields

2mq(vname) ≤ mq+1(vname) < 2
(︁
mq(vname) + 1

)︁
.

Since the middle term is an integer, these inequalities imply

Jq+1(vname) ⊆ Jq(vname).

The conclusions include dyadic inputs, which may equal the lower endpoint of a queried
interval. At each fixed precision, both rational endpoints are Borel functions of the real
input because the floor function is Borel. Composing these functions with the public
exponent coordinates and the observed covariate coordinates gives precisely the validity
and Borel requirements in Definition 12. Thus N0 is admissible.

2. Resolution enclosures at the rank budget. Fix an admissible engine E, an admissible
policy N, n ≥ 2, exponents in the stated domain, and a record tuple O. Set

qr = qrank(n), ϵr = 2−qr .

Let the exponent-name intervals after the intersections prescribed in Algorithm 1 be

Jα,r = [αr,−, αr,+], Jβ,r = [βr,−, βr,+].
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Validity of the names and the exponent domain ensure that both intersections succeed and
that

α ∈ Jα,r ⊆ [0, 1], β ∈ Jβ,r ⊆ [0, 1/4],

wid(Jα,r) ≤ ϵr, wid(Jβ,r) ≤ ϵr.

Define the rational denominator and power-exponent boxes by exact interval operations:

DC,r = 2Jα,r + 2Jβ,r + [1, 1], DS,r = 4Jβ,r + [1, 1],

PC,r = [2, 2]/DC,r, PS,r = [2, 2]/DS,r.

Both denominator boxes have lower endpoints at least one and widths at most 4ϵr. For
any denominator box Daux = [dlo, dhi] with 1 ≤ dlo ≤ dhi, exact division gives

[2, 2]/Daux = [2/dhi, 2/dlo],

and

wid([2, 2]/Daux) =
2(dhi − dlo)

dlodhi
≤ 2wid(Daux).

Consequently, both power-exponent boxes lie in [0, 2], contain their respective exact expo-
nents, and have width at most 8ϵr.

For a power exponent τ ∈ [0, 2],⃓⃓⃓⃓
d

dτ
nτ
⃓⃓⃓⃓
= nτ log n ≤ n2n = n3,

using n ≥ 1 and log n ≤ n. The mean-value bound and the outward endpoint errors
required by Definition 13 therefore show that the returned target boxes satisfy

RC ∈ [aC , bC ], RS ∈ [aS , bS ],

bC − aC , bS − aS ≤ 8n3ϵr + 2ϵr.

To pay for this width, the integer logarithmic ceiling in Algorithm 1 gives

n ≤ 2⌈log2 n⌉, 128n3ϵr =
n3

23⌈log2 n⌉
≤ 1.

Since n3 ≥ 1, it follows that

8n3ϵr + 2ϵr ≤ 10n3ϵr ≤
10

128
≤ 1.

All rank-step intersections and divisions have thus succeeded, the power inputs satisfy
the primitive domain requirements, and both returned boxes have the required unit-width
bound.

3. Bounds for the selected ranks. The exponent domain makes both target exponents
positive. Hence

RC ≥ 1, RS ≥ 1.

In particular bC , bS ≥ 1, so the nonnegative ceilings in Algorithm 1 are their ordinary
integer ceilings. Containment and the unit-width bounds give

RC ≤ bC ≤ aC + 1 ≤ RC + 1, RS ≤ bS ≤ aS + 1 ≤ RS + 1.
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Using the strict upper bound for an integer ceiling,

RC ≤ kC = ⌈bC⌉ < bC + 1 ≤ RC + 2 ≤ 3RC ,

RS ≤ kS = ⌈bS⌉ < bS + 1 ≤ RS + 2 ≤ 3RS .

The last inequalities follow from RC , RS ≥ 1. These ranks depend on the public exponent
names and are fixed before sampling. In particular,

kC ≥ 1, kS ≥ 1.

From this point onward, bC , bS denote the coordinate error radii in Algorithm 2.

4. Coordinate enclosures at the endpoint budget. Retain the selected ranks and set

K = max{kC , kS}, qe = qend(n, kC , kS), ϵe = 2−qe .

At this precision, write the raw name responses as

Bα = [αname,−, αname,+], Bβ = [βname,−, βname,+],

BXi = [Xi,name,−, Xi,name,+], 1 ≤ i ≤ n.

These boxes contain their named inputs and have widths at most ϵe. Since qe ≥ 2, one has

ϵe ≤
1

4
.

Containment and the width bound place each raw covariate box in

BXi ⊆ [−ϵe, 1 + ϵe].

Indeed, each endpoint is within one box width of the contained covariate.

For any displayed scalar expression G, denote its computed enclosure in the prescribed
tree at precision qe by

B[G] = [Gbox,−, Gbox,+].

This notation refers to the supplied raw responses, the fixed engine, and the exact rational
range operations.

We use two elementary properties of these operations. For closed rational boxes J1,J2,
define

MJι = max{|u| : u ∈ Jι}, ι ∈ {1, 2}.

Inserting a cross product when subtracting two products, and then taking the extrema
among endpoint products, gives

wid(J1J2) ≤MJ2 wid(J1) +MJ1 wid(J2).

Widths add under addition and subtraction. The endpoint formulas for minimum and
maximum also give

wid(min(J1,J2)) ≤ max{wid(J1),wid(J2)},
wid(max(J1,J2)) ≤ max{wid(J1),wid(J2)}.
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For example, each upper endpoint is at most its corresponding lower endpoint plus the
larger width; taking minima or maxima preserves that inequality.

We now evaluate the basis and kernel from Definition 10. Define the primitive constant
boxes

Bπ = B[π], B√
2 = B[

√
2].

Their contracts give
Bπ ⊆ [3, 4], wid(Bπ) ≤ 2ϵe,

B√
2 ⊆ [0, 2], wid(B√

2) ≤ 2ϵe.

For the second inclusion,
√
2 ≤ 3/2 follows by squaring, and the upper endpoint error is

at most ϵe ≤ 1/4.

For a basis index j ≥ 1, the intermediate argument boxes are

Bπj = Bπ[j, j], BπjXi = BπjBXi .

They satisfy

wid(Bπj) ≤ 2jϵe, MBπj ≤ 4j, MBXi
≤ 5

4
.

Thus the product-width inequality yields

wid(BπjXi) ≤
5

4
(2jϵe) + 4jϵe =

13

2
jϵe.

The cosine contract returns a box in [−1, 1] whose width is at most

wid
(︁
B[cos(πjXi)]

)︁
≤
(︃
13

2
j + 2

)︃
ϵe.

Multiplication by the square-root box therefore gives

MB[φj(Xi)] ≤ 2,

wid
(︁
B[φj(Xi)]

)︁
≤ 2ϵe + 2

(︃
13

2
j + 2

)︃
ϵe = (13j + 6)ϵe ≤ 20(j + 1)ϵe.

For j = 0, the basis expression is the exact constant one, so these magnitude and width
bounds also hold.

Each computed basis-product term consequently has width at most 80(j+1)ϵe. Summing
the terms in the kernel, for either retained rank k ∈ {kC , kS}, gives

wid
(︁
B[Hk(Xi, Xi′)]

)︁
≤

k−1∑︂
j=0

80(j + 1)ϵe

≤
k−1∑︂
j=0

80kϵe = 80k2ϵe ≤ 160k2ϵe.

At k = 1, the sole basis-product term is exact.
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The binary marks used in Definition 14 are exact rational numbers in [0, 1]. Multiplication
by their products preserves the displayed kernel-width bound. There are exactly

#{(i, i′) : 1 ≤ i, i′ ≤ n, i ̸= i′} = n(n− 1)

ordered pairs. Hence the positive rational normalization in Definition 11 cancels this factor
in the sum of widths:

wid
(︁
B[Un,k(W,V )]

)︁
≤ n(n− 1) 160k2ϵe

n(n− 1)
= 160k2ϵe

for the marks used here. The empirical mean in ˆ︁Cn is exact. Soundness of the operations
therefore supplies successful coordinate boxes with

ˆ︁Cn ∈ B[ ˆ︁Cn], ˆ︁Sn ∈ B[ˆ︁Sn],
wid
(︁
B[ ˆ︁Cn]

)︁
≤ 160k2Cϵe, wid

(︁
B[ˆ︁Sn])︁ ≤ 160k2Sϵe.

5. Error-radius enclosures. The endpoint budget gives

K ≤ 2⌈log2(K+1)⌉, qe ≥ 4 + ⌈log2(K + 1)⌉,

and therefore

Kϵe ≤
1

16
.

Validity of the raw exponent responses gives

Bα ⊆ [−ϵe, 1 + ϵe], Bβ ⊆ [−ϵe, 1/4 + ϵe].

Define their bias-exponent boxes by

BC,pow = [0, 0]− (Bα + Bβ), BS,pow = [−2,−2]Bβ.

They contain −(α+ β) and −2β, respectively, and satisfy

BC,pow ⊆ [−5/4− 2ϵe, 2ϵe] ⊆ [−3, 3],

BS,pow ⊆ [−1/2− 2ϵe, 2ϵe] ⊆ [−3, 3],

wid(BC,pow), wid(BS,pow) ≤ 2ϵe.

For either retained rank k, the elementary inequality log u ≤ u− 1 for u > 0 gives

log k = log(k/2) + log 2 ≤ (k/2− 1) + 1 = k/2.

Applying the same inequality at u = 1/2 gives log 2 ≥ 1/2. Thus, for every exponent τ in
the corresponding raw power-exponent box,

τ log k ≤ 2ϵe log k ≤ kϵe ≤
1

16
≤ log 2.

It follows that

kτ ≤ 2,

⃓⃓⃓⃓
d

dτ
kτ
⃓⃓⃓⃓
= kτ log k ≤ k.
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These inequalities include k = 1, for which the derivative is zero. The mean-value bound
and the primitive endpoint errors now imply

wid
(︁
B[kτ ]

)︁
≤ kwid(Bpow) + 2ϵe ≤ (2k + 2)ϵe,

with Bpow the corresponding bias-exponent box.

The variance quantity

Vn(k) =
10

n
+

4k

n(n− 1)

is an exactly evaluated positive rational number. Its square-root enclosure therefore satis-
fies

wid
(︁
B[
√︁
20Vn(k)]

)︁
≤ 2ϵe.

Using the constants in the radius expressions, we obtain successful enclosures containing
bC , bS , with

wid(B[bC ]) ≤
(︁
8(2kC + 2) + 2

)︁
ϵe = (16kC + 18)ϵe ≤ 34Kϵe,

wid(B[bS ]) ≤
(︁
25(2kS + 2) + 2

)︁
ϵe = (50kS + 52)ϵe ≤ 102Kϵe.

The last inequalities use kC , kS ≤ K and K ≥ 1.

6. Denominator-corner enclosures. Define the computed denominator boxes by the pre-
scribed exact clipping tree:

B[s±] = max
(︂
[s0, s0],min

(︂
[1, 1],B[ˆ︁Sn]± B[bS ]

)︂)︂
, s0 =

1

512
.

Here the minus sign denotes interval subtraction. Soundness supplies containment of s±,
and the endpoint formulas give

B[s±] ⊆ [1/512, 1].

Before clipping, the widths are bounded by

160k2Sϵe + 102Kϵe ≤ 262K2ϵe ≤ 300K2ϵe,

because kS ≤ K and K ≤ K2. Clipping by point intervals preserves this bound by the
minimum and maximum width inequalities. Consequently,

s± ∈ B[s±], wid(B[s±]) ≤ 300K2ϵe.

In particular, every subsequent denominator interval has a positive rational lower endpoint.

7. Numerator-corner widths and magnitudes. Define

B[c±] = B[ ˆ︁Cn]± B[bC ].

These boxes contain c±, and

wid(B[c±]) ≤ 160k2Cϵe + 34Kϵe ≤ 194K2ϵe ≤ 300K2ϵe.
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We also require bounds on their endpoints. The exact basis satisfies

|φj(x)| ≤
√
2 (j ≥ 0, x ∈ [0, 1]),

including j = 0. Therefore

|Hk(x, z)| ≤
k−1∑︂
j=0

|φj(x)φj(z)| ≤ 2k.

The ordered-pair normalization and marks of absolute value at most one give

|Un,k(W,V )| ≤ 2k.

The empirical treated-outcome mean has absolute value at most one, so

| ˆ︁Cn| ≤ 1 + 2kC .

Since n ≥ 2,
Vn(k) ≤ 5 + 2k, 20Vn(k) ≤ 100 + 40k ≤ (10 + 7k)2.

Taking square roots yields √︁
20Vn(k) ≤ 10 + 7k.

Moreover, kC ≥ 1 and α+ β > 0 give

k
−(α+β)
C ≤ 1, 0 ≤ bC ≤ 8 + 10 + 7kC ≤ 25kC .

Thus
|c±| ≤ | ˆ︁Cn|+ bC ≤ 1 + 27kC ≤ 1 + 27K.

To control the computed endpoint overhang, the two logarithmic ceilings in the endpoint
budget give

n+ 1 ≤ 2⌈log2(n+1)⌉, K + 1 ≤ 2⌈log2(K+1)⌉,

hence
244(n+ 1)(K + 1)4ϵe ≤ 1.

Comparing coefficients with this product shows

ϵe ≤
1

16
, 300K2ϵe ≤ 1, 237(K + 1)3ϵe ≤

1

n
.

For the last two comparisons, use

K2 ≤ (K + 1)4, 300K2 ≤ 244(n+ 1)(K + 1)4,

237n(K + 1)3 ≤ 244(n+ 1)(K + 1)4.

A box containing c± and having width at most one has every point within distance one of
c±. It follows that

MB[c±] ≤ 1 + 27K + 1 ≤ 100(K + 1).

This supplies both the width and magnitude bounds at the actual numerator inputs to
inversion.
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8. Enclosures of the four inversion corners. For signs σc, σs ∈ {−,+}, define

Bquot,σcσs = B[cσc ]/B[sσs ], Bodds,σcσs = [1, 1] + Bquot,σcσs .

For a denominator box Jden = [dlo, dhi] with dlo ≥ 1/512, its reciprocal range satisfies

J −1
den = [1/dhi, 1/dlo], MJ−1

den
≤ 512,

wid(J −1
den) =

dhi − dlo
dlodhi

≤ 5122wid(Jden).

Exact division is multiplication by this reciprocal range. The product-width bound there-
fore gives containment of the true ratio and

wid(Bquot,σcσs) ≤ 512wid(B[cσc ])

+ 100(K + 1)5122wid(B[sσs ]).

Define the exponential boundary boxes and the clipped odds boxes by

Bexp,− = B[exp(−1/2)], Bexp,+ = B[exp(1/2)],

Bclip,σcσs = max (Bexp,−,min (Bexp,+,Bodds,σcσs)) .

The exponential series, bounded termwise by the geometric series, gives

exp(1/4) ≤
∞∑︂
j=0

(1/4)j =
4

3
,

and consequently

exp(1/2) = exp(1/4)2 ≤ 16

9
, exp(−1/2) ≥ 9

16
.

The primitive endpoint errors and ϵe ≤ 1/16 imply

inf Bexp,− ≥ 9

16
− ϵe ≥

1

2
, supBexp,+ ≤ 16

9
+ ϵe ≤ 2,

wid(Bexp,−), wid(Bexp,+) ≤ 2ϵe.

Thus every clipped odds box has lower endpoint at least 1/2, contains the exact clipped
odds, and satisfies

wid(Bclip,σcσs) ≤ wid(Bquot,σcσs) + 2ϵe.

Here the added exact constant one preserves width, and the minimum and maximum width
inequalities bound both clipping operations.

Define the inversion-corner boxes by

BF,σcσs = B[F (cσc , sσs)].
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The logarithm derivative is at most two on every argument interval with lower endpoint
at least 1/2. Its primitive contract therefore supplies successful boxes containing the four
exact corner values, with

wid(BF,σcσs) ≤ 2
(︁
512wid(B[cσc ]) + 100(K + 1)5122wid(B[sσs ])

)︁
+ 6ϵe

≤
(︁
307200K2 + 15728640000(K + 1)K2 + 6

)︁
ϵe

≤ 237(K + 1)3ϵe ≤
1

n
.

For the coefficient comparison, K ≥ 0 implies

K2 ≤ (K + 1)3, (K + 1)K2 ≤ (K + 1)3, 1 ≤ (K + 1)3,

and
307200 + 15728640000 + 6 ≤ 237.

This establishes the required precision for each of the four corner evaluations.

9. The two endpoint boxes. The literal minimum and maximum operations return

BL = min(BF,−−,BF,−+) = [L−, L+],

BR = max(BF,+−,BF,++) = [R−, R+].

Monotonicity of minimum and maximum in their arguments preserves containment, giving

L ∈ [L−, L+], R ∈ [R−, R+].

Their widths satisfy

L+ − L− ≤ max{wid(BF,−−),wid(BF,−+)} ≤ 1

n
,

R+ −R− ≤ max{wid(BF,+−),wid(BF,++)} ≤ 1

n
.

All raw input queries and all intervening evaluations have succeeded. Every power input
lies in its required domain, every square-root input is nonnegative, every division has a
positive denominator interval, and every logarithm input has a positive lower endpoint.
The finite sums at the retained finite ranks and the primitive termination contracts in
Definition 13 therefore give successful return of both boxes at the single endpoint precision.

10. Outward enclosure and rational interval shape. The exact clipped logarithmic map
in Algorithm 2 satisfies

−1

2
≤ F (c, d) ≤ 1

2

at the endpoint inputs: its logarithm argument lies between exp(−1/2) and exp(1/2).
For each positive denominator, division, clipping, and logarithm are nondecreasing in the
numerator. Since bC ≥ 0 and s− ≥ s0 > 0,

L ≤ F (c−, s−) ≤ F (c+, s−) ≤ R.
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Consequently,

−1

2
≤ L ≤ R ≤ 1

2
.

Define the literal rational output endpoints by

lout = max{−1/2, L−}, uout = min{1/2, R+}.

Containment of the exact endpoints and their effect bounds give

lout ≤ L ≤ R ≤ uout.

Thus the intersection in the output construction succeeds and the literal output is

Iupn,E,N(α, β)(O) = [lout, uout], [L,R] ⊆ [lout, uout].

The endpoint-width bounds give

0 ≤ L− lout ≤ L− L− ≤ L+ − L− ≤ 1

n
,

0 ≤ uout −R ≤ R+ −R ≤ R+ −R− ≤ 1

n
.

Adding these inequalities yields

uout − lout ≤ R− L+
2

n
.

Finally,

lout, uout ∈ Q, −1

2
≤ lout ≤ uout ≤

1

2
.

The output is therefore a nonempty closed connected interval with the asserted rational
endpoint shape.

11. Borel measurability. Keep the engine, policy, sample size, and public exponents fixed.
The ranks and endpoint precision are then fixed integers. Define the finite response code
and its countable range by

z(O) = ((Ai, Yi), (Xi,name,−, Xi,name,+))
n
i=1 , Z =

(︁
{0, 1}2 ×Q2

)︁n
.

The binary coordinates and the fixed-precision name responses are Borel, so z is Borel
into the discrete countable space Z. The public exponent responses are fixed, and the
remaining computation uses this code through finite rational operations. Hence

z(O) = z(O′) =⇒ Iupn,E,N(α, β)(O) = Iupn,E,N(α, β)(O
′).

For any set T of output intervals, define

ZT =
{︂
z ∈ Z : ∃O, z(O) = z, Iupn,E,N(α, β)(O) ∈ T

}︂
.

The preceding implication gives the fiber decomposition{︂
O : Iupn,E,N(α, β)(O) ∈ T

}︂
=
⋃︂

z∈ZT

z−1({z}).

This is a countable union of Borel sets. In particular, inverse images of Borel sets of
intervals are Borel, establishing the claimed measurability of the output map.
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The rank precision qrank(n) gives an additive rank excess below two for each coordinate. The
endpoint precision qend(n, kC , kS) depends on the sample size and the larger retained rank. The
same selected integers therefore govern both the exact statistics and their rational evaluation.
Together with the finite recurrence contracts, successful evaluation at these prescribed precisions
establishes termination of the construction in Algorithm 2.

In the inversion, R denotes the ideal upper effect endpoint. The rational output uses the
outward endpoints L−, R+, followed by clipping to the effect envelope. Its samplewise contain-
ment of the ideal interval and additional length bound of 2/n hold for every record tuple. The
Borel conclusion concerns the resulting map from the original observed records, under each fixed
admissible naming policy.

B.3 Connection to honesty and expected length

The rational interval Iupn,E,N(α, β) in Algorithm 2 combines these realization guarantees with the
statistical bounds. The bias and variance bounds in Lemma 2 calibrate its coordinate error
radii; the denominator floor and odds identity in Lemma 1 supply the joint inversion. Lemma 4
establishes measurable outward enclosure of the resulting ideal interval with a controlled length
increment.

Under the engine, naming-policy, and exponent conditions of Theorem 2, the literal procedure
has global 90% coverage over the ambient model for every integer sample size n ≥ 1. On every
effect-radius slice, that result bounds its unconditional expected length by an absolute constant
times the diagnostic envelope in Definition 9. Numerator uncertainty contributes directly to this
envelope, while denominator uncertainty contributes at the scale of the effect radius. At n = 1,
the specified full effect interval completes the procedure.

Different admissible engines and valid naming policies may select different ranks and return
different rational endpoints. For each choice, the realization bounds apply to its own retained
ranks and ideal endpoints. The coverage and expected-length guarantees in Theorem 2 share
one absolute constant across all such choices. In particular, Lemmas 3 and 4 supplies the explicit
engine and dyadic-floor policy for the concrete attaining sequence defined in Definition 19.

C Exact calibration and same-model alternatives

The calibrated alternatives are specified by the following maps and continuous sign families.
The lower-bound constructions use exact calibration to combine a homogeneous conditional

log-odds coefficient with continuous nuisance functions. We first describe the local equations
and their smooth neighborhoods, then state the support guarantees for the finite sign families
in Definition 18. The calibration maps are defined in Definition 17.

The covariance adjustment c(t, ξ, υ) prescribes the odds ratio of a binary table with treat-
ment margin ξ and outcome margin υ. Its normalized extension B(t, ξ, υ) extends the effect-
normalized adjustment smoothly through zero effect. The mixed equation uses the signed
propensity amplitude η and signed outcome amplitude ζ; the fair equation uses the signed
control-risk amplitude δ. In the latter equation, the residual H(t, δ, ξ, u) smoothly extends the
matching discrepancy normalized by the effect and squared amplitude. The within-cell coordi-
nate u ranges over [0, 1].

The scalar implicit-function theorem supplies the local graph representation needed for these
calibration equations. Its conditions concern an open parameter domain, differentiability, and a
nonzero derivative with respect to the scalar being calibrated.

66



Lemma 5. [lem:scalar-implicit-function] (Scalar implicit function theorem) Let d be a
nonnegative integer, let F : Rd×R → R, and let D ⊆ Rd×R. Fix b0 ∈ Rd and χ0 ∈ R. Suppose
that:

• (Open domain.) D is open and (b0, χ0) ∈ D.

• (Smoothness.) F is continuously differentiable on D.

• (Zero.) F (b0, χ0) = 0.

• (Nonzero partial derivative.) ∂χF (b0, χ0) ̸= 0.

Then there exist open sets U ⊆ Rd and V ⊆ R, and a function q : Rd → R, such that

b0 ∈ U, χ0 ∈ V, U × V ⊆ D.

The function q is continuously differentiable on U , satisfies q(b0) = χ0, and has q(b) ∈ V for
every b ∈ U . Moreover, for every b ∈ U and every χ ∈ V ,

F (b, χ) = 0 ⇐⇒ χ = q(b).

Proof of Lemma 5. 1. Since D is open and contains (b0, χ0), the smoothness hypothesis gives
continuous differentiability at this point. Define the continuous linear map

Lχ : R → R, Lχ(t) = DF (b0, χ0)[(0, t)].

The chain rule for the map χ ↦→ (b0, χ) gives

d

dχ
F (b0, χ)

⃓⃓⃓⃓
χ=χ0

= Lχ(1) ̸= 0.

By linearity,
Lχ(t) = tLχ(1) (t ∈ R).

Define

Jχ : R → R, Jχ(t) =
t

Lχ(1)
.

This map is continuous and linear, and the preceding identity gives

Lχ(Jχ(t)) = t, Jχ(Lχ(t)) = t (t ∈ R).

Thus Lχ is invertible.

2. The general C1 implicit-function theorem for Banach-space products, applied with scalar-
coordinate derivative Lχ, supplies a function

q : Rd → R

such that
q(b0) = χ0, q is continuously differentiable at b0.

Its local graph identity, together with F (b0, χ0) = 0, gives

F (b, χ) = 0 ⇐⇒ q(b) = χ

throughout a neighborhood of (b0, χ0).
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3. Intersect this neighborhood with D. The product topology supplies neighborhoods U1 ⊆
Rd of b0 and V1 ⊆ R of χ0 satisfying

U1 × V1 ⊆ D ∩
{︁
(b, χ) : F (b, χ) = 0 ⇐⇒ q(b) = χ

}︁
.

Choose open neighborhoods U2 ⊆ Rd and V ⊆ R with

b0 ∈ U2 ⊆ U1, χ0 ∈ V ⊆ V1.

Continuous differentiability of q at b0 also supplies a neighborhood S ⊆ Rd such that

b0 ∈ int(S), q is continuously differentiable on S.

4. Continuity of q at b0, the identity q(b0) = χ0, and openness of V imply

b0 ∈ int
(︁
q−1(V )

)︁
, q−1(V ) = {b ∈ Rd : q(b) ∈ V }.

Hence we may choose an open set U ⊆ Rd satisfying

b0 ∈ U ⊆ U2 ∩ S ∩ q−1(V ).

The inclusions established above yield

U × V ⊆ U1 × V1 ⊆ D,

while restriction to U ⊆ S gives continuous differentiability of q on U , and

q(b) ∈ V (b ∈ U).

Finally, for every b ∈ U and χ ∈ V , the graph identity on U1 × V1 gives

F (b, χ) = 0 ⇐⇒ q(b) = χ ⇐⇒ χ = q(b).

These are the required properties.

The open-domain condition makes the calibrated scalar a differentiable function of the re-
maining parameters, including at parameter values that will lie on the boundary of the even-
tual support region. The local uniqueness conclusion identifies the zero set with that function
throughout the product neighborhood. For the two calibration equations, Lemma 6 supplies
fixed brackets and common open neighborhoods for the resulting branches.

Specifically, the mixed neighborhood U contains a closed region with signed amplitude radius
εmix, and the fair neighborhood V contains a closed region with signed amplitude radius εfair
and effect coordinate in [0, 1/4]. Both amplitude radii exceed the calibration radius ε used for
support. A further neighborhood W allows the fair margin to vary freely within a centered
bracket of half-width b; here b denotes a root-bracket width. The next statement establishes
these neighborhoods together with the exact matching identities and derivative bounds.
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Lemma 6. [lem:exact-calibrations] (Exact smooth calibration branches) There exist con-
stants ε > 0 and M > 0 with the following properties. Expectations below are over two indepen-
dent fair signs, and

Zu = s1 cos(πu/2) + s2 sin(πu/2), EF (s1, s2) =
1

4

∑︂
s1,s2∈{−1,1}

F (s1, s2).

The covariance adjustment c and its normalized extension B are given by

d = et − 1, v∗ = ξ(1− ξ)υ(1− υ), L∗ = 1 + d{ξ(1− υ) + (1− ξ)υ},

D(t) =

∫︂ 1

0
ert dr,

c(t, ξ, υ) =
2dv∗

L∗ +
√︁
L2
∗ − 4d2v∗

, B(t, ξ, υ) =
2D(t)v∗

L∗ +
√︁
L2
∗ − 4d2v∗

.

The mixed root q(η, ζ, u) is selected from the roots in (3/4, 5/4) of

16EB
(︁
32ηζ, 12 − ηqZu,

1
2 + ζZu

)︁
− q = 0,

with value 1 when that bracket contains no root. The fair root p(t, δ, u) is selected from the roots
in (3/10, 1/2) of H(t, δ, p, u) = 0, with value 2/5 when that bracket contains no root. Here H is
the smoothly extended normalized fair-matching residual, whose defining identity away from the
axes is displayed below.

• (Positive odds tables.) For every t, ξ, υ ∈ R satisfying

|t| ≤ ε, |ξ − 1
2 | ≤ ε, |υ − 1

2 | ≤ ε,

put c = c(t, ξ, υ). The four cells

p11 = ξυ + c, p10 = ξ(1− υ)− c,

p01 = (1− ξ)υ − c, p00 = (1− ξ)(1− υ) + c

are strictly positive and satisfy

p11 + p10 = ξ, p11 + p01 = υ, p11 + p10 + p01 + p00 = 1,
p11p00
p10p01

= et.

Moreover,

B(t, ξ, υ) =
c(t, ξ, υ)

t
(t ̸= 0), B(0, ξ, υ) = ξ(1− ξ)υ(1− υ).

• (Signed mixed calibration.) For every |η| ≤ ε, |ζ| ≤ ε, and u ∈ [0, 1], put q = q(η, ζ, u).
Then

3

4
< q <

5

4
, 16EB

(︁
32ηζ, 12 − ηqZu,

1
2 + ζZu

)︁
− q = 0,

and
q(η, ζ, 0) = q(η, ζ, 1),

Ec
(︁
32ηζ, 12 − ηqZu,

1
2 + ζZu

)︁
= 2ηζq,

q(−η, ζ, u) = q, q(η,−ζ, u) = q,

q(0, ζ, u) = 1− 4ζ2, q(η, 0, u) + 4η2q(η, 0, u)2 = 1.
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• (Fair calibration and separation.) For every t ∈ [0, 1/4], |δ| ≤ ε, and u ∈ [0, 1], put
p = p(t, δ, u). Then

p(t, δ, 0) = p(t, δ, 1) =
2

5
, p(t, 0, u) = p(0, δ, u) =

2

5
,

p(t,−δ, u) = p, H(t, δ, p, u) = 0,

EG(t, p+ δZu) = G(T(t, δ), p).

For tδ ̸= 0, the residual at the selected root agrees with the unnormalized fair-matching
numerator divided by tδ2. Furthermore,

|p− 2
5 |+ |∂up(t, δ, u)| ≤Mδ2,

and

3tδ2 ≤ t− T(t, δ) ≤ 6tδ2,
t

2
≤ T(t, δ) ≤ t.

• (Smooth neighborhoods and derivative bounds.) Both roots and every fully substi-
tuted local four-cell formula of the mixed and fair families are C∞ on their respective closed
parameter regions

|η| ≤ ε, |ζ| ≤ ε, u ∈ [0, 1],

t ∈ [0, 1/4], |δ| ≤ ε, u ∈ [0, 1].

For every integer m ≥ 0, there is a constant B > 0 such that the norm of the mth
total derivative of each root and each fully substituted local four-cell formula is at most
B throughout its respective closed parameter region, uniformly over all family indices,
auxiliary signs, and binary cell indices.

There also exist signed amplitude radii εmix > ε and εfair > ε, a fixed fair-root bracket
half-width 0 < b < 1/10, and open sets U, V ⊂ R3 containing, respectively,

{(η, ζ, u) : |η| ≤ εmix, |ζ| ≤ εmix, u ∈ [0, 1]},
{(t, δ, u) : t ∈ [0, 1/4], |δ| ≤ εfair, u ∈ [0, 1]}.

Throughout U , the selected mixed branch is the unique zero in its fixed bracket (3/4, 5/4);
throughout V , the selected fair branch is the unique zero in the fixed centered bracket
(2/5− b, 2/5+ b). Both roots and every fully substituted local four-cell formula are C∞ on
the corresponding open set.

Finally, there is an open set W ⊂ R4 containing

{(t, δ, ξ, u) : t ∈ [0, 1/4], |δ| ≤ εfair, ξ ∈ (2/5− b, 2/5 + b), u ∈ [0, 1]}

on which H is C∞. Throughout this displayed core, for every margin ξ in the centered
bracket and whenever tδ ̸= 0,

H(t, δ, ξ, u) =
EG(t, ξ + δZu)− G(T(t, δ), ξ)

tδ2
.

Proof of Lemma 6. We use the maps in Definition 17, with the root-selection and fallback con-
ventions in the statement. For ramp ≥ 0, write

Pmix(ramp) = [−ramp, ramp]
2 × [0, 1],

Pfair(ramp) = [0, 1/4]× [−ramp, ramp]× [0, 1].
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These parameter regions are compact. We write Dmf for themth total derivative of a parameter
function f , with D0f = f .

1. Uniform existence and uniqueness of the mixed root. Define the mixed residual, wherever
its branch denominators are positive, by

Fmix(η, ζ, u, χ) = 16EB
(︁
32ηζ, 12 − ηχZu,

1
2 + ζZu

)︁
− χ.

The integral defining D is smooth, and the fundamental theorem of calculus gives

tD(t) = et − 1, D(0) = 1.

At zero amplitudes the branch radicand is 1, its denominator is 2, and

B(0, 12 ,
1
2) =

1

16
.

Consequently, for every u, χ ∈ R,

Fmix(0, 0, u, χ) = 1− χ, ∂χFmix(0, 0, u, χ) = −1.

The radicands and denominators remain positive near these points, so the residual is
smooth there.

Compactness of [0, 1] × [7/8, 9/8], continuity, and the finite number of sign pairs give a
positive signed amplitude radius on which all branch denominators are positive and

|Fmix(η, ζ, u, χ)− (1− χ)| < 1

16
(u ∈ [0, 1], χ ∈ [7/8, 9/8]) .

In particular,

Fmix(η, ζ, u, 7/8) >
1

16
, Fmix(η, ζ, u, 9/8) < − 1

16
.

The intermediate value theorem supplies a zero in [7/8, 9/8], hence in (3/4, 5/4).

Separately, continuity of the root partial derivative and compactness of [0, 1] × [3/4, 5/4]
give another positive signed amplitude radius on which

∂χFmix(η, ζ, u, χ) < −1

2
(u ∈ [0, 1], χ ∈ [3/4, 5/4]) .

Taking the minimum of these two radii gives εroot > 0 such that

∀(η, ζ, u) ∈ Pmix(εroot), ∃!χ ∈ (3/4, 5/4) : Fmix(η, ζ, u, χ) = 0.

Indeed, the derivative inequality makes the residual strictly decreasing throughout the
selection bracket.

2. Smoothness and derivative bounds for the mixed root and cells. At each (0, 0, u), the root
is 1 and its root partial derivative is −1. Apply Lemma 5 on an open neighborhood where
the residual is smooth. The resulting local graph stays in (3/4, 5/4) after shrinking its
parameter neighborhood. The negative root derivative persists throughout that bracket
nearby, so the selected root agrees with this graph.
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The same graph is smooth to every finite order. To see the regularity upgrade explicitly,
implicit differentiation gives

Dq(η, ζ, u) = −
(︁
∂ηFmix, ∂ζFmix, ∂uFmix

)︁
∂χFmix

⃓⃓⃓⃓
⃓
χ=q(η,ζ,u)

.

On a smaller neighborhood the denominator remains nonzero. If the graph is Ck, this
formula makes its first derivative Ck, and therefore makes the graph Ck+1. Starting from
the C1 graph supplied by the cited result proves smoothness to every finite order. Com-
pactness of the spatial interval then gives εq > 0 such that q is smooth on a neighborhood
of every point of Pmix(εq).

For clarity, define the fully substituted mixed cells. For a family index ι ∈ {0, 1}, a sign
pair s = (s1, s2) ∈ {−1, 1}2, and a, y ∈ {0, 1}, put

elocι (η, ζ, u, s) =
1

2
+ (1− 2ι)ηq(η, ζ, u)Zu,

mloc(ζ, u, s) =
1

2
+ ζZu,

clocι (η, ζ, u, s) =

{︄
0, ι = 0,

c(32ηζ, eloc1 ,mloc), ι = 1,(︁
Kmix

ι,s,1,1,Kmix
ι,s,1,0,Kmix

ι,s,0,1,Kmix
ι,s,0,0

)︁
=
(︁
elocι mloc + clocι , elocι (1−mloc)− clocι , (1− elocι )mloc − clocι , (1− elocι )(1−mloc) + clocι

)︁
.

All arguments on the last line are the displayed parameters and sign pair. At zero am-
plitudes, the covariance formula is evaluated at (0, 1/2, 1/2), where its radicand and de-
nominator are positive. The chain rule therefore makes every displayed cell smooth near
each (0, 0, u). Compactness in u and finiteness of the indices give εcell > 0 on whose closed
mixed region all these cells are smooth on pointwise neighborhoods.

For each fixed m ≥ 0, continuity of the total derivatives on the corresponding compact
regions gives positive constants satisfying

∥Dmq∥ ≤ Bq,m on Pmix(εq), ∥DmKmix
j ∥ ≤ Cmix

j,m on Pmix(εcell).

Here the finite index set is

Iaux = {0, 1} × {−1, 1}2 × {0, 1}2, j = (ι, s, a, y).

Thus the positive constant

Bcell,m =
∑︂

j∈Iaux

Cmix
j,m

bounds the mth derivative of every mixed cell uniformly over its indices.

3. The smooth fair residual. In the fair calculations use the baseline risk and its normalization

p∗ =
2

5
, B∗ = 1 + dp∗, d = et − 1,

and define the unnormalized residual by

Rfair(t, δ, ξ, u) = EG(t, ξ + δZu)− G(T(t, δ), ξ).
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We first check the domains needed for its derivatives.

For 0 ≤ t ≤ 1/4, the elementary exponential bounds

1 + t ≤ et ≤ 1

1− t

give

t ≤ d ≤ 4

3
t, 0 ≤ d ≤ 1

3
, 1 ≤ B∗ ≤

4

3
.

If |δ| ≤ 1/100, then

δ2 ≤ 1

10000
, dδ2 ≤ 1

30000
,

so both logarithm arguments in T are strictly positive.

The following calculation also supplies the comparator bounds used to justify smooth
composition. Define

Agap =
dδ2

B∗
.

The preceding inequalities imply

0 ≤ Agap ≤ 1

1000
,

3

4
tδ2 ≤ Agap ≤ 4

3
tδ2.

The comparator formula becomes

t− T(t, δ) = − log

(︃
1− 5

2
Agap

)︃
+ log

(︃
1 +

5

3
Agap

)︃
.

For 0 ≤ xlog, ylog ≤ 1/100, the inequalities log z ≤ z − 1 and 1 − z−1 ≤ log z, valid for
z > 0, yield

xlog +
100

101
ylog ≤ − log(1− xlog) + log(1 + ylog) ≤

100

99
xlog + ylog.

Indeed,

xlog ≤ − log(1− xlog) ≤
xlog

1− xlog
≤ 100

99
xlog,

and
100

101
ylog ≤

ylog
1 + ylog

≤ log(1 + ylog) ≤ ylog.

Apply these inequalities with xlog = 5
2Agap and ylog = 5

3Agap. Since

3

4

(︃
5

2
+

100

101

5

3

)︃
> 3,

4

3

(︃
100

99

5

2
+

5

3

)︃
< 6,

we obtain, including t = 0 and δ = 0,

3tδ2 ≤ t− T(t, δ) ≤ 6tδ2,
t

2
≤ T(t, δ) ≤ t.

The last pair follows from 6δ2 ≤ 1/2.
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For every real u, the two sign terms give |Zu| ≤ 2. Thus, for ξ ∈ [3/10, 1/2] and |δ| ≤ 1/100,

|δZu| ≤
1

50
, ξ + δZu ≥ 3

10
− 1

50
> 0.

Together with t ≥ 0 and T(t, δ) ≥ 0, this makes the risk-shift denominators positive. All
these strict positivity conditions persist on ambient neighborhoods. Hence Rfair is jointly
smooth near every point of the indicated parameter range.

Sign symmetry and the dependence of T on δ2 give

Rfair(t,−δ, ξ, u) = Rfair(t, δ, ξ, u),

Rfair(t, 0, ξ, u) = 0, ∂δRfair(t, 0, ξ, u) = 0, Rfair(0, δ, ξ, u) = 0.

The last equality uses T(0, δ) = 0, G(0, ξ) = ξ, and EZu = 0.

The normalized extension is the double Taylor integral

H(t, δ, ξ, u) =

∫︂ 1

0

∫︂ 1

0
(1− ω) ∂t∂

2
δRfair(τt, ωδ, ξ, u) dω dτ.

Here τ, ω ∈ [0, 1] are integration variables. Their compact range permits one ambient
neighborhood on which the integrand is smooth for all integration points. Differentiation
under the two integrals then proves joint smoothness of H on that neighborhood, at every
finite order.

The fundamental theorem of calculus, using ∂2δRfair(0, δ, ξ, u) = 0, gives

t

∫︂ 1

0
∂t∂

2
δRfair(τt, ωδ, ξ, u) dτ = ∂2δRfair(t, ωδ, ξ, u).

The second-order integral Taylor formula gives

δ2
∫︂ 1

0
(1− ω) ∂2δRfair(t, ωδ, ξ, u) dω = Rfair(t, δ, ξ, u).

Interchanging the two integrals therefore proves the undivided identity

tδ2H(t, δ, ξ, u) = Rfair(t, δ, ξ, u)

throughout t ∈ [0, 1/4], |δ| ≤ 1/100, ξ ∈ [3/10, 1/2], and u ∈ [0, 1]. For tδ ̸= 0, division
gives the quotient in the statement.

4. Fair endpoint factorization and the removable axes. At either spatial endpoint the law of
Zu is one fair sign. Exponentiating the comparator formula gives

eT(t,δ) = et
1− dδ2/(p∗B∗)

1 + dδ2/((1− p∗)B∗)
,

or, equivalently,

eT(t,δ)
(︃
3

5
B∗ + dδ2

)︃
= et

(︃
3

5
B∗ −

3

2
dδ2
)︃
.
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Clearing the positive risk denominators using this identity proves

G(t, p∗ + δ) + G(t, p∗ − δ)

2
= G(T(t, δ), p∗).

It follows first for tδ ̸= 0 that H(t, δ, p∗, u) = 0 at u = 0, 1. For each nonzero δ, continuity
in t extends this equality to t = 0; continuity in δ then extends it to δ = 0. Thus

H(t, δ, p∗, 0) = H(t, δ, p∗, 1) = 0 (t ∈ [0, 1/4], |δ| ≤ 1/100) .

To identify every endpoint zero, define

Send(d, δ, ξ) = −25dδ2 + 25dξ2 − 15dξ − 6d+ 25ξ − 15,

Jend(t, δ, ξ) =
(︁
1 + d(ξ + δ)

)︁(︁
1 + d(ξ − δ)

)︁(︁
1 + (eT(t,δ) − 1)ξ

)︁(︃3

5
B∗ + dδ2

)︃
.

The second expression is positive on the fair range t ∈ [0, 1/4], |δ| ≤ 1/100, ξ ∈ [3/10, 1/2].
Directly clearing the same denominators and substituting the corrected exponential iden-
tity above gives

Rfair(t, δ, ξ, 0)Jend(t, δ, ξ) = −dδ
2et

50
(5ξ − 2)Send(d, δ, ξ).

For δ ̸= 0, the undivided Taylor identity cancels the amplitude square:

tH(t, δ, ξ, 0)Jend(t, δ, ξ) = −de
t

50
(5ξ − 2)Send(d, δ, ξ).

Continuity in δ extends this identity to zero amplitude, where it reads

tH(t, 0, ξ, 0)(1 + dξ)3
3

5
B∗ = −de

t

50
(5ξ − 2)Send(d, 0, ξ).

For d ≥ 0 and ξ ∈ [3/10, 1/2], the inequality ξ2 ≤ ξ/2 gives

Send(d, δ, ξ) ≤ −5

2
dξ − 6d+ 25ξ − 15 ≤ −5

2
< 0.

Thus, when t > 0, the zero-amplitude endpoint residual has the sign of 5ξ − 2. At either
endpoint, when also δ ̸= 0, the factored unnormalized identity shows that every matching
root in the selection bracket equals p∗.

We also need position independence at zero amplitude. The sign moments are

EZu = 0, EZ2
u = cos2(πu/2) + sin2(πu/2) = 1.

Differentiating the averaged risk twice in amplitude gives

∂2δEG(t, ξ + δZu)
⃓⃓
δ=0

= − 2etd

(1 + dξ)3
.

The comparator term has no spatial argument, so

∂2δRfair(t, 0, ξ, u) = ∂2δRfair(t, 0, ξ, 0).
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Their effect derivatives agree as well, including at the endpoints of the effect interval by
smoothness and the one-sided derivative there. Substitution in the double integral proves

H(t, 0, ξ, u) = H(t, 0, ξ, 0).

For zero effect, differentiation of the explicit comparator gives

∂tT(0, δ) = 1− δ2

6/25
, ∂tG(0, ξ) = ξ(1− ξ).

Using the two sign moments,

∂tRfair(0, δ, ξ, u) = δ2
(︃
−1 +

ξ(1− ξ)

6/25

)︃
.

Differentiate the undivided Taylor identity at t = 0. For δ ̸= 0, cancellation of δ2 gives the
first identity below; continuity in δ supplies the same identity at δ = 0:

H(0, δ, ξ, u) = −1 +
ξ(1− ξ)

6/25
, H(0, δ, ξ, u) = 0 ⇐⇒ (ξ − 2

5)(ξ −
3
5) = 0.

Within (3/10, 1/2), the zero is therefore p∗. Combining these facts yields

H(t, 0, p∗, u) = 0, H(t, 0, ξ, u) = 0, ξ ∈ (3/10, 1/2) =⇒ ξ = p∗.

Here t = 0 uses the explicit quadratic formula, and t > 0 uses the negative residual factor.

5. Uniform fair-root existence. The preceding factorization shows opposite bracket signs at
zero amplitude when t > 0. At t = 0, the explicit extension gives

H(0, 0, 3/10, u) = −1

8
, H(0, 0, 1/2, u) =

1

24
.

Hence throughout the compact effect and spatial ranges,

H(t, 0, 3/10, u) < 0, H(t, 0, 1/2, u) > 0.

Joint continuity and compactness preserve these strict inequalities for |δ| ≤ εexist, for some

0 < εexist ≤
1

100
.

Continuity in the margin and the intermediate value theorem then give

∀(t, δ, u) ∈ Pfair(εexist), ∃ξ ∈ (3/10, 1/2) : H(t, δ, ξ, u) = 0.

The strict endpoint signs put the zero in the open bracket.

6. Smoothness of the selected fair root. Differentiate the zero-amplitude factorization at
ξ = p∗, where the residual itself vanishes. This gives

t ∂ξH(t, 0, p∗, u)B
3
∗
3

5
B∗ =

det(8d+ 5)

10
.
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For t > 0, all factors except the derivative on the left are positive, and the right side is
positive. At zero effect, the explicit extension gives

∂ξH(0, 0, p∗, u) =
5

6
.

Therefore the center slope is positive throughout the full effect and spatial ranges.

Continuity of this partial derivative and compactness give a radius rcenter satisfying

0 < rcenter ≤
1

100
, ∂ξH(t, δ, ξ, u) > 0

whenever
t ∈ [0, 1/4], |δ| ≤ rcenter, |ξ − p∗| ≤ rcenter, u ∈ [0, 1].

The zero-amplitude uniqueness from the preceding steps also confines all nearby roots.
Indeed, the set

{(t, u, ξ) : t ∈ [0, 1/4], u ∈ [0, 1], ξ ∈ [3/10, 1/2], |ξ − p∗| ≥ rcenter}

is compact, and H(t, 0, ξ, u) is nonzero on it. Continuity therefore gives 0 < εconf ≤ 1/100
such that

H(t, δ, ξ, u) = 0, ξ ∈ [3/10, 1/2], |δ| ≤ εconf =⇒ |ξ − p∗| < rcenter.

If the displayed compact set is empty, the implication follows directly from its defining
condition.

Take the minimum of rcenter, εconf , and εexist. Every selected root on the resulting closed fair
region is a genuine bracket zero, lies in the center neighborhood, and has nonzero margin
derivative. Moreover, these controls give uniqueness on ambient parameter neighborhoods:
positivity persists on the compact center bracket, and nonvanishing persists on the compact
portion of the larger bracket outside it. Any two nearby bracket zeros must therefore lie
in the center bracket, where the residual is strictly increasing.

Apply Lemma 5 at each selected zero. Nearby bracket uniqueness identifies the selected
root with the local graph. The first-derivative identity is

Dp(t, δ, u) = −
(︁
∂tH, ∂δH, ∂uH

)︁
∂ξH

⃓⃓⃓⃓
⃓
ξ=p(t,δ,u)

.

The regularity upgrade used for the mixed graph applies again. Thus there is

0 < εsmooth ≤ 1

100

such that p is smooth on a neighborhood of every point of Pfair(εsmooth).

7. A preliminary common radius and the quadratic fair bound. Define

εpre = min{εsmooth, εq, εcell}, ε0 = min{εpre, εexist}.

Then

0 < ε0 ≤
1

100
, ε0 ≤ εq, ε0 ≤ εcell,
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and p is smooth on pointwise neighborhoods of its closed region.

The endpoint and axis computations identify the selected roots there:

p(t, δ, 0) = p∗, p(t, 0, u) = p∗, p(0, δ, u) = p∗.

For the first equality, split first on t = 0, then on δ = 0; the zero-effect and zero-amplitude
uniqueness computations settle these cases. When both are nonzero, endpoint matching
and the negative residual factor force the selected bracket root to be p∗.

The numerator is even in δ. Its second amplitude derivative is consequently even, so its
effect derivative and the double integral satisfy

H(t,−δ, ξ, u) = H(t, δ, ξ, u).

The selectors for these identical equations have the same value, including their common
fallback convention. Hence

p(t,−δ, u) = p(t, δ, u).

Smoothness and compactness give positive bounds for the two partial derivatives needed
below. More explicitly, define

Cδδ = max
Pfair(ε0)

|∂2δp|,

Cδδu = max
Pfair(ε0)

|∂2δ∂up|,

Bquad = max{1, Cδδ, Cδδu}, M = 2Bquad > 0.

Both maxima exist because the indicated partial derivatives are continuous on the compact
region.

For a smooth even function φ, its derivative at zero vanishes, and the integral Taylor
formula gives

φ(δ)− φ(0) = δ2
∫︂ 1

0
(1− ω)φ′′(ωδ) dω.

If |φ′′| ≤ Bquad on the segment joining 0 to δ, then

|φ(δ)− φ(0)| ≤ Bquadδ
2.

Every amplitude on that segment has absolute value at most |δ| ≤ ε0.

Apply this first to φ(δ′) = p(t, δ′, u), and then to φ(δ′) = ∂up(t, δ
′, u), with t, u fixed in

their prescribed ranges. Both functions are smooth and even. Their zero-amplitude values
are respectively p∗ and 0. For the latter value, constancy of p(t, 0, u) = p∗ on [0, 1] forces
the spatial derivative to vanish also at u = 0, 1: the available two-sided derivative equals
the zero one-sided derivative from the interval. Therefore

|p(t, δ, u)− p∗| ≤ Bquadδ
2, |∂up(t, δ, u)| ≤ Bquadδ

2,

and hence
|p(t, δ, u)− p∗|+ |∂up(t, δ, u)| ≤Mδ2 on Pfair(ε0).
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8. Fair-cell regularity and common derivative bounds. For the same auxiliary indices as before,
define

µloc0,ι =

{︄
p(t, δ, u), ι = 0,

p(t, δ, u) + δZu, ι = 1,

tlocι =

{︄
T(t, δ), ι = 0,

t, ι = 1,

µloc1,ι = G(tlocι , µloc0,ι ),(︁
Kfair

ι,s,1,1,Kfair
ι,s,1,0,Kfair

ι,s,0,1,Kfair
ι,s,0,0

)︁
=

1

2

(︁
µloc1,ι , 1− µloc1,ι , µ

loc
0,ι , 1− µloc0,ι

)︁
.

These are functions of (t, δ, u), with the signs evaluated in Zu.

On every input the fair selector belongs to (3/10, 1/2): it either selects a root there or
takes the fallback value p∗, which is also in that bracket. Consequently, when |δ| ≤ 1/100,

1

4
≤ µloc0,ι ≤

3

5
.

Indeed, |δZu| ≤ 1/50, and adding this bound to either side of the selection bracket proves
the displayed bounds. The local effect is nonnegative by the comparator range estimate.
Hence

1 +
(︁
et

loc
ι − 1

)︁
µloc0,ι > 0.

The chain rule, root smoothness, and positivity of the logarithm arguments now prove
smoothness of every fully substituted fair cell on neighborhoods of the closed fair region.

For each m ≥ 0, compactness gives positive bounds

∥Dmp∥ ≤ Bp,m, ∥DmKfair
j ∥ ≤ Cfair

j,m on Pfair(ε0).

Set
Bfair,m = Bp,m +

∑︂
j∈Iaux

C fair
j,m,

Brem,m = max{Bcell,m, Bfair,m},
Bm = max{Bq,m, Brem,m} > 0.

Restriction to the smaller mixed region Pmix(ε0) preserves its earlier bounds. Thus

∥Dmq∥ ≤ Bm, ∥DmKmix
j ∥ ≤ Bm on Pmix(ε0),

∥Dmp∥ ≤ Bm, ∥DmKfair
j ∥ ≤ Bm on Pfair(ε0).

All these functions are C∞ on their respective closed regions.

9. Fixed open branch neighborhoods. We construct open sets for the actual selectors and cells.
Define

Amix =
{︁
(η, ζ, u) ∈ R3 : q(η, ζ, u) is the unique zero of Fmix(η, ζ, u, ·) in (3/4, 5/4),

q and every Kmix
j are smooth at (η, ζ, u)

}︁
,

U = intAmix.
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At every (0, 0, u), the local implicit graph through 1, its bracket range, and the persistent
negative root derivative give the unique selected zero nearby. The root and all mixed cells
are smooth on those same neighborhoods. Therefore

(0, 0, u) ∈ U (u ∈ [0, 1]).

Openness and compactness of this spatial segment give εmix > 0 such that

Pmix(εmix) ⊂ U.

By the defining conditions, the mixed selector is the unique bracket zero throughout U ,
and it and all mixed cells are smooth there.

For the fair branch fix

b =
1

20
, 0 < b <

1

10
,

and define

Afair =
{︁
(t, δ, u) ∈ R3 : p(t, δ, u) ∈ (p∗ − b, p∗ + b) ∩ (3/10, 1/2),

p(t, δ, u) is the unique zero of H(t, δ, ·, u) in (p∗ − b, p∗ + b),

p and every Kfair
j are smooth at (t, δ, u)

}︁
,

V = intAfair.

At each (t, 0, u) in the full effect and spatial ranges, the local implicit graph starts at p∗,
and therefore stays in (p∗ − b, p∗ + b) nearby. The ambient uniqueness argument from
the center derivative and compact root exclusion identifies it with the selector from the
larger bracket. Smoothness of the residual holds on an ambient open set; the derivative
upgrade applies to this same graph at every nearby point. The outer cell formulas have
positive denominators and logarithm arguments at zero amplitude, so all fair cells are
smooth nearby as well. Consequently,

(t, 0, u) ∈ V (t ∈ [0, 1/4], u ∈ [0, 1]).

Compactness gives a positive amplitude radius for which the corresponding closed fair
region lies in V . Reduce that radius to obtain

0 < εfair ≤
1

100
, Pfair(εfair) ⊂ V.

For the residual itself define

W = int
{︁
(t, δ, ξ, u) ∈ R4 : H is smooth at (t, δ, ξ, u)

}︁
.

The compact integration ranges in its Taylor representation give a common neighborhood
of smoothness around every point of

t ∈ [0, 1/4], |δ| ≤ 1/100, ξ ∈ [3/10, 1/2], u ∈ [0, 1].

Since (p∗ − b, p∗ + b) ⊂ [3/10, 1/2], the required centered fair core with amplitude radius
εfair is contained in W . The residual is smooth on W , and its quotient identity on this
core follows from the undivided Taylor identity.
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Finally define

εbranch =
1

2
min{εmix, εfair} > 0.

Then
εbranch < εmix, εbranch < εfair,

which supplies the strict separation between the eventual closed-region radius and both
open-neighborhood radii.

10. The final common radius. Set

ε = min

{︃
ε0, εroot,

1

100
, εbranch

}︃
> 0.

In particular,

ε ≤ ε0, ε ≤ εroot, ε ≤ 1

100
≤ 1

8
,

and
ε < εmix, ε < εfair.

The inclusions
Pmix(ε) ⊂ Pmix(ε0), Pfair(ε) ⊂ Pfair(ε0)

preserve smoothness, every derivative bound Bm, and the quadratic estimate with the
same positive M . The open sets and the larger signed radii remain as constructed.

11. Positive odds tables. Suppose

|t| ≤ ε, |ξ − 1
2 | ≤ ε, |υ − 1

2 | ≤ ε.

Since ε ≤ 1/8, the standard estimate |et − 1| ≤ 2|t| for |t| ≤ 1 gives

|d| ≤ 1

4
,

3

8
≤ ξ, υ, 1− ξ, 1− υ ≤ 5

8
.

Write the branch radicand as
∆cov = L2

∗ − 4d2v∗.

The elementary variance and margin-product bounds give

0 ≤ v∗ ≤
1

16
, 0 ≤ ξ(1− υ) + (1− ξ)υ ≤ 1,

and therefore

L∗ ≥
3

4
, d2 ≤ 1

16
, ∆cov ≥ 0, L∗ +

√︁
∆cov ≥ 3

4
.

The covariance formula consequently satisfies

|c(t, ξ, υ)| = 2|d|v∗
L∗ +

√
∆cov

≤ 2(1/4)(1/16)

3/4
=

1

24
.

Every unadjusted cell product is at least 9/64. Thus each adjusted cell is at least

9

64
− 1

24
> 0.
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Direct addition gives both prescribed margins and total mass one.

Put c = c(t, ξ, υ). Squaring the square root and clearing its positive branch denominator
gives

dc2 − L∗c+ dv∗ = 0.

Expanding the four cells now yields

p11p00 − etp10p01 = −(dc2 − L∗c+ dv∗) = 0.

Since p10p01 > 0, division proves the stated odds ratio.

Finally, d = tD(t) in the branch formulas gives

c(t, ξ, υ) = tB(t, ξ, υ).

Thus B = c/t when t ̸= 0. At t = 0, the branch denominator is 2 and D(0) = 1, so

B(0, ξ, υ) = ξ(1− ξ)υ(1− υ).

12. The signed mixed identities. For (η, ζ, u) ∈ Pmix(ε), the established bracket-root existence
makes the selector a genuine root:

3

4
< q(η, ζ, u) <

5

4
, Fmix(η, ζ, u, q(η, ζ, u)) = 0.

The two endpoint sign laws give identical residual functions and therefore identical selected
values:

q(η, ζ, 0) = q(η, ζ, 1).

Using c = tB, multiplication of the normalized root equation gives

Ec
(︁
32ηζ, 12 − ηq(η, ζ, u)Zu,

1
2 + ζZu

)︁
= 32ηζ EB

(︁
32ηζ, 12 − ηq(η, ζ, u)Zu,

1
2 + ζZu

)︁
= 2ηζq(η, ζ, u).

This multiplication also covers either zero-amplitude axis.

The separate sign symmetries follow algebraically from the normalized branch. First,

D(−t) = D(t)

et
;

for t ̸= 0 this follows from tD(t) = et − 1, and at t = 0 it follows from D(0) = 1. Under
(t, ξ, υ) ↦→ (−t, 1− ξ, υ), the branch coefficients transform as

d ↦→ − d

et
, v∗ ↦→ v∗, L∗ ↦→

L∗
et
.

The square root and the whole denominator are consequently divided by the positive
number et, just as the normalized numerator is. This proves

B(−t, 1− ξ, υ) = B(t, ξ, υ).

Exchanging the two margins gives

B(−t, ξ, 1− υ) = B(t, ξ, υ).
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Substitution in the mixed residual gives, with the root argument fixed,

Fmix(−η, ζ, u, χ) = Fmix(η, ζ, u, χ) = Fmix(η,−ζ, u, χ).

Identical residuals give identical selectors, so the two asserted root symmetries follow.

On the axes, the zero-effect normalized formula and EZ2
u = 1 reduce the residuals to

Fmix(0, ζ, u, χ) = 1− 4ζ2 − χ, Fmix(η, 0, u, χ) = 1− 4η2χ2 − χ.

When |ζ| ≤ 1/8, the candidate 1− 4ζ2 lies strictly in (3/4, 5/4); the affine equation forces
every selected zero to equal it. Hence

q(0, ζ, u) = 1− 4ζ2.

For the other axis, η2 ≤ 1/64 gives

1− 4η2(7/8)2 − 7

8
≥ 0, 1− 4η2 − 1 ≤ 0.

The intermediate value theorem supplies a zero in [7/8, 1], hence in the selection bracket.
Substitution of the selected zero into the reduced equation proves

q(η, 0, u) + 4η2q(η, 0, u)2 = 1.

These arguments include η = 0 and ζ = 0.

13. The fair identities and separation. Fix

t ∈ [0, 1/4], |δ| ≤ ε, u ∈ [0, 1],

and put p = p(t, δ, u). The comparator calculation already gives

3tδ2 ≤ t− T(t, δ) ≤ 6tδ2,
t

2
≤ T(t, δ) ≤ t.

The preliminary radius construction supplies a bracket root and the identities

p(t, δ, 0) = p∗, p(t, 0, u) = p∗, p(0, δ, u) = p∗.

The endpoint sign laws give identical fair residuals at u = 0, 1, hence

p(t, δ, 0) = p(t, δ, 1) = p∗.

Evenness supplies p(t,−δ, u) = p, and the previously obtained quadratic bound gives

|p− p∗|+ |∂up(t, δ, u)| ≤Mδ2.

To verify the normalized equation on the entire range, first consider δ = 0. The zero-
amplitude center is a genuine bracket zero. If δ ̸= 0 and u ∈ {0, 1}, the endpoint center is
a genuine bracket zero by the continuity argument through both axes. In the remaining
case, uniform bracket-root existence and the selector definition give the root equation
directly. Thus in all cases

H(t, δ, p, u) = 0.
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The selector lies in (3/10, 1/2), so the fair Taylor identity applies at this margin. For
tδ ̸= 0, it gives

H(t, δ, p, u) =
Rfair(t, δ, p, u)

tδ2
.

For all t, δ, including the axes, its undivided form gives

Rfair(t, δ, p, u) = tδ2H(t, δ, p, u) = 0.

By the definition of the numerator, this is exactly

EG(t, p+ δZu) = G(T(t, δ), p).

Together with the closed-region regularity, derivative bounds, and open neighborhoods
already constructed, these are all the asserted properties of the positive constants ε and
M .

The mixed calibration fixes the mean covariance adjustment exactly while allowing both
margins to vary with the signs. The fair calibration instead matches the mean shifted risk,
expressed through the logistic risk shift G(t, ξ) from Definition 17, to a deterministic comparator.
Its effect separation is between 3tδ2 and 6tδ2, while the comparator effect remains between
t/2 and t. These identities specify the separation and matching simultaneously on the stated
parameter regions.

The smoothness conclusion concerns the fully substituted cell probabilities as well as the
calibration roots. Thus the derivative bounds incorporate the dependence of each cell on its
calibrated margin. The open neighborhoods also include zero amplitudes and zero effect, where
the normalized equations have their smooth extensions. In the fair family, both the displacement
of the calibrated margin from 2/5 and its within-cell derivative are bounded by a constant times
the squared amplitude.

We now apply these local maps to the shared-endpoint construction in Definition 18. A finite
endpoint sign vector σ determines the trigonometric field on the equal partition, with adjacent
cells sharing the sign at their common endpoint. The endpoint identities in Lemma 6 make
the calibrated margins compatible with this continuous field. The following statement certifies
model membership for every sign realization, together with the exact singleton matching and
uniform amplitude derivatives needed for the sample mixtures.

Lemma 7. [lem:calibrated-support] (Uniform calibrated support and smoothness) There
exist jointly chosen absolute constants ε, the calibration radius, and M , the derivative bound,
satisfying

0 < ε ≤ 1

100
, M ≥ 1,

with the following properties for the calibrated families of Definition 18. Throughout, k ≥ 1 is
an integer and σ ∈ {−1, 1}k+1 is a sign vector.

• (Mixed membership and effects.) For every (α, β) ∈ D, the prescribed domain of
public smoothness exponents, set

η = εk−α, ζ = εk−β.
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The calibrated mixed laws P0,σ and P1,σ at these amplitudes belong to M(α, β) as defined
in Definition 5, and their homogeneous conditional log-odds coefficients satisfy

θ(P0,σ) = 0, θ(P1,σ) = 32ηζ.

For each treatment label, outcome label, and covariate x, the sums over all sign vectors of
the corresponding conditional cell probabilities under the two mixed laws are equal.

• (Fair membership and effects.) For every (α, β) ∈ D, set

δ = εk−β.

For every t ∈ [0, 1/4], the fair random law Pt,σ and the deterministic fair comparator P∗,t,δ
belong to M(α, β), and

θ(Pt,σ) = t, θ(P∗,t,δ) = T(t, δ),

where T(t, δ) is the calibrated comparator effect defined in Definition 17. For each treatment
label, outcome label, and covariate x, the uniform average over the 2k+1 sign vectors of the
conditional cell probability under Pt,σ equals the corresponding comparator cell probability.

• (Signed validity and derivative bounds.) For all signed amplitudes satisfying

|η| ≤ ε, |ζ| ≤ ε, |δ| ≤ ε,

the conditional four-cell tables of both mixed branches are valid probability tables, as are
those of both fair branches for every t ∈ [0, 1/4]. For every sign vector, branch, treatment
label, outcome label, and covariate x, their one-record densities relative to uniform four-
label measure lie in [1/2, 2]. The mixed densities, viewed as functions of (η, ζ), and the
fair densities, viewed as functions of δ with t fixed, are twice continuously differentiable at
every point of the corresponding closed amplitude box. The norms of their first and second
total amplitude derivatives are at most M , uniformly over all these indices and ampli-
tudes. These bounds include the mixed second derivative in η and ζ and the deterministic
comparator’s derivatives in δ.

• (Common smooth neighborhoods.) There exists an open subset of R2 containing

{(η, ζ) : |η| ≤ ε, |ζ| ≤ ε}

on which every mixed density is infinitely continuously differentiable in its amplitude ar-
guments. There also exists an open subset of R containing

[−ε, ε]

on which every fair density is infinitely continuously differentiable in δ. Each neighborhood
is common to every integer k ≥ 1, sign vector, branch, treatment label, outcome label, and
covariate x; the fair neighborhood is also common to every t ∈ [0, 1/4].

• (Signed singleton matching.) For every |η| ≤ ε and |ζ| ≤ ε, and each treatment
label, outcome label, and covariate x, the sums over all sign vectors of the corresponding
conditional cell probabilities under the two mixed laws are equal. For every |δ| ≤ ε and t ∈
[0, 1/4], the uniform average over all 2k+1 sign vectors of each conditional cell probability
under the fair random law equals the corresponding cell probability under the deterministic
fair comparator.
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Proof of Lemma 7. We use the calibration maps and families of Definitions 17 and 18. All
finite coordinate spaces below carry the maximum norm, and total derivatives carry the induced
multilinear operator norm.

1. Local formulas and smoothness radii. By Lemma 6, choose a calibration radius εcal > 0
on which the stated smoothness, endpoint, and matching identities hold.

For a local sign pair s = (s1, s2) ∈ {−1, 1}2, write

Zu(s) = s1 cos(πu/2) + s2 sin(πu/2).

For a, y ∈ {0, 1}, define the local mixed cells by

elocb,s(η, ζ, u) =
1

2
+ (1− 2b)ηq(η, ζ, u)Zu(s), b ∈ {0, 1},

mloc
s (ζ, u) =

1

2
+ ζZu(s),

cloc0,s(η, ζ, u) = 0, cloc1,s(η, ζ, u) = c
(︂
32ηζ, eloc1,s(η, ζ, u),m

loc
s (ζ, u)

)︂
,

and
πmix
b,s,11 = elocb,sm

loc
s + clocb,s , πmix

b,s,10 = elocb,s(1−mloc
s )− clocb,s ,

πmix
b,s,01 = (1− elocb,s)m

loc
s − clocb,s , πmix

b,s,00 = (1− elocb,s)(1−mloc
s ) + clocb,s .

The arguments of these cells are (η, ζ, u).

Use r and c for the random and comparator fair branches, respectively. Their local risks
and cells are

µloc0,r(t, δ, u, s) = p(t, δ, u) + δZu(s), µloc1,r = G(t, µloc0,r),

µloc0,c(t, δ, u, s) = p(t, δ, u), µloc1,c = G(T(t, δ), µloc0,c),

πfairι,s,ay(t, δ, u) =
1

2

{︄
µloca,ι(t, δ, u, s), y = 1,

1− µloca,ι(t, δ, u, s), y = 0,
ι ∈ {r, c}.

The comparator expressions are independent of s.

The smooth-neighborhood conclusion of Lemma 6 supplies positive radii rmix,∞ and rfair,∞
on whose closed parameter regions all these local formulas are smooth at every point. Set

ρ =
1

2
min{rmix,∞, rfair,∞} > 0.

Thus, whenever 0 < ε ≤ ρ, the local mixed formulas are smooth at every

|η| < 2ε, |ζ| < 2ε, u ∈ [0, 1],

and the local fair formulas are smooth at every

t ∈ [0, 1/4], |δ| < 2ε, u ∈ [0, 1].

For preliminary estimates, interpret a supplied spatial cell profile ϖ = (ϖay)a,y∈{0,1}
through the convention

ϖ†
ay(x) =

{︄
ϖay(x), if all cells are continuous, 0 < ϖay(x) < 1,

∑︁
a,yϖay(x) = 1 for every x,

1/4, otherwise.

In either case the covariate law is λ. We will establish the first case throughout the required
neighborhoods.
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2. A uniform bound for amplitude derivatives. The local derivative bounds supplied
by Lemma 6 give positive constants Bmix,1, Bmix,2, Bfair,1, Bfair,2 and positive radii
rmix,D, rfair,D such that, for m = 1, 2,⃦⃦

Dmπmix
b,s,ay(η, ζ, u)

⃦⃦
≤ Bmix,m, |η|, |ζ| ≤ rmix,D, u ∈ [0, 1],⃦⃦⃦

Dmπfairι,s,ay(t, δ, u)
⃦⃦⃦
≤ Bfair,m, t ∈ [0, 1/4], |δ| ≤ rfair,D, u ∈ [0, 1].

These are total derivatives in the three displayed arguments, uniformly over the finite
indices. Define

rD = min{rmix,D, rfair,D}, M = 4
(︁
Bmix,1 +Bmix,2 +Bfair,1 +Bfair,2

)︁
+ 1.

In particular, rD > 0 and M ≥ 1.

The amplitude slices have linear parts

Lmix(η, ζ) = (η, ζ, 0), Lfair(δ) = (0, δ, 0), ∥Lmix∥ = ∥Lfair∥ = 1.

For a smooth function, the mth derivative of its composition with an affine map is its mth
derivative evaluated on the linear part in each argument. Consequently, fixing u, or fixing
t, u, gives ⃦⃦⃦

Dm
(η,ζ)

[︁
4πmix

b,s,ay(η, ζ, u)
]︁⃦⃦⃦

≤ 4Bmix,m ≤M,⃦⃦⃦
Dm

δ

[︁
4πfairι,s,ay(t, δ, u)

]︁⃦⃦⃦
≤ 4Bfair,m ≤M, m = 1, 2.

The factor four comes from density relative to the uniform measure on the four labels.
These bounds involve the fully substituted formulas, including the comparator effect.

3. Fair prognosis estimates. By Lemma 6, choose εf > 0 and Bp > 0 such that⃓⃓⃓⃓
p(t, δ, u)− 2

5

⃓⃓⃓⃓
+ |∂up(t, δ, u)| ≤ Bpδ

2

for t ∈ [0, 1/4], |δ| ≤ εf , and u ∈ [0, 1]. Put

rE = rO = min

{︃
εf ,

1

100
,

1

100(Bp + 1)

}︃
, rL = min{rE , rfair,∞}.

All three radii are positive, and

BprE ≤ 1

100
.

Hence, for |δ| ≤ rE , ⃓⃓⃓⃓
p(t, δ, u)− 2

5

⃓⃓⃓⃓
≤ Bpδ

2 ≤ Bpr
2
E ≤ 1

100
.

Since |Zu(s)| ≤ 2, both fair control risks lie in [1/3, 2/3]: the random risk differs from 2/5
by at most 1/100 + 2/100, and the comparator risk by at most 1/100.

We record the logit estimates used here and below. For ξ1, ξ2 ∈ [1/3, 2/3], the mean value
theorem applied separately to the logarithms of the risks and their complements gives

| log ξ1 − log ξ2| ≤ 3|ξ1 − ξ2|, | log(1− ξ1)− log(1− ξ2)| ≤ 3|ξ1 − ξ2|.
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Thus
| logit(ξ1)− logit(ξ2)| ≤ 6|ξ1 − ξ2|.

Also, with

ωξ =
ξ

1− ξ
, ξ ∈ [1/3, 2/3],

we have ωξ ∈ [1/2, 2]. The elementary inequalities

1− ω−1
ξ ≤ logωξ ≤ ωξ − 1

therefore imply
| logit(ξ)| ≤ 1.

This proves the fair prognosis envelope on |δ| ≤ rE .

For a valid fair profile, comparison with the fixed risk 2/5 yields⃓⃓⃓⃓
ν(P, x)− logit

(︃
2

5

)︃⃓⃓⃓⃓
≤ 6(Bpδ

2 + 2|δ|).

The triangle inequality consequently gives

|ν(P, x)− ν(P, z)| ≤ 12Bpδ
2 + 24|δ|.

For an invalid preliminary profile, its replacement has prognosis logit zero, so the same
oscillation inequality holds.

For any auxiliary radius 0 < εamp ≤ rO, any β ≥ 0, and any k ≥ 1, set

δamp = εampk
−β.

Because 0 < k−β ≤ 1,

0 ≤ δamp ≤ εamp ≤ rO, δ2amp ≤ rO|δamp|.

It follows that
12Bpδ

2
amp + 24|δamp| ≤ (12BprO + 24)|δamp|

≤ 26|δamp| ≤ 2k−β,

where the last inequality uses 26εamp ≤ 2.

For the linear estimate, define the within-cell coordinate by

jk(x) = min{⌊kx⌋, k − 1}, uk(x) = kx− jk(x), x ∈ [0, 1].

Here 0 ≤ jk(x) < k and uk(x) ∈ [0, 1]: below the last cell this follows from the floor
inequalities, and in the last cell it follows from k − 1 ≤ kx ≤ k. In particular this
convention includes x = 1 and k = 1.

Within a cell, the elementary sine and cosine difference bounds give

|Zu(s)− Zv(s)| ≤ π|u− v| ≤ 4|u− v|, u, v ∈ [0, 1].

Adjacent profiles agree at the shared sign. Subdividing a segment at its cell boundaries
therefore gives

|Zk,σ(x)− Zk,σ(z)| ≤ 4k|x− z|.
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Similarly, smoothness of the fair root, its derivative bound, and p(t, δ, 0) = p(t, δ, 1) = 2/5
give

|p(t, δ, uk(x))− p(t, δ, uk(z))| ≤ Bpδ
2k|x− z|.

Thus each fair control risk satisfies

|µ0(x)− µ0(z)| ≤ (Bpδ
2 + 4|δ|)k|x− z|.

Applying the logit difference bound, or using the zero logit in the replacement case, proves

|ν(P, x)− ν(P, z)| ≤ 6(Bpδ
2 + 4|δ|)k|x− z|.

For 0 < εamp ≤ rL,

6(Bpδ
2
amp + 4|δamp|) ≤ 25|δamp|, 25εamp ≤ 1.

Since k1−β = k−βk, we obtain

|ν(P, x)− ν(P, z)| ≤ k1−β|x− z|.

These estimates apply to both fair branches uniformly over t ∈ [0, 1/4].

4. Mixed propensity and alternative-prognosis estimates. The mixed-root smoothness and
derivative bounds in Lemma 6 supply a positive radius rq and a constant Bq > 0 such that

|∂uq(η, ζ, u)| ≤ Bq

for |η|, |ζ| ≤ rq, u ∈ [0, 1]. Indeed, the spatial derivative is the total first derivative
evaluated on the unit vector in the spatial coordinate.

The endpoint identity for q, followed by the mean value theorem within each cell and
subdivision across cells, gives

|q(η, ζ, uk(x))− q(η, ζ, uk(z))| ≤ Bqk|x− z|.

Together with |q| ≤ 5/4, |Zk,σ| ≤ 2, and the field estimate above, the product decomposi-
tion gives

|q(η, ζ, uk(x))Zk,σ(x)− q(η, ζ, uk(z))Zk,σ(z)|

≤ 5

4
|Zk,σ(x)− Zk,σ(z)|+ 2|q(η, ζ, uk(x))− q(η, ζ, uk(z))|

≤ (5 + 2Bq)k|x− z|.

For |η|, |ζ| ≤ 1/100, the mixed margins satisfy

|eb(x)− 1/2| ≤ 5

2
|η| ≤ 1

40
, |mσ(x)− 1/2| ≤ 2|ζ| ≤ 1

40
.

Their propensity margins consequently belong to [1/3, 2/3]. For a valid profile, summing
the treated cells identifies its propensity with eb, and hence

|g(Pb,σ, x)− g(Pb,σ, z)| ≤ 6|η|(5 + 2Bq)k|x− z|.
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The replacement profile has propensity logit zero, giving the same bound. Define

rP = min

{︃
rq,

1

100
,

1

6(5 + 2Bq)

}︃
> 0.

For
ηamp = εampk

−α, ζamp = εampk
−β,

with 0 < εamp ≤ rP and α, β ≥ 0, we therefore have

|g(Pb,σ, x)− g(Pb,σ, z)| ≤ k1−α|x− z|.

For the alternative prognosis, consider the control-logit map

Fctrl(ϑ, ξ, υ) = logit

(︃
υ − c(ϑ, ξ, υ)

1− ξ

)︃
.

It is smooth near (0, 1/2, 1/2): the covariance branch is smooth there, the denominator
equals 1/2 at the center, and the argument of the logit equals 1/2. A C1 function is locally
Lipschitz. Choose a neighborhood Uctrl, a Lipschitz constant Kctrl ≥ 0, and hctrl > 0 such
that

{(ϑ, ξ, υ) : max{|ϑ|, |ξ − 1/2|, |υ − 1/2|} < hctrl} ⊆ Uctrl.

Set
rctrl = hctrl/2, Cctrl = Kctrl + 1.

Comparing points with the same first coordinate gives

|Fctrl(ϑ, ξ1, υ1)−Fctrl(ϑ, ξ2, υ2)|
≤ Cctrl(|ξ1 − ξ2|+ |υ1 − υ2|)

whenever
|ϑ|, |ξ1 − 1/2|, |ξ2 − 1/2|, |υ1 − 1/2|, |υ2 − 1/2| ≤ rctrl.

Define

rN = min

{︃
rq,

1

100
,
rctrl
3
,

1

Cctrl(9 + 2Bq)

}︃
> 0.

For (α, β) ∈ D, we have 0 < β < α ≤ 1. At the rate-scaled amplitudes with 0 < εamp ≤ rN ,

0 ≤ ηamp ≤ ζamp ≤ rN .

Moreover,

32|ηampζamp| ≤
32

100
rN ≤ rctrl,

5

2
|ηamp| ≤ rctrl, 2|ζamp| ≤ rctrl.

The control-logit comparison therefore applies to the alternative margins. The two margin
differences obey

|e1(x)− e1(z)| ≤ |ηamp|(5 + 2Bq)k|x− z|,
|mσ(x)−mσ(z)| ≤ 4|ζamp|k|x− z|.
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For a valid table, its control risk is

µ0(x) = mσ(x)−
c1(x)

1− e1(x)
.

Using ηamp ≤ ζamp gives

|ν(P1,σ, x)− ν(P1,σ, z)| ≤ Cctrl(9 + 2Bq)ζampk|x− z|
≤ k1−β|x− z|.

The replacement case again has zero prognosis logit.

5. One radius and the remaining mixed spatial bounds. Choose

Rsupport = min

{︃
εcal, ρ, rD, rE , rO, rL, rP , rN ,

1

100

}︃
, ε =

1

2
Rsupport.

Every entry in the minimum is positive. Therefore

0 < ε ≤ 1

100
, 2ε ≤ εcal, 2ε ≤ 1

100
, ε ≤ ρ, rD, rE , rO, rL, rP , rN .

We supply the remaining mixed estimates at

η = εk−α, ζ = εk−β.

For every nonnegative exponent γ,

0 < k−γ ≤ 1, |εk−γ | = εk−γ ≤ ε.

Thus |η|, |ζ| ≤ 1/100.

For the null branch the control risk equals mσ whenever the profile is valid. The logit and
field bounds give

|ν(P0,σ, x)− ν(P0,σ, z)| ≤ 24|ζ|k|x− z| ≤ k1−β|x− z|,

because 24ε ≤ 1. In the replacement case the left side is zero.

For oscillation, comparison of the propensity margin with 1/2 gives

|g(Pb,σ, x)| ≤ 6|eb(x)− 1/2| ≤ 15|η|,

and hence
|g(Pb,σ, x)− g(Pb,σ, z)| ≤ 30|η| ≤ 2k−α.

We also need a covariance estimate for the mixed prognosis. For

|ϑ|, |ξ − 1/2|, |υ − 1/2| ≤ 1

8
,

define
dϑ = eϑ − 1, vξ,υ = ξ(1− ξ)υ(1− υ),

Lϑ,ξ,υ = 1 + dϑ{ξ(1− υ) + (1− ξ)υ},

Sϑ,ξ,υ =
√︂
L2
ϑ,ξ,υ − 4d2ϑvξ,υ, Dϑ,ξ,υ = Lϑ,ξ,υ + Sϑ,ξ,υ.
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The elementary exponential bound and the margin bounds give

|dϑ| ≤ 2|ϑ| ≤ 1

4
, 0 ≤ vξ,υ ≤ 1

16
, 0 ≤ ξ(1− υ) + (1− ξ)υ ≤ 1.

Consequently,

Lϑ,ξ,υ ≥ 3

4
, L2

ϑ,ξ,υ − 4d2ϑvξ,υ ≥ 0, Dϑ,ξ,υ ≥ 3

4
.

The rationalized covariance formula now yields

|c(ϑ, ξ, υ)|Dϑ,ξ,υ = 2|dϑ|vξ,υ,

so

|c(ϑ, ξ, υ)| ≤ 1

24
, |c(ϑ, ξ, υ)| ≤ |ϑ|.

The first inequality uses |dϑ| ≤ 1/4; the second uses |dϑ| ≤ 2|ϑ|.
For the mixed alternative,

|ϑ| = |32ηζ| ≤ 1

8
,

and its margins lie within 1/40 of 1/2. Thus, for either branch,

|cb(x)| ≤ 32|η||ζ|, |cb(x)| ≤
1

24
.

Summing the control cells gives 1− eb, so their risk satisfies

µ0(x) = mσ(x)−
cb(x)

1− eb(x)
.

The bounds
19

40
≤ eb,mσ ≤ 21

40
, |cb| ≤

1

24

imply
1

3
(1− eb) ≤ (1− eb)mσ − cb ≤

2

3
(1− eb),

by multiplication and the displayed rational bounds. Hence µ0(x) ∈ [1/3, 2/3]. Since
1− eb ≥ 19/40 > 1/3,

|µ0(x)− 1/2| ≤ |mσ(x)− 1/2|+ 3|cb(x)| ≤ 2|ζ|+ 96|η||ζ|.

Applying the logit comparison with 1/2, and using |η| ≤ 1/100, gives

|ν(Pb,σ, x)| ≤ 6(2|ζ|+ 96|η||ζ|) ≤ 18|ζ|.

Therefore
|ν(Pb,σ, x)− ν(Pb,σ, z)| ≤ 36|ζ| ≤ 2k−β.

All these bounds also hold for the zero logits of a replacement profile.

Combining these estimates with the preceding linear estimates proves, for both mixed
branches,

|g(Pb,σ, x)− g(Pb,σ, z)| ≤ k1−α|x− z|, |g(Pb,σ, x)− g(Pb,σ, z)| ≤ 2k−α,

|ν(Pb,σ, x)− ν(Pb,σ, z)| ≤ k1−β|x− z|, |ν(Pb,σ, x)− ν(Pb,σ, z)| ≤ 2k−β.
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6. Continuity and validity on the doubled boxes. Fix k ≥ 1 and σ. On cell j, use the local
pair (σj , σj+1) and coordinate u = kx− j. For

|η|, |ζ| ≤ 2ε, t ∈ [0, 1/4], |δ| ≤ 2ε,

the local cell formulas are continuous in u, by Lemma 6 and 2ε ≤ εcal.

At a shared endpoint, the two sign fields take the same value:

Z1(σj , σj+1) = σj+1 = Z0(σj+1, σj+2).

The endpoint identities

q(η, ζ, 1) = q(η, ζ, 0), p(t, δ, 1) = p(t, δ, 0) =
2

5

therefore make every mixed and fair cell agree across adjoining cells. Gluing the finitely
many continuous cell profiles proves continuity on [0, 1], including its endpoints. When
k = 1, there is one continuous profile and no interior boundary to glue.

Because 2ε ≤ 1/100, the raw mixed cells satisfy

19

40
≤ eb,mσ, 1− eb, 1−mσ ≤ 21

40
, |cb| ≤

1

24
.

Each product entering a mixed cell lies in [361/1600, 441/1600]. Accordingly,

4

(︃
361

1600
− 1

24

)︃
≤ 4πmix

b,s,ay ≤ 4

(︃
441

1600
+

1

24

)︃
,

which implies
1

2
≤ 4πmix

b,s,ay ≤ 2.

For the fair cells, the selected root belongs to (3/10, 1/2); this includes its default value
2/5. Since

|δZu(s)| ≤
1

50
,

both fair control risks belong to [1/4, 3/5]. For t ∈ [0, 1/4], the elementary exponential
estimate gives

0 ≤ et − 1 ≤ 4

3
t ≤ 1

3
.

The comparator effect lies between t/2 and t, by Lemma 6. Thus the effect used in either
fair branch lies in [0, 1/4]. For ϑ ∈ [0, 1/4] and ξ ∈ [1/4, 3/5],

G(ϑ, ξ) =
eϑξ

1 + (eϑ − 1)ξ
,

1

4
≤ G(ϑ, ξ) ≤ 3

4
.

To check the last bounds, the denominator is positive; multiplication by it reduces the
lower bound to

(1 + eϑ − 1)ξ ≥ 1

4
{1 + (eϑ − 1)ξ},
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using ξ ≥ 1/4, and the upper bound follows from ξ ≤ 3/5 and eϑ− 1 ≤ 1/3. Consequently
both fair arm risks and their complements are at least 1/4, and

1

2
≤ 4πfairι,s,ay ≤ 2.

Finally, direct addition of either four-cell formula gives∑︂
a,y

πmix
b,s,ay = 1,

∑︂
a,y

πfairι,s,ay = 1.

Every cell lies in [1/8, 1/2], so the cells are strictly interior. Together with continuity,
this proves validity throughout both doubled closed boxes. The constructed laws therefore
retain their supplied cells there.

7. Transfer to actual densities and common open neighborhoods. Let τ be the uniform prob-
ability measure on the four treatment–outcome labels:

τ({(a, y)}) = 1

4
, a, y ∈ {0, 1}.

Define the actual one-record densities, relative to λ⊗ τ , by

dmix
b,k,σ,a,y,x(η, ζ) = 4Pb,σ(A = a, Y = y | X = x),

dfairr,k,σ,t,a,y,x(δ) = 4Pt,σ(A = a, Y = y | X = x),

dfairc,k,σ,t,a,y,x(δ) = 4P∗,t,δ(A = a, Y = y | X = x).

The amplitudes of the laws on the right are those on the left.

Fix x, and define its local sign pair by

sk,σ(x) = (σjk(x), σjk(x)+1).

Validity on the doubled boxes identifies the actual densities there with the local slices:

dmix
b,k,σ,a,y,x(η, ζ) = 4πmix

b,sk,σ(x),ay
(η, ζ, uk(x)),

dfairι,k,σ,t,a,y,x(δ) = 4πfairι,sk,σ(x),ay
(t, δ, uk(x)).

For the comparator the chosen pair is immaterial.

At a point of the smaller closed box, continuity of absolute value supplies a neighborhood
lying inside the doubled box. Thus these identities hold on a neighborhood of every such
point, and differentiation transfers the local bounds to the actual densities. Since ε ≤ rD,⃦⃦

Dmdmix
b,k,σ,a,y,x(η, ζ)

⃦⃦
≤M, |η|, |ζ| ≤ ε,⃦⃦⃦

Dmdfairι,k,σ,t,a,y,x(δ)
⃦⃦⃦
≤M, |δ| ≤ ε, t ∈ [0, 1/4],

m = 1, 2.

Moreover, set

Umix = {(η, ζ) ∈ R2 : |η| < 2ε, |ζ| < 2ε}, Ufair = (−2ε, 2ε).
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These sets are open and contain the required closed boxes. At every point of them, nearby
validity identifies the actual density with a smooth local slice. Because ε ≤ ρ, every mixed
density is C∞ on Umix, and every fair density is C∞ on Ufair, uniformly over the indicated
indices and over t ∈ [0, 1/4]. In particular, they are C2 at every point of the smaller closed
boxes.

For clarity, with
eη = (1, 0), eζ = (0, 1),

the total second-derivative bound includes⃓⃓
∂η∂ζd

mix(η, ζ)
⃓⃓
=
⃓⃓
D2dmix(η, ζ)[eη, eζ ]

⃓⃓
≤M.

It also applies to both first and second δ-derivatives of the deterministic comparator.

8. Mixed model membership and effects. Fix (α, β) ∈ D, k ≥ 1, and the rate-scaled amplitudes

η = εk−α, ζ = εk−β.

They lie in the valid smaller box. The constructed covariate marginal is uniform: for every
Borel set BX ⊆ [0, 1],

P (X ∈ BX) =

∫︂
BX

∑︂
a,y

pay(x) dλ(x) = λ(BX).

We identify the homogeneous effects from the positive cell odds. For the covariance formula
introduced above, the identity

S2
ϑ,ξ,υ = L2

ϑ,ξ,υ − 4d2ϑvξ,υ

and

c(ϑ, ξ, υ) =
2dϑvξ,υ
Dϑ,ξ,υ

give, by multiplication by the positive denominator,

dϑc(ϑ, ξ, υ)
2 − Lϑ,ξ,υc(ϑ, ξ, υ) + dϑvξ,υ = 0.

For a table with margins ξ, υ and covariance c(ϑ, ξ, υ), expansion of its four cells then gives

p11p00 − eϑp10p01 = −dϑc(ϑ, ξ, υ)2 + Lϑ,ξ,υc(ϑ, ξ, υ)− dϑvξ,υ = 0.

This computation includes ϑ = 0. The null table, with covariance zero, directly satisfies
p11p00 = p10p01. Therefore the mixed branches satisfy

p11p00
p10p01

=

{︄
1, b = 0,

e32ηζ , b = 1.

All four cells are positive. Dividing by the positive treatment margins gives

µ0 =
p01

p00 + p01
, µ1 =

p11
p10 + p11

,
µ1/(1− µ1)

µ0/(1− µ0)
=
p11p00
p10p01

.
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Taking logarithms, and evaluating at covariate zero to identify the scalar effect, proves

θ(P0,σ) = 0, θ(P1,σ) = 32ηζ, µ1(Pb,σ, x) = ℓ{ν(Pb,σ, x) + θ(Pb,σ)}.

The effect envelope follows from

|32ηζ| ≤ 32ε2 ≤ 1

2
.

The propensity margin and the control risk lie in [1/3, 2/3], as established above, so

∥g(Pb,σ, ·)∥∞ ≤ 1, ∥ν(Pb,σ, ·)∥∞ ≤ 1.

To convert the spatial bounds into the required Hölder bounds, let f : [0, 1] → R, 0 < γ ≤
1, satisfy

|f(x)− f(z)| ≤ k1−γ |x− z|, |f(x)− f(z)| ≤ 2k−γ .

Set
dxz = |x− z| ≥ 0.

If kdxz ≤ 1, then

|f(x)− f(z)| ≤ k−γ(kdxz) ≤ k−γ(kdxz)
γ = dγxz.

If kdxz ≥ 1, then
|f(x)− f(z)| ≤ 2k−γ ≤ 2k−γ(kdxz)

γ = 2dγxz.

The first case includes x = z, and both cases include γ = 1. Thus

[f ]γ ≤ 2.

Apply this argument to g with γ = α and to ν with γ = β. Together with uniform design,
homogeneity, and the three envelopes, these are precisely the conditions of Definition 5.
Hence both mixed laws belong to M(α, β).

9. Fair model membership and effects. Set

δ = εk−β, t ∈ [0, 1/4].

Both fair branches are valid. Their treatment probability is exactly 1/2, because the two
cells in either treatment arm sum to 1/2. Therefore

g(Pt,σ, x) = g(P∗,t,δ, x) = 0.

This supplies the propensity envelope and both propensity spatial bounds.

The choices ε ≤ rE , rO, rL and the fair estimates above give, for both branches,

∥ν(P, ·)∥∞ ≤ 1, |ν(P, x)− ν(P, z)| ≤ k1−β|x− z|, |ν(P, x)− ν(P, z)| ≤ 2k−β.

The two-scale calculation in the preceding step gives

[ν(P, ·)]β ≤ 2.
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For any interior risk ξ ∈ (0, 1), the positive denominator in the shift formula yields

G(ϑ, ξ)(1− ξ) = eϑ{1− G(ϑ, ξ)}ξ.

Applying this identity to the control risks of the two fair branches gives their positive cell
cross-odds relations, and hence

θ(Pt,σ) = t, θ(P∗,t,δ) = T(t, δ), µ1(P, x) = ℓ{ν(P, x) + θ(P )}.

By Lemma 6,

0 ≤ t

2
≤ T(t, δ) ≤ t ≤ 1

4
.

Thus both effects satisfy the envelope |θ(P )| ≤ 1/2. Uniform design follows by the same
cell-normalization integral as above. All conditions of Definition 5 now hold for every
random fair law and for its deterministic comparator.

10. Singleton identities at the rate-scaled amplitudes. Fix x ∈ [0, 1], and put

u = uk(x), j = jk(x).

The indices j and j+1 are distinct members of {0, . . . , k}, including when k = 1. For any
function Φ of their two signs, counting the 2k−1 extensions of each pair gives

2−(k+1)
∑︂

σ∈{−1,1}k+1

Φ(σj , σj+1) =
1

4

∑︂
s1,s2∈{−1,1}

Φ(s1, s2).

Consequently the full sign average of each cell is its local two-sign average.

Write Es for this uniform two-sign average:

EsΦ(s) =
1

4

∑︂
s∈{−1,1}2

Φ(s).

Symmetry and the trigonometric identity give

EsZu = 0, EsZ
2
u = cos2(πu/2) + sin2(πu/2) = 1.

The mixed calibration identity in Lemma 6 supplies

Esc

(︃
32ηζ,

1

2
− ηq(η, ζ, u)Zu,

1

2
+ ζZu

)︃
= 2ηζq(η, ζ, u).

Expanding the four local cells, using these moments and this identity, yields

Esπ
mix
0,s,11 = Esπ

mix
1,s,11 =

1

4
+ ηζq(η, ζ, u),

Esπ
mix
0,s,00 = Esπ

mix
1,s,00 =

1

4
+ ηζq(η, ζ, u),

Esπ
mix
0,s,10 = Esπ

mix
1,s,10 =

1

4
− ηζq(η, ζ, u),

Esπ
mix
0,s,01 = Esπ

mix
1,s,01 =

1

4
− ηζq(η, ζ, u).
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The cells of the actual laws equal these supplied cells by validity. Multiplying the equal
full sign averages by 2k+1 proves the asserted mixed sum identities.

For the fair family, Lemma 6 gives

EsG(t, p(t, δ, u) + δZu) = G(T(t, δ), p(t, δ, u)) .

The control-risk average is p(t, δ, u), by EsZu = 0. Since treatment is fair, the four averaged
cells are therefore

Esπ
fair
r,s,01 =

1

2
p(t, δ, u), Esπ

fair
r,s,00 =

1

2
{1− p(t, δ, u)},

Esπ
fair
r,s,11 =

1

2
G(T(t, δ), p(t, δ, u)), Esπ

fair
r,s,10 =

1

2
{1− G(T(t, δ), p(t, δ, u))}.

These are exactly the comparator cells. Counting sign extensions and using validity proves
the required full uniform-average identity. The calibration identities invoked here apply
also at t = 0, at zero amplitudes, and at u = 0, 1.

11. Signed matching and completion. Now allow arbitrary signed amplitudes satisfying

|η| ≤ ε, |ζ| ≤ ε, |δ| ≤ ε.

They lie in the calibration region because ε ≤ εcal, and their tables are valid by the doubled-
box argument. The preceding local moment calculation and the matching identities of
Lemma 6 apply on this whole signed region. Thus, for every a, y, x,∑︂

σ

P0,σ(A = a, Y = y | X = x) =
∑︂
σ

P1,σ(A = a, Y = y | X = x),

and, for every t ∈ [0, 1/4],

2−(k+1)
∑︂
σ

Pt,σ(A = a, Y = y | X = x) = P∗,t,δ(A = a, Y = y | X = x).

Finally, the raw cell bounds established on the doubled boxes transfer directly to the actual
densities on the smaller boxes:

1

2
≤ dmix

b,k,σ,a,y,x(η, ζ) ≤ 2,
1

2
≤ dfairι,k,σ,t,a,y,x(δ) ≤ 2.

Together with the first- and second-derivative bounds, the common smooth open neighbor-
hoods, and the rate-scaled membership and effect calculations, these prove every assertion.
The radius ε and bound M were selected from absolute local calibration constants; their
choices are independent of k, the public exponents, the sign vector, the labels, the covari-
ate, and the fair effect t.

Membership in Definition 5 certifies the prescribed envelopes and Hölder restrictions for the
native propensity logit g(P, ·) and prognosis logit ν(P, ·), together with the homogeneous logistic
relation. This certification applies to every sign realization at the stated amplitude scales and
throughout the prescribed domain of public exponents. Continuity across partition endpoints
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and the homogeneous scalar coefficient therefore hold for each law entering the finite priors in
Definition 18.

Exact singleton matching concerns every conditional cell probability at every covariate value.
For the mixed families, the two uniform sign averages agree despite their distinct homogeneous
coefficients. For the fair family, the uniform sign average agrees with the deterministic com-
parator at its calibrated coefficient. The matching identities continue to hold throughout the
signed amplitude boxes, providing exact cancellations alongside the first and second amplitude
derivative bounds.

Finally, the density bounds and common smooth neighborhoods in Lemma 7 are uniform in
the partition size, sign vector, labels, and covariate. They furnish a joint regularity certificate
for the actual one-record densities, including the mixed cross derivative and the comparator’s
amplitude derivatives. Together with the effect identities, these properties provide same-model
alternatives with controlled separation for the original-record lower-bound argument.

D Original-record lower bounds and sharp comparison

The calibrated families in Definition 18 and their joint support certificate in Lemma 7 provide
the alternatives for the expected-length lower bounds. The comparisons concern sample laws on
the original record space Ω, including the observed covariates. We first fix the normalization of
the distance used to compare these laws.

Definition 20. [synth_6] (Squared Hellinger distance for original-record sample laws) For
probability laws Q,Q′ on the original-record sample space Ωn, define their unhalved squared
Hellinger distance by

H2(Q,Q′) =

∫︂
Ωn

(︄√︃
dQ

dR
−
√︃
dQ′

dR

)︄2

dR,

where R is any common dominating measure. The value is independent of the choice of R and
lies in [0, 2]. For the continuous calibrated mixtures, take R to be the original-record sample
reference measure. This normalization assigns coefficient one to the displayed integral.

The normalization in Definition 20 fixes the numerical constants in the mixture compar-
isons. Both comparisons use the radius and envelope constant from the same joint certificate in
Lemma 7. The following bounds apply when the average number of observations per partition
cell satisfies the stipulated occupancy threshold.

Lemma 8. [lem:original-record-mixtures] (Original-record mixture bounds) Let ε and M
be the radius and envelope constant selected from the fixed joint calibrated-support certificate,
with 0 < ε ≤ 1/100 and M ≥ 1. Define the positive constants

κ =
1

96 exp(1)
, Cmix = 96 exp(2) 82M4.

For sample laws Q,Q′, use the unhalved squared Hellinger distance

H2(Q,Q′) =

∫︂ (︄√︃
dQ

dR
−
√︃
dQ′

dR

)︄2

dR,

where R is the original-record sample reference measure.
For every choice satisfying
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• (Sample and partition sizes.) n, k are integers with n ≥ 1 and k ≥ 1.

• (Occupancy.) n/k ≤ κ.

• (Signed amplitudes.) η, ζ, δ ∈ R satisfy

|η| ≤ ε, |ζ| ≤ ε, |δ| ≤ ε,

let Qb, for b ∈ {0, 1}, and Qt be the uniform finite mixtures of the calibrated mixed and fair
original-record sample laws, respectively:

Qb = Eσ

[︂
P⊗n
b,σ

]︂
, Qt = Eσ

[︁
P⊗n
t,σ

]︁
,

where the expectation averages uniformly over the finite sign vectors. Let P∗,t,δ be the deter-
ministic fair comparator obtained from the fair construction at partition size k, center t, and
amplitude δ, using the constant numerical sign vector with every entry equal to −1. Then

H2(Q0, Q1) ≤ Cmix
n2

k
η2ζ2,

and, for every t ∈ [0, 1/4],

H2
(︂
Qt, P

⊗n
∗,t,δ

)︂
≤ Cmix

n2

k
δ4.

Proof of Lemma 8. 1. Fix the joint certificate (ε,M) from Lemma 7, and fix admissible sam-
ple sizes and amplitudes. Since exp(1), exp(2) > 0 and M ≥ 1,

κ > 0, Cmix > 0.

Write

In = {1, . . . , n}, L = {0, 1}2, τ =
1

4
countL .

Under the identification of an ordered record sample with its covariate and label vectors,
the reference measure is

R = λ⊗n ⊗ τ⊗n.

For a law P in the calibrated families, define its conditional label density by

fP (x, l) = 4P{(A, Y ) = l | X = x}, x ∈ [0, 1], l ∈ L .

The support certificate supplies

1

2
≤ fP (x, l) ≤ 2,

1

4

∑︂
l∈L

fP (x, l) = 1

throughout the prescribed signed amplitude domains.

2. We first bound the covariate-dependent component weight. For x = (xi)i∈In ∈ [0, 1]n,
define

jk(x) = min{k − 1, ⌊kx⌋}, Gk,x : i ∼ i′ ⇐⇒ i ̸= i′ and |jk(xi)− jk(xi′)| ≤ 1.
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Thus the cells are half-open, with x = 1 assigned to the last cell. Let

Vx = {vertex sets of connected components of Gk,x}, Bx = Vx ∪ {∅}.

For every V ∈ Bx, put

mV = |V|, wV =

{︄
m4

V 8mV , mV ≥ 2,

0, mV ≤ 1,

and define

Wocc(x) =
∑︂
V∈Bx

wV , Wocc =

∫︂
Wocc(x) dλ

⊗n(x).

Counting components by their vertex sets gives the identity

Wocc(x) =

n+1∑︂
mocc=2

m4
occ 8

mocc
∑︂

Irec⊆In
|Irec|=mocc

1{Irec∈Vx}.

The term of size n+ 1 is zero.

Here is the component probability estimate used to integrate this identity. Fix a nonempty
set Irec ⊆ In and a root iroot ∈ Irec. Define the set of parent arrays by

Prec = {πpar : Irec \ {iroot} −→ Irec} .

An array is valid when there exists a height function satisfying

hpar : Irec → N0, hpar(iroot) = 0, hpar(πpar(i)) < hpar(i) (i ̸= iroot).

For a valid array, define its edge event by

Aπpar =
{︁
x : |jk(xi)− jk(xπpar(i))| ≤ 1 for every i ̸= iroot

}︁
.

If Irec is a component, choose each nonroot vertex’s parent one step closer to the root in the
induced graph. Graph distance then supplies the required height function. Consequently,

1{Irec∈Vx} ≤
∑︂

πpar∈Prec

πpar valid

1Aπpar
(x), |Prec| = |Irec||Irec|−1.

For any fixed parent covariate xpar ∈ [0, 1],

{xchild : |jk(xchild)− jk(xpar)| ≤ 1} ⊆
[︃
jk(xpar)− 1

k
,
jk(xpar) + 2

k

]︃
∩ [0, 1].

Indeed, a point in cell jk(xchild) lies between that cell’s two endpoints, and the two cell
numbers differ by at most one. The displayed interval has length at most 3/k; hence

λ {xchild : |jk(xchild)− jk(xpar)| ≤ 1} ≤ 3

k
.
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In a valid array, a nonroot vertex of maximal height has no children. Integrating its
covariate first removes one edge and costs at most 3/k. Repeating this operation leaves
the unrestricted root, whose mass is one. Thus

λ⊗n(Aπpar) ≤
(︃
3

k

)︃|Irec|−1

,

including the one-vertex case, where the edge product is empty. Summing over parent
arrays yields ∫︂

1{Irec∈Vx} dλ
⊗n(x) ≤ |Irec||Irec|−1

(︃
3

k

)︃|Irec|−1

.

Therefore

Wocc ≤
n+1∑︂

mocc=2

m4
occ 8

mocc

(︃
n

mocc

)︃
mmocc−1

occ

(︃
3

k

)︃mocc−1

.

To evaluate this finite envelope, use the nonnegative exponential series: for every integer
mocc ≥ 1,

mmocc
occ

mocc!
≤ exp(mocc) = exp(1)mocc ,

mmocc−1
occ

mocc!
≤ exp(1)mocc

mocc
.

Also, (︃
n

mocc

)︃
≤ nmocc

mocc!
,

because each factor in the falling factorial is at most n, with the binomial coefficient equal
to zero when mocc > n. Set

qocc = 24 exp(1)
n

k
.

The occupancy hypothesis gives 0 ≤ qocc ≤ 1/4, and the preceding two estimates imply,
term by term,

m4
occ 8

mocc

(︃
n

mocc

)︃
mmocc−1

occ

(︃
3

k

)︃mocc−1

≤ 8 exp(1)nm3
occq

mocc−1
occ .

For completeness, the finite cubic sum has the required numerical bound by an elementary
induction. Define

Atail(h) = 2h3 + 12h2 + 30h+ 32, h ∈ N0.

For h,Ntail ∈ N0,
Ntail−1∑︂
hsum=0

(h+ hsum + 2)3qhsum
occ ≤ Atail(h).

The empty sum satisfies this inequality. For the induction step, split off the first term and
apply the induction hypothesis at h+ 1; the resulting bound follows from

(h+ 2)3 + qoccAtail(h+ 1) ≤ (h+ 2)3 +
1

4
Atail(h+ 1),

Atail(h)−
(︃
(h+ 2)3 +

1

4
Atail(h+ 1)

)︃
=

1

2
h3 +

3

2
h2 + 3h+ 5 ≥ 0.
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At h = 0, multiplication by qocc gives

n−1∑︂
hsum=0

(hsum + 2)3qhsum+1
occ ≤ 32qocc.

Combining the estimates,

Wocc ≤ 8 exp(1)n 32qocc = 96 exp(2) 82
n2

k
.

In particular, for every ωamp ∈ R,

M4ω2
ampWocc ≤ Cmix

n2

k
ω2
amp.

The weights are integrable finite sums of measurable component indicators.

3. We now prove the mixed inequality, first treating its degenerate cases. If n = 1, signed
singleton matching in Lemma 7 gives

EσfP0,σ(x, l) = EσfP1,σ(x, l), H2(Q0, Q1) = 0.

If η = 0, the two four-cell tables in Definition 18 agree for each sign vector: the propensity is
1/2, the effect is zero, and the covariance adjustment at zero effect is zero. Thus Q0 = Q1.
If ζ = 0, reversing all signs gives instead the draw-wise identity

P0,σ(η, 0) = P1,−σ(η, 0).

Here the outcome margin is 1/2, the covariance adjustment is zero, and sign reversal
exchanges the two propensity margins. Since σ ↦→ −σ permutes the uniform finite prior,
again Q0 = Q1. In both amplitude cases the Hellinger distance and its claimed upper
bound are zero. Henceforth, for the mixed comparison, take n ≥ 2, η ̸= 0, and ζ ̸= 0.

4. Fix the full covariate vector x. We describe the conditional component decomposition
explicitly. For each nonempty V ∈ Bx, and for the empty block, define

SV =
⋃︂
i∈V

{jk(xi), jk(xi) + 1}, S∅ = {0, . . . , k} \
⋃︂

V∈Vx

SV .

Distinct nonempty components have disjoint endpoint-sign sets: sharing an endpoint would
make the corresponding cell numbers equal or adjacent. These sets therefore partition the
k + 1 endpoint signs. For an assignment σV ∈ {−1, 1}SV , use the extension

ˆ︁σV(s) = {︄σV(s), s ∈ SV ,

−1, s /∈ SV .

Every record in V depends only on the assigned signs. Each assignment has exactly
2k+1−|SV | completions to a full sign vector, so restricting the uniform prior preserves each
block average.
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For b ∈ {0, 1}, define the full and component conditional densities by

Lmix
b (x, l; η, ζ) = Eσ

∏︂
i∈In

fPb,σ
(xi, li),

Lmix
b,V (lV ; η, ζ) = EσV

∏︂
i∈V

fPb,ˆ︁σV (xi, li), lV ∈ L V .

The covariates remain fixed in the component notation. The empty component density is
one. Independence of the disjoint sign groups and finite distributivity give

Lmix
b (x, l; η, ζ) =

∏︂
V∈Bx

Lmix
b,V (l|V ; η, ζ).

To make the Hellinger tensor bound transparent, define component label masses and affini-
ties by

pmix
b,V (lV) = 4−mVLmix

b,V (lV ; η, ζ), amix
V =

∑︂
lV∈L V

√︂
pmix
0,V (lV)p

mix
1,V (lV).

Normalization of each conditional four-cell table yields

∑︂
lV

pmix
b,V (lV) = EσV

∏︂
i∈V

⎛⎝1

4

∑︂
li∈L

fPb,ˆ︁σV (xi, li)
⎞⎠ = 1,

∑︂
lV

(︂√︂
pmix
0,V −

√︂
pmix
1,V

)︂2
= 2(1− amix

V ).

All masses are nonnegative. The last equality, together with nonnegativity of the squared
sum, shows 0 ≤ amix

V ≤ 1. Regrouping labels by their component restrictions factors the
full affinity into the product of these affinities. The elementary inequality

1−
∏︂
V

amix
V ≤

∑︂
V
(1− amix

V )

follows by induction from 1− aa′ = (1− a)+ a(1− a′) ≤ (1− a)+ (1− a′) for a, a′ ∈ [0, 1].

Define the conditional discrepancy by

hmix(x) =

∫︂
L In

(︃√︂
Lmix
0 (x, l; η, ζ)−

√︂
Lmix
1 (x, l; η, ζ)

)︃2

dτ⊗n(l).

Since each label vector has reference mass 4−n, scaling the densities by 4−n turns this
integral exactly into the squared root discrepancy of the corresponding label masses. The
affinity calculation therefore proves

hmix(x) ≤
∑︂
V∈Bx

4−mV
∑︂

lV∈L V

(︂√︂
Lmix
0,V −

√︂
Lmix
1,V

)︂2
.

Finally, the common uniform covariate marginal and the displayed product densities give,
by integration over covariates and labels,

H2(Q0, Q1) =

∫︂
hmix(x) dλ

⊗n(x).
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5. We bound each mixed component’s pointwise square-root discrepancy. If mV = 0, both
densities are one. IfmV = 1, restriction of the uniform prior and signed singleton matching
in Lemma 7 give equality of the two densities. Thus, for mV ≤ 1,(︂√︂

Lmix
0,V −

√︂
Lmix
1,V

)︂2
= 0 =M4(ηζ)2wV .

Suppose mV ≥ 2, and fix its labels. Define, throughout the signed amplitude square,

Dmix
V (η0, ζ0) = Lmix

0,V (lV ; η0, ζ0)− Lmix
1,V (lV ; η0, ζ0), |η0|, |ζ0| ≤ ε.

For a fixed sign assignment, put

fmix
b,i (η0, ζ0) = fPb,ˆ︁σV (xi, li), Fmix

b,J (η0, ζ0) =
∏︂
i∈J

fmix
b,i (η0, ζ0), J ⊆ V.

Here each law on the right is evaluated at (η0, ζ0). The derivative and common-
neighborhood assertions of Lemma 7 imply

|fmix
b,i | ≤ 2, |∂η0fmix

b,i |, |∂ζ0fmix
b,i |, |∂ζ0∂η0fmix

b,i | ≤M.

The partial derivative bounds follow by evaluating the total derivatives on unit coordinate
vectors.

Product differentiation gives, with mJ = |J |,

|Fmix
b,J | ≤ 2mJ ,

|∂η0Fmix
b,J |, |∂ζ0Fmix

b,J | ≤MmJ 2
mJ ,

|∂ζ0∂η0Fmix
b,J | ≤M2m2

J 2
mJ .

These estimates can be proved together by induction on J . For the empty product its
value is one and all its derivatives vanish. On adjoining inew, the first derivative bound is
controlled by

M2mJ + 2MmJ 2
mJ ≤M(mJ + 1)2mJ+1.

The mixed product rule has four terms:

∂ζ0∂η0
(︁
fmix
b,inewF

mix
b,J
)︁
= (∂ζ0∂η0f

mix
b,inew)F

mix
b,J + (∂η0f

mix
b,inew)(∂ζ0F

mix
b,J )

+ (∂ζ0f
mix
b,inew)(∂η0F

mix
b,J ) + fmix

b,inew(∂ζ0∂η0F
mix
b,J ).

Their absolute sum is at most(︁
M + 2M2mJ + 2M2m2

J
)︁
2mJ ≤M2(mJ + 1)22mJ+1,

using M ≥ 1. Differentiation commutes with the finite sign averages, so subtraction of the
two averages yields

|∂ζ0∂η0Dmix
V (η0, ζ0)| ≤ 2M2m2

V2
mV .

The one-record density floor also gives

Lmix
0,V , L

mix
1,V ≥ 2−mV .
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The same table identities used in the amplitude cases, now applied to a block average,
imply

Dmix
V (0, ζ0) = 0, Dmix

V (η0, 0) = 0, ∂η0D
mix
V (η0, 0) = 0.

For the second identity, reverse the component signs, a permutation of their uniform prior.
The two closed segments joining zero to η and ζ lie inside the certificate’s signed square.
The mean value bound along the ζ0-segment therefore gives

|∂η0Dmix
V (η0, ζ)| ≤ 2M2m2

V2
mV |ζ|

for every η0 between zero and η. Applying the mean value bound along that η0-segment
next gives

|Dmix
V (η, ζ)| ≤ 2M2m2

V2
mV |ηζ|.

Both estimates apply to either orientation of the segments.

The positive density floors justify the square-root identity and bound(︂√︂
Lmix
0,V −

√︂
Lmix
1,V

)︂2
=

(Dmix
V (η, ζ))2(︂√︂

Lmix
0,V +

√︂
Lmix
1,V

)︂2
≤

4M4m4
V4

mV (ηζ)2

4 2−mV

=M4(ηζ)2wV .

This proves the pointwise component bound for every block, including the unused-sign
block.

6. Averaging the pointwise bound over a component’s labels preserves it, since there are 4mV

label vectors:

4−mV
∑︂
lV

(︂√︂
Lmix
0,V −

√︂
Lmix
1,V

)︂2
≤M4(ηζ)2wV .

Summing over components and integrating over the original covariates now yields

H2(Q0, Q1) ≤
∫︂
M4(ηζ)2Wocc(x) dλ

⊗n(x)

=M4(ηζ)2Wocc

≤ Cmix
n2

k
η2ζ2.

The conditional discrepancy is nonnegative, and the integrable component weight supplies
the integrable upper bound.

7. Fix t ∈ [0, 1/4] for the fair comparison. If n = 1, signed singleton matching in Lemma 7
gives

EσfPt,σ(x, l) = fP∗,t,δ(x, l), H2(Qt, P∗,t,δ) = 0.

If δ = 0, the formulas in Definitions 17 and 18 give T(t, 0) = t; the random and comparator
tables then agree for every sign draw. Thus

Qt = P⊗n
∗,t,0, H2(Qt, P

⊗n
∗,t,0) = 0.

These cases satisfy the desired inequality. Take henceforth n ≥ 2 and δ ̸= 0.
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8. First establish a reduction for any auxiliary amplitude δaux ∈ [0, ε]. With the covariates
fixed, define

Lfairt (x, l; δaux) = Eσ

∏︂
i∈In

fPt,σ(xi, li),

Lfair∗ (x, l; δaux) =
∏︂
i∈In

fP∗,t,δaux
(xi, li),

Lfairt,V (lV ; δaux) = EσV

∏︂
i∈V

fPt,ˆ︁σV (xi, li),

Lfair∗,V(lV ; δaux) =
∏︂
i∈V

fP∗,t,δaux
(xi, li).

The random laws in these displays are evaluated at δaux. Averaging a sign-independent
product is exactly that product:

Eσ

∏︂
i∈In

fP∗,t,δaux
(xi, li) =

∏︂
i∈In

fP∗,t,δaux
(xi, li).

Restriction of the random prior to each component and finite factorization consequently
give

Lfairt =
∏︂

V∈Bx

Lfairt,V , Lfair∗ =
∏︂

V∈Bx

Lfair∗,V .

For each of the two component densities, summing its scaled label mass gives

4−mV
∑︂
lV

Lfairt,V = 4−mV
∑︂
lV

Lfair∗,V = 1.

For the random density this follows by commuting the finite sign average with the label
sum; in both cases the label sum factors into normalized one-record sums.

Define the component affinities and conditional discrepancy by

afairV = 4−mV
∑︂
lV

√︂
Lfairt,V L

fair
∗,V ,

hfair(x; δaux) =

∫︂ (︃√︂
Lfairt −

√︂
Lfair∗

)︃2

dτ⊗n.

Expanding the squared difference and using normalization gives 0 ≤ afairV ≤ 1 and

hfair(x; δaux) = 2

(︄
1−

∏︂
V

afairV

)︄
≤ 2

∑︂
V
(1− afairV )

=
∑︂
V∈Bx

4−mV
∑︂
lV

(︂√︂
Lfairt,V −

√︂
Lfair∗,V

)︂2
.

Here the affinity factors by finite distributivity, and the inequality is the finite-product
inequality for numbers in [0, 1]. The common covariate marginal also gives

H2(Qt, P
⊗n
∗,t,δaux) =

∫︂
hfair(x; δaux) dλ

⊗n(x),

where Qt in this display is evaluated at the auxiliary amplitude.
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9. For mV ≤ 1, the two fair component densities agree: the empty products are one, and the
singleton identity follows from signed singleton matching in Lemma 7 and restriction of
the uniform sign prior. Hence their square-root discrepancy is zero.

For mV ≥ 2, fix the component labels and define, on the whole signed interval,

Dfair
V (δ0) = Lfairt,V (lV ; δ0)− Lfair∗,V(lV ; δ0), |δ0| ≤ ε.

For the derivative calculation, define the one-record factors and their partial products by

ffairt,i (δ0) = fPt,ˆ︁σV (xi, li), ffair∗,i (δ0) = fP∗,t,δ0
(xi, li),

Ffairt,J (δ0) =
∏︂
i∈J

ffairt,i (δ0), Ffair∗,J (δ0) =
∏︂
i∈J

ffair∗,i (δ0), J ⊆ V.

The random law on the right is evaluated at δ0. By Lemma 7, both kinds of factors are
twice continuously differentiable and satisfy

|ffairt,i |, |ffair∗,i | ≤ 2, |(ffairt,i )′|, |(ffair∗,i )
′|, |(ffairt,i )′′|, |(ffair∗,i )

′′| ≤M.

For either kind of partial product, the product rule and induction give

|F| ≤ 2mJ , |F′| ≤MmJ 2
mJ , |F′′| ≤M2m2

J 2
mJ .

To see the second-derivative induction explicitly, adjoining a factor gives

(f F)′′ = f F′′ + 2f ′F′ + f ′′F,

whose absolute value is at most(︁
2M2m2

J + 2M2mJ +M
)︁
2mJ ≤M2(mJ + 1)22mJ+1.

Here f denotes the adjoined one-record factor and F the product over J , of either kind.
The first-derivative induction uses

M2mJ + 2MmJ 2
mJ ≤M(mJ + 1)2mJ+1.

The empty product again has value one and zero derivatives. Finite averaging and sub-
traction therefore imply, for 0 ≤ δ0 ≤ δaux,

|(Dfair
V )′′(δ0)| ≤ 2M2m2

V2
mV .

The density floors give
Lfairt,V , L

fair
∗,V ≥ 2−mV .

At zero amplitude the random and comparator tables coincide, so

Dfair
V (0) = 0.

The fair root is even in its amplitude by Lemma 6; the comparator effect in Definition 17
depends on the amplitude through its square. Reversing the component signs consequently
proves

Dfair
V (−δ0) = Dfair

V (δ0).
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Differentiating this equality at zero, using the supplied smoothness, gives

(Dfair
V )′(0) = −(Dfair

V )′(0) = 0.

If δaux = 0, the difference is already zero. If δaux > 0, Taylor’s theorem with Lagrange
remainder provides δmid ∈ (0, δaux) such that

Dfair
V (δaux) =

δ2aux
2

(Dfair
V )′′(δmid).

Thus in either case,

|Dfair
V (δaux)| ≤M2m2

V2
mV δ2aux ≤ 2M2m2

V2
mV δ2aux.

Using this last bound and the two positive floors,(︂√︂
Lfairt,V −

√︂
Lfair∗,V

)︂2
=

(Dfair
V (δaux))

2(︂√︂
Lfairt,V +

√︂
Lfair∗,V

)︂2
≤

4M4m4
V4

mV δ4aux
4 2−mV

=M4δ4auxwV .

Together with the small-component cases, this estimate holds for every V ∈ Bx.

10. Summing the fair pointwise bound over component labels with their reference masses, then
summing over components, gives

hfair(x; δaux) ≤M4(δ2aux)
2Wocc(x).

Integration over the original covariates therefore establishes the nonnegative-amplitude
reduction

H2(Qt, P
⊗n
∗,t,δaux) ≤M4(δ2aux)

2Wocc, 0 ≤ δaux ≤ ε.

As before, the conditional discrepancy is nonnegative and the component weight is inte-
grable.

11. Finally, restore the signed amplitude. The fair-root evenness and the square dependence
of the comparator effect give, throughout the signed certificate interval,

Pt,σ(−δ) = Pt,−σ(δ), P∗,t,−δ = P∗,t,δ.

The notation in the first identity displays the amplitude argument of the random fair law.
Reindexing the finite sign average by σ ↦→ −σ shows that the fair sample mixture is even
as well. Thus, if δ ≥ 0 use |δ| = δ, and if δ < 0 use |δ| = −δ, to obtain

H2(Qt, P
⊗n
∗,t,δ) = H2(Qt, P

⊗n
∗,t,δaux)

⃓⃓⃓
δaux=|δ|

.

The mixture on the right is evaluated at |δ|. Since 0 ≤ |δ| ≤ ε, the nonnegative-amplitude
reduction applies, and |δ|2 = δ2 gives

H2(Qt, P
⊗n
∗,t,δ) ≤M4(δ2)2Wocc

≤ Cmix
n2

k
(δ2)2

= Cmix
n2

k
δ4.
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Every estimate used the same fixed certificate and was uniform over t ∈ [0, 1/4], proving
both asserted bounds.

The two bounds in Lemma 8 quantify the statistical proximity of the same-model alternatives
certified by Lemma 7. The mixed comparison depends on the squared product of the propensity
and outcome amplitudes; the fair comparison depends on the fourth power of its outcome am-
plitude and is uniform over the stated centers. Both retain the factor n2/k and use a common
constant determined by the joint density envelope. Exact singleton matching and the signed
derivative bounds in Lemma 7 supply the calibration properties underlying these comparisons.

Expected length is evaluated on the radius slice in Definition 6, while coverage is required
throughout the ambient model by Definition 7. Consequently, alternatives in the ambient model
constrain interval length at laws in an evaluation slice. The parametric comparison records this
implication uniformly over all radii, including zero.

Lemma 9. [lem:parametric-null-floor] (Parametric lower bound on length) Let α, β, r ∈ R
and n ∈ N satisfy:

• (Exponent domain.) (α, β) ∈ D, the public exponent domain given by

D = {(α, β) ∈ R2 : 0 < β < 1/4, β < α ≤ 1}.

• (Sample size.) n ≥ 1.

• (Radius.) 0 ≤ r ≤ 1/2.

Then the minimax expected interval length Jn(α, β; r) defined in Definition 8 satisfies

Jn(α, β; r) ≥
3

16
n−1/2.

Proof of Lemma 9. 1. Fix the parameters in the statement. For every τ ∈ R, define the
observed law Ppar,τ by

Ppar,τ (dx, {(a, y)}) = λ(dx)

⎧⎪⎨⎪⎩
1/4, a = 0, y ∈ {0, 1},
1
2{1− ℓ(τ)}, a = 1, y = 0,
1
2ℓ(τ), a = 1, y = 1,

x ∈ [0, 1], a, y ∈ {0, 1},

where ℓ is the logistic map,

ℓ(τ) =
1

1 + exp(−τ)
.

The four conditional cell probabilities are constant in x, strictly positive, and sum to one.
Thus this construction has continuous interior cells and uniform covariate marginal λ,
which has full support.

Summing the treated cells gives treatment probability 1/2; dividing each success cell by
its arm probability gives control risk 1/2 and treated risk ℓ(τ). Moreover,

ℓ(τ)

1− ℓ(τ)
= exp(τ), logit{ℓ(τ)} = τ, logit(1/2) = 0.
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Consequently, for every x ∈ [0, 1],

e(Ppar,τ , x) =
1

2
,

g(Ppar,τ , x) = 0, ν(Ppar,τ , x) = 0,

θ(Ppar,τ ) = τ, µ1(Ppar,τ , x) = ℓ{ν(Ppar,τ , x) + θ(Ppar,τ )}.

The nuisance envelopes and seminorms therefore satisfy

∥g(Ppar,τ , ·)∥∞ = ∥ν(Ppar,τ , ·)∥∞ = [g(Ppar,τ , ·)]α = [ν(Ppar,τ , ·)]β = 0.

Together with the uniform design and homogeneous relation, these identities verify every
condition of Definition 5 whenever |τ | ≤ 1/2.

Define the comparison amplitude and laws by

τn :=
1

4
n−1/2, Pnull := Ppar,0, Pshift := Ppar,τn .

Since n ≥ 1,

0 ≤ n−1/2 ≤ 1, 0 ≤ τn ≤ 1

4
≤ 1

2
.

Hence, using Definition 6,

Pnull ∈ Mr(α, β), Pshift ∈ M(α, β), θ(Pnull) = 0, θ(Pshift) = τn.

Indeed, the radius condition at the null is 0 ≤ r, including when r = 0.

2. All four null cells have probability 1/4. The likelihood ratio of Ppar,τ relative to Pnull is
therefore

Λτ (x, a, y) :=
dPpar,τ

dPnull
(x, a, y) =

⎧⎪⎨⎪⎩
1, a = 0,

2{1− ℓ(τ)}, a = 1, y = 0,

2ℓ(τ), a = 1, y = 1,

τ ∈ R.

This bounded density establishes absolute continuity and integrability of its squared devi-
ation. Define its one-record chi-square divergence by

χ2
τ :=

∫︂
Ω
(Λτ − 1)2 dPnull.

Summing over the four null cells gives

χ2
τ =

1

4

[︁
{2ℓ(τ)− 1}2 + {2(1− ℓ(τ))− 1}2

]︁
= 2{ℓ(τ)− 1/2}2.

For every real τ , differentiation yields

0 ≤ ℓ′(τ) = ℓ(τ){1− ℓ(τ)} =
1

4
− {ℓ(τ)− 1/2}2 ≤ 1

4
.

The mean-value bound, together with ℓ(0) = 1/2, consequently gives

|ℓ(τ)− 1/2| ≤ |τ |
4
, χ2

τ ≤ 2

(︃
|τ |
4

)︃2

=
τ2

8
.
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3. The amplitude has the exact information budget

nτ2n
8

=
1

128
, nχ2

τn ≤ 1

128
.

Since the exponential lies above its tangent at zero,

(1 + χ2
τn)

n ≤ {exp(χ2
τn)}

n = exp(nχ2
τn) ≤ exp(1/128).

Comparison of the exponential and geometric series gives the required numerical bound:

exp(1/128) =
∞∑︂
j=0

(1/128)j

j!
≤

∞∑︂
j=0

(1/128)j =
128

127
.

For the record tuple
O = (O1, . . . ,On) ∈ Ωn,

define the product likelihood ratio and its chi-square divergence by

Λτ,n(O) :=
n∏︂

j=1

Λτ (Oj), χ2
τ,n :=

∫︂
Ωn

(Λτ,n − 1)2 dP⊗n
null, τ ∈ R.

The product likelihood ratio is bounded and is the density of P⊗n
par,τ relative to P⊗n

null.
Because each likelihood ratio integrates to one, independence implies

1 + χ2
τ,n =

∫︂
Ωn

Λ2
τ,n dP

⊗n
null

=

(︃∫︂
Ω
Λ2
τ dPnull

)︃n

= (1 + χ2
τ )

n.

Applying this identity at τ = τn to the preceding exponential bound yields

χ2
τn,n ≤ 128

127
− 1 =

1

127
.

4. Total variation is the supremum of the absolute differences of measurable-event probabili-
ties. For probability laws with a density, it equals half the integral of the absolute density
difference. Cauchy–Schwarz therefore gives

TV
(︁
P⊗n
null, P

⊗n
shift

)︁
=

1

2

∫︂
Ωn

|Λτn,n − 1| dP⊗n
null

≤ 1

2

√︂
χ2
τn,n ≤ 1

2

√︃
1

127
≤ 1

20
,

where the last inequality follows from 1/127 ≤ 1/100.

Define the full sample-and-seed experiment laws by

Pnull := P⊗n
null ⊗ λ, Pshift := P⊗n

shift ⊗ λ.

Their likelihood ratio is still Λτn,n(O). Integrating over the common independent seed,
whose law has mass one, gives

TV(Pnull,Pshift) = TV
(︁
P⊗n
null, P

⊗n
shift

)︁
≤ 1

20
.

The comparison effects are ordered:

θ(Pnull) = 0 ≤ τn = θ(Pshift).
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5. To bound the infimum in Definition 8, first observe that the honest-procedure class is
nonempty. Define

Ifull(O, U) := [−1/2, 1/2], (O, U) ∈ Ωn × [0, 1].

By Assumption 3, for every P ∈ M(α, β),

(P⊗n ⊗ λ){θ(P ) ∈ Ifull(O, U)} = 1.

The constant procedure is measurable and hence belongs to the class in Definition 7.

Now fix any
I ∈ An(α, β).

For ω = (O, U) ∈ Ωn × [0, 1], define the measurable coverage events

Enull := {(O, U) : 0 ∈ I(O, U)},
Eshift := {(O, U) : τn ∈ I(O, U)}.

Both comparison laws belong to the ambient model, so Assumption 9 gives

Pnull(Enull) ≥
9

10
, Pshift(Eshift) ≥

9

10
.

6. The total variation bound transfers the second coverage event to the null experiment:

Pnull(Eshift) ≥ Pshift(Eshift)− TV(Pnull,Pshift)

≥ 9

10
− 1

20
.

Using the union–intersection identity and the fact that the union has probability at most
one,

Pnull(Enull ∩ Eshift) = Pnull(Enull) + Pnull(Eshift)− Pnull(Enull ∪ Eshift)

≥ 9

10
+

9

10
− 1

20
− 1 =

3

4
.

Write I(ω) = I(O, U). On the intersection event, membership of both effects implies

inf I(ω) ≤ 0 ≤ τn ≤ sup I(ω), |I(ω)| = sup I(ω)− inf I(ω) ≥ τn.

These weak endpoint inequalities apply to every choice of endpoint inclusion. Off the
intersection event, interval length is nonnegative. Thus

|I(ω)| ≥

{︄
τn, ω ∈ Enull ∩ Eshift,
0, ω /∈ Enull ∩ Eshift.

Admissible intervals lie in the scalar effect region, so

0 ≤ |I(ω)| ≤ 1.

Their measurable lengths are therefore integrable. Integrating the pointwise bound yields

EPnull
|I(O, U)| ≥ τn Pnull(Enull ∩ Eshift) ≥

3

4
τn.
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7. Since Pnull ∈ Mr(α, β), its expected length is bounded above by the supremum over that
slice:

sup
P∈Mr(α,β)

EP⊗n⊗λ|I(O, U)| ≥ EPnull
|I(O, U)| ≥ 3

4
τn.

This supremum is finite because every expected length is at most one. The bound holds for
every honest procedure, and that class is nonempty. Taking its infimum as in Definition 8
gives

Jn(α, β; r) ≥
3

4
{θ(Pshift)− θ(Pnull)} =

3

4
τn =

3

16
n−1/2.

At zero radius, Lemma 9 gives a positive uncertainty floor for expected length under the
null slice. The coverage requirement still ranges over the ambient model, so uncertainty about
neighboring effects enters the criterion even when length is evaluated at zero effect. The state-
ment also covers procedures using the independent randomization seed U , since these procedures
belong to the class defining the minimax objective in Definition 8.

Combining this parametric floor with the mixed and fair comparisons gives the lower side
of the sharp expected-length profile. The upper side is attained by the literal interval output
Iupn,E,N(α, β) defined in Algorithm 2, with its coverage and length guarantees from Theorem 2. The
resulting comparison holds throughout the public exponent domain D and for every admissible
engine and naming policy.

Theorem 3. [thm:sharp-honest-frontier] (Sharp honest interval frontier) There exist pos-
itive finite absolute constants c, C with the following guarantees. Write

D = {(α, β) ∈ R2 : 0 < β < 1/4, β < α ≤ 1},

and define the numerator and denominator exponents and the expected-length profile by

a(α, β) = min

{︃
1

2
,

2(α+ β)

2α+ 2β + 1

}︃
, b(β) =

4β

4β + 1
, ρn(α, β; r) = n−a(α,β) + rn−b(β).

For every admissible rational interval-arithmetic engine E and every admissible Borel policy
N satisfying the quantitative contracts of Definitions 12 and 13 and selecting valid names for the
public exponents and observed covariates, consider parameters satisfying:

• (Exponent domain.) (α, β) ∈ D.

• (Sample size.) n ∈ N and n ≥ 1.

• (Radius.) 0 ≤ r ≤ 1/2.

Let I⋆n,E,N(α, β) = Iupn,E,N(α, β) denote the interval returned by the fixed-budget upper construction.
With An(α, β) as in Definition 7, define the minimax expected length by

Jn(α, β; r) = inf
I∈An(α,β)

sup
P∈Mr(α,β)

EP⊗n⊗λ

⃓⃓
I(O, U)

⃓⃓
,

where Mr(α, β) is the prescribed effect-radius slice, O is the sample of original records, and U
is an independent seed with uniform law λ on the unit interval. Then

cρn(α, β; r) ≤ Jn(α, β; r) ≤ sup
P∈Mr(α,β)

EP⊗n

⃓⃓
I⋆n,E,N(α, β)

⃓⃓
≤ Cρn(α, β; r).
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The same constants apply to every admissible engine and naming policy.
For every such engine and policy, every (α, β) ∈ D, and every n ≥ 1, the actual name-

dependent output is a deterministic, radius-independent Borel interval with global 90% coverage
over M(α, β), the prescribed ambient model. It is a nonempty closed connected interval contained
in [−1/2, 1/2], with rational endpoints, returned after the two prescribed finite precision budgets
and finite rational arithmetic. Its inputs consist of the fixed engine, the public exponents and
their valid public names, and the n original records and their valid covariate names. Fixing
the explicit admissible engine E0 and dyadic-floor naming policy N0 gives the concrete attaining
interval

I⋆n = Iupn,E0,N0
, c⋆ = c, C⋆ = C, n0 = 1,

where c⋆, C⋆ are the comparison constants and n0 is the sample-size threshold.
Moreover, for every (α, β) ∈ D, every 0 ≤ r ≤ 1/2, every n ≥ 1, and every I ∈ An(α, β),

including procedures using independent randomization,

cρn(α, β; r) ≤ sup
P∈Mr(α,β)

EP⊗n⊗λ

⃓⃓
I(O, U)

⃓⃓
.

For every (α, β) ∈ D, the exponent difference is positive and satisfies

a(α, β)− b(β) > 0, a(α, β)− b(β) =

⎧⎪⎪⎨⎪⎪⎩
2(α− β)

(2α+ 2β + 1)(4β + 1)
, α+ β ≤ 1/2,

1− 4β

2(4β + 1)
, α+ β ≥ 1/2.

At α+ β = 1/2, the two displayed expressions agree.
Finally, for every nonempty compact set K ⊆ D, the same constants and threshold satisfy

the compact-uniform conditions

0 < inf
(α,β)∈K

c, sup
(α,β)∈K

C <∞, sup
(α,β)∈K

1 = 1.

The two terms in Theorem 3 distinguish uncertainty in the numerator coordinate from effect-
scaled uncertainty in the denominator coordinate. The mixed alternatives supply the radius-
independent lower contribution, together with the parametric floor when the numerator exponent
reaches 1/2; the fair alternatives supply the contribution proportional to the evaluation radius.
Thus the null slice retains the numerator rate, whereas every fixed positive radius eventually
makes the slower denominator rate dominant. The positive exponent difference stated in the
theorem establishes this ordering throughout the prescribed domain. A single globally honest
interval attains the comparison simultaneously across radii.

The following synthesis collects the statistical comparison, the finite-budget realization from
Lemma 4, and the concrete engine supplied by Lemma 3. It identifies the attaining procedure
with the actual output for each admissible engine and naming policy.

For the concrete sequence below, the inputs are the sample size, public exponent repre-
sentations, and represented original records, together with the independently fixed arithmetic
engine and naming policy. The same radius-independent sequence is evaluated over each radius
subclass.
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Theorem 4. [thm:full-honest-frontier-solution] (Full honest frontier solution) There
exist absolute constants c, C ∈ R, with 0 < c and 0 < C, for which the following assertions hold.
Write

D = {(α, β) ∈ R2 : 0 < β < 1/4, β < α ≤ 1}, a(α, β) = min

{︃
1

2
,

2(α+ β)

2α+ 2β + 1

}︃
, b(β) =

4β

4β + 1
,

and define the expected-length profile by

ρn(α, β; r) = dn(α, β; r) = n−a(α,β) + rn−b(β).

For every admissible rational interval-arithmetic engine E, every admissible Borel naming
policy N, both satisfying the quantitative contracts of Definitions 12 and 13, every (α, β) ∈ D,
and every integer n ≥ 1, take

I⋆n,E,N(α, β) = Iupn,E,N(α, β),

the literal output of the fixed-budget represented upper construction. This procedure belongs to the
globally 90%-honest Borel class An(α, β) of Definition 7. It receives neither the radius nor un-
known nuisance functions and terminates on every valid named input within the prescribed rank
and endpoint budgets of Algorithms 1 and 2 and Lemma 4. For every sample and randomization
seed its output is a closed interval [l, u] with

l, u ∈ Q, −1

2
≤ l ≤ u ≤ 1

2
.

For every r ∈ [0, 1/2], the same constants satisfy

cρn(α, β; r) ≤ Jn(α, β; r) ≤ sup
P∈Mr(α,β)

EP

[︁⃓⃓
I⋆n,E,N(α, β)(O, U)

⃓⃓]︁
≤ Cρn(α, β; r).

Here Jn(α, β; r) is the minimax expected length of Definition 8, and the expectation uses n
original records drawn independently from P , together with the independent randomization seed
U .

In particular, the explicit concrete engine E0 and the dyadic-floor naming policy N0 give the
sequence

I⋆n(α, β) = Iupn,E0,N0
(α, β).

For every (α, β) ∈ D and n ≥ 1, this sequence is globally honest, has the rational closed ordered
output described above at every input, and satisfies the same displayed comparison for every
r ∈ [0, 1/2].

Moreover, for every (α, β) ∈ D, every r ∈ [0, 1/2], every integer n ≥ 1, and every I ∈
An(α, β), including procedures using independent randomization,

cρn(α, β; r) ≤ sup
P∈Mr(α,β)

EP [|I(O, U)|] .

The exponent difference is positive throughout D and obeys

a(α, β)− b(β) =

⎧⎪⎪⎨⎪⎪⎩
2(α− β)

(2α+ 2β + 1)(4β + 1)
, α+ β ≤ 1/2,

1− 4β

2(4β + 1)
, α+ β ≥ 1/2.
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At α+ β = 1/2, the two displayed expressions agree.
Finally, select the lower and upper comparison constants and sample-size threshold as

c⋆(α, β) = c, C⋆(α, β) = C, n0(α, β) = 1.

For every nonempty compact K ⊂ D, these choices satisfy

0 < inf
(α,β)∈K

c⋆(α, β), sup
(α,β)∈K

C⋆(α, β) <∞, sup
(α,β)∈K

n0(α, β) = 1.

The statistical and computational guarantees in Theorem 4 concern the same interval: its
rational endpoint construction preserves global coverage and the sharp expected-length com-
parison at every sample size. The original-record lower bound covers the entire honest class,
including randomized procedures, while each admissible implementation attains the comparison
with the same absolute constants. Selecting these constants and the threshold n0 = 1 also gives
uniform comparisons on every nonempty compact subset K of the public exponent domain.

E Verification note

The supplied theorem and lemma statements and their proofs are machine-checked in Lean 4
under their stated assumptions. The frozen formal layer covers identification and projection
control in Lemmas 1 and 2; rational arithmetic and finite-budget realization in Lemmas 3 and 4;
local implicit-function arguments, exact calibration, and model support in Lemmas 5 to 7; and
original-record mixture bounds and the parametric floor in Lemmas 8 and 9. The resulting cov-
erage, expected-length comparison, and attaining construction are consolidated in Theorems 1
to 4.

The model restrictions defining Definition 5 and the primitive contracts stated in the cor-
responding results are hypotheses of these implications. The global coverage criterion defining
Definition 7 specifies the admissible statistical procedures. Admissibility of the concrete arith-
metic engine, finite termination and endpoint enclosure for the represented construction, global
coverage, and the sharp comparison for the length objective in Definition 8 are established
conclusions. The recorded external-dependency sets for these declarations are empty.

For the represented construction, valid names satisfying Definition 12 supply enclosing dyadic
intervals for the public exponents and observed covariates. Together with the rational primitive
contracts in Definition 13, they support the rank selection and endpoint realization in Lemma 4.
The explicit arithmetic witness in Lemma 3 supplies an admissible engine, and its combination
with the dyadic-floor naming policy yields the concrete attaining interval identified in Theorem 4.

The formal source tree is CausalSmith/CausalSmith/Stat/STAT LogoddsLowsmoothFrontier Research/,
with its aggregate module at the corresponding .lean path. The declaration-to-paper mapping is
CausalSmith/doc/presentation/stat logodds lowsmooth frontier v1/presentation crosswalk.json;
it records repository source revision 1efc342d4a68f9860ec0aa7692071d90a9230018. In a
checkout of that revision, run

cd CausalSmith

lake build CausalSmith.Stat.STAT_LogoddsLowsmoothFrontier_Research

The Lean toolchain is pinned in CausalSmith/lean-toolchain, and package dependen-
cies are pinned in CausalSmith/lake-manifest.json under the project configuration
CausalSmith/lakefile.toml. The same presentation directory contains lean snippets.json,
references.bib, paper macros.tex, and the crosswalk needed to reproduce the manuscript
links and inspect the exact declarations rendered in each numbered environment.
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F Proofs of the main results

Proof of Theorem 1. 1. Choose the constants c, C supplied by Theorem 4, with

0 < c, 0 < C.

Its universal construction guarantee applies simultaneously to every admissible engine
and naming policy, every (α, β) ∈ D, every integer n ≥ 1, and every r ∈ [0, 1/2], with
these same constants. Its compact-uniform guarantee, elbow identities, and converse for
every globally honest procedure, including independently randomized procedures, give the
corresponding assertions of the present theorem. In particular, its choices

c⋆ = c, C⋆ = C, n0 = 1

give, for every nonempty compact K ⊆ D,

0 < inf
(α,β)∈K

c⋆, sup
(α,β)∈K

C⋆ <∞, sup
(α,β)∈K

n0 = 1.

2. Fix (α, β) ∈ D and an integer n ≥ 1. The concrete sequence in Theorem 4 is exactly

I⋆n(α, β) = Iupn,E0,N0
(α, β),

as specified in Definition 19. That guarantee yields

I⋆n(α, β) ∈ An(α, β).

For every sample and seed, it also gives rational endpoints l, u such that

I⋆n(α, β)(O, U) = [l, u], −1

2
≤ l ≤ u ≤ 1

2
.

3. Fix r ∈ [0, 1/2]. Expanding the diagnostic envelope of Definition 9 and its identification
with the rate profile in Definition 19 gives

ρn(α, β; r) = dn(α, β; r) = n−min{1/2, 2(α+β)/(2α+2β+1)} + r n−4β/(4β+1).

Thus the concrete comparison supplied by Theorem 4, expressed with this explicit profile,
is

c ρn(α, β; r) ≤ Jn(α, β; r) ≤ sup
P∈Mr(α,β)

EP⊗n⊗λ

⃓⃓
I⋆n(α, β)(O, U)

⃓⃓
≤ C ρn(α, β; r).

Together with the assertions retained in the first step, this establishes all the stated guar-
antees with the same constants.

Proof of Theorem 2. We first establish the bounds for n ≥ 2. Fix an admissible arithmetic
engine E, an admissible naming policy N, and public exponents satisfying 0 < β < 1/4 and
β < α ≤ 1.
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1. Define the retained ranks, smoothness sum, and rate exponents by

kC = kC(n, α, β;E,N), kS = kS(n, β;E,N), s = α+ β,

a(α, β) = min

{︃
1

2
,

2s

2s+ 1

}︃
, b(β) =

4β

4β + 1
.

These are the ranks and exponents of Algorithm 1 and Definition 9. For k ≥ 1, put

Vn(k) =
10

n
+

4k

n(n− 1)
, bC = 8k−s

C +
√︁
20Vn(kC), bS = 25k−2β

S +
√︁

20Vn(kS).

Here bC , bS are the coordinate error radii, as in Algorithm 2.

By Lemma 4, with target resolutions

RC = n2/(2s+1), RS = n2/(4β+1),

the ranks satisfy
1 ≤ RC ≤ kC ≤ 3RC , 1 ≤ RS ≤ kS ≤ 3RS .

In particular, both ranks are positive and are fixed before sampling.

For either pair
(γbal, kbal) ∈ {(s, kC), (2β, kS)},

the lower rank bound and γbal > 0 give

k−γbal
bal ≤ n−2γbal/(2γbal+1).

Also n(n− 1) ≥ n2/2 > 0, so the upper rank bound yields

20Vn(kbal) ≤
200

n
+ 480

n2/(2γbal+1)

n2
= 200(n−1/2)2 + 480

(︂
n−2γbal/(2γbal+1)

)︂2
.

Both powers are nonnegative. The last expression is bounded by[︂
40
(︂
n−1/2 + n−2γbal/(2γbal+1)

)︂]︂2
,

because expansion of this square gives coefficients 1600 on both squared terms and a
nonnegative cross term. Taking square roots therefore gives√︁

20Vn(kbal) ≤ 40
(︂
n−1/2 + n−2γbal/(2γbal+1)

)︂
.

Each power on the right is at most the power with exponent −min{1/2, 2γbal/(2γbal+1)}.
Since 0 < β < 1/4,

4β

4β + 1
<

1

2
.

Consequently,
bC ≤ 88n−a(α,β) ≤ 128n−a(α,β),

bS ≤ 105n−b(β) ≤ 128n−b(β).

The exponents are positive, and a(α, β) ≤ 1/2 ≤ 1. Thus

n−a(α,β) ≤ 1, n−b(β) ≤ 1,
1

n
≤ n−a(α,β).

119



2. With the denominator floor and sensitivity coefficients defined by

s0 =
1

512
, Lsens =

2 exp(1/2)

s0
, Hsens =

2 exp(1/2)

s20
,

choose
K0 = 128Lsens + 32768Hsens + 128Hsens exp(1/2) + 2.

All its summands are nonnegative, so K0 ≥ 1 > 0. For every r ∈ [0, 1/2], the preceding
bounds imply

LsensbC + HsensbS{exp(1/2)r + 2bC}+
2

n

≤ 128Lsensn
−a(α,β) + 128Hsensn

−b(β){exp(1/2)r + 256n−a(α,β)}+ 2n−a(α,β)

≤ (128Lsens + 32768Hsens + 2)n−a(α,β) + 128Hsens exp(1/2) rn
−b(β)

≤ K0

{︂
n−a(α,β) + rn−b(β)

}︂
= K0dn(α, β; r).

The second inequality uses n−b(β)n−a(α,β) ≤ n−a(α,β). The last inequality follows by adding
the nonnegative terms that complete the common coefficient K0. This choice depends
solely on the fixed denominator floor.

3. Fix P ∈ M(α, β). Write

PP,n = P⊗n ⊗ λ, EP,n[·] =
∫︂
(·) dPP,n,

where λ is the uniform law of the independent seed. Variances below are under this same
probability law.

We first control the unconditional absolute mean of the numerator estimate. Define, for
x ∈ [0, 1],

e(P, x) = ℓ{g(P, x)},
µ0(P, x) = ℓ{ν(P, x)}, µ1(P, x) = ℓ{ν(P, x) + θ(P )},

m(P, x) = EP [Y | X = x] = (1− e(P, x))µ0(P, x) + e(P, x)µ1(P, x).

The homogeneous relation and native-logit bounds are those of Definition 5. The logistic
derivative satisfies

0 < ℓ′(tℓ) = ℓ(tℓ){1− ℓ(tℓ)} ≤ 1

4
(tℓ ∈ R).

The derivative bound on the interval between any two real arguments gives

|ℓ(tℓ)− ℓ(t′ℓ)| ≤
1

4
|tℓ − t′ℓ| (tℓ, t

′
ℓ ∈ R).

Hence, for x, z ∈ [0, 1],

|e(P, x)− e(P, z)| ≤ 1

2
|x− z|α ≤ 1

2
|x− z|β,

|µ0(P, x)− µ0(P, z)| ≤
1

2
|x− z|β,

|µ1(P, x)− µ1(P, z)| ≤
1

2
|x− z|β,

|µ1(P, z)− µ0(P, z)| ≤
1

4
|θ(P )| ≤ 1

8
.
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The comparison of the two covariate powers uses |x − z| ≤ 1 and β < α; it also holds at
x = z, since both exponents are positive.

The marginal mean has the decomposition

m(P, x)−m(P, z) = (1− e(P, x)){µ0(P, x)− µ0(P, z)}
+ e(P, x){µ1(P, x)− µ1(P, z)}
+ {e(P, x)− e(P, z)}{µ1(P, z)− µ0(P, z)}.

Since 0 < e(P, x) < 1, the preceding moduli imply

|m(P, x)−m(P, z)| ≤ {1− e(P, x)}1
2
|x− z|β + e(P, x)

1

2
|x− z|β +

1

2
|x− z|β 1

8

=
9

16
|x− z|β.

Thus

[e(P, ·)]α ≤ 1

2
, [m(P, ·)]β ≤ 9

16
.

These functions are continuous: the propensity and marginal mean are sums of continuous
conditional cells.

Define the empirical treated-outcome mean by

AY n =
1

n

n∑︂
i=1

AiYi.

The coordinate definition in Definition 14 gives

ˆ︁Cn = AY n − Un,kC (A, Y ), EP,nAY n = EP [AY ].

Using the projection expectation and residual identities from Lemma 2, we obtain

EP,n
ˆ︁Cn − C(P ) = ⟨e(P, ·)−ΠkCe(P, ·),m(P, ·)−ΠkCm(P, ·)⟩L2(λ) .

Cauchy–Schwarz and the approximation bound in the same cited statement yield

|EP,n
ˆ︁Cn − C(P )| ≤ ∥e(P, ·)−ΠkCe(P, ·)∥2∥m(P, ·)−ΠkCm(P, ·)∥2

≤ 25

(︃
1

2

)︃(︃
9

16

)︃
k
−(α+β)
C =

225

32
k−s
C ≤ 8k−s

C .

Here 0 < α ≤ 1, 0 < β < 1, and kC ≥ 1, so the approximation bound applies throughout
the stated range.

Independence of the records and 0 ≤ AY ≤ 1 give

VarP,n(AY n) =
VarP (AY )

n
≤ 1

n
.

Also, Lemma 2 supplies

VarP,n{Un,kC (A, Y )} ≤ 4

n
+

2kC
n(n− 1)

.
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The variance identities for a sum and a difference give

VarP,n( ˆ︁Cn) = 2VarP,n(AY n) + 2VarP,n{Un,kC (A, Y )}
−VarP,n{AY n + Un,kC (A, Y )}

≤ 2

n
+ 2

{︃
4

n
+

2kC
n(n− 1)

}︃
= Vn(kC),

where the inequality uses nonnegativity of the last variance. The finite-rank statistics are
square integrable, so all these identities and subsequent expectations are well defined.

Cauchy–Schwarz on the probability space gives

EP,n

⃓⃓⃓ ˆ︁Cn − EP,n
ˆ︁Cn

⃓⃓⃓
≤
√︂

VarP,n( ˆ︁Cn).

Consequently,

EP,n| ˆ︁Cn| ≤ |EP,n
ˆ︁Cn|+

√︂
VarP,n( ˆ︁Cn)

≤ |C(P )|+ 8k−s
C +

√︁
Vn(kC) ≤ |C(P )|+ bC .

For the last step, Vn(kC) > 0 and
√︁
Vn(kC) ≤

√︁
20Vn(kC).

By Lemma 1,
C(P ) = {exp(θ(P ))− 1}S(P ), S(P ) ≥ s0.

The product defining S(P ) is at most one pointwise, so

S(P ) =

∫︂
p10(P, x)p01(P, x)λ(dx) ≤ 1,

where the two conditional off-diagonal probabilities are

p10(P, x) = P (A = 1, Y = 0 | X = x), p01(P, x) = P (A = 0, Y = 1 | X = x).

Since |θ(P )| ≤ 1/2, the exponential derivative is bounded by exp(1/2) on the segment
between 0 and θ(P ). Therefore

| exp(θ(P ))− 1| ≤ exp(1/2)|θ(P )|, |C(P )| ≤ exp(1/2)|θ(P )|.

In particular, for P ∈ Mr(α, β),

EP,n| ˆ︁Cn| ≤ exp(1/2)r + bC .

4. We next bound the interval length on every sample. Use the confidence endpoints and
clipped inversion of Algorithm 2:

c± = ˆ︁Cn ± bC , s± = clip[s0,1](
ˆ︁Sn ± bS),

F (crect, srect) = log

(︃
clip[exp(−1/2),exp(1/2)]

(︃
1 +

crect
srect

)︃)︃
(crect ∈ R, srect > 0),

L = min{F (c−, s−), F (c−, s+)}, R = max{F (c+, s−), F (c+, s+)}.
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Clipping is a composition of minimum and maximum with fixed constants, each of which
contracts absolute differences. Thus

s0 ≤ s−, s+, |s− − s+| ≤ |(ˆ︁Sn − bS)− (ˆ︁Sn + bS)| = 2bS .

For real numbers satisfying exp(−1/2) ≤ vlog ≤ wlog, the inequality log t ≤ t− 1 for t > 0
gives

logwlog − log vlog = log
wlog

vlog
≤
wlog − vlog

vlog
≤ exp(1/2)(wlog − vlog).

Interchanging the two arguments handles the reverse order. Applying this bound to the
clipped arguments, and using contraction of the exponential-range clipping, gives⃓⃓

F (crect, srect)− F (c′rect, s
′
rect)

⃓⃓
≤ exp(1/2)

⃓⃓⃓⃓
crect
srect

− c′rect
s′rect

⃓⃓⃓⃓
for all real numerators and positive denominators.

For the rectangle points with

crect, c
′
rect ∈ [c−, c+], srect, s

′
rect ∈ {s−, s+},

we have

|crect − c′rect| ≤ 2bC , |c′rect| ≤ | ˆ︁Cn|+ bC , |srect − s′rect| ≤ 2bS .

Inserting the cross quotient with numerator c′rect and denominator srect yields⃓⃓⃓⃓
crect
srect

− c′rect
s′rect

⃓⃓⃓⃓
≤ |crect − c′rect|

srect
+

|c′rect||srect − s′rect|
srects′rect

≤ 2bC
s0

+
2bS(| ˆ︁Cn|+ bC)

s20
.

It follows that every pairing of an upper-numerator corner and a lower-numerator corner
satisfies the same difference bound. Choosing the corners attaining the maximum R and
minimum L, including either choice in a tie, gives

R− L ≤ LsensbC + HsensbS(| ˆ︁Cn|+ bC).

By Lemma 4, the literal rational output has additional length at most 2/n. Hence, point-
wise, ⃓⃓⃓

Iupn,E,N(α, β)(O, U)
⃓⃓⃓
≤ LsensbC + HsensbS(| ˆ︁Cn|+ bC) +

2

n
.

5. For P ∈ Mr(α, β), integrate the pointwise bound. The ranks and radii are fixed before
sampling, and the numerator estimate is integrable. Therefore

EP,n

⃓⃓⃓
Iupn,E,N(α, β)(O, U)

⃓⃓⃓
≤ LsensbC + HsensbS{EP,n| ˆ︁Cn|+ bC}+

2

n

≤ LsensbC + HsensbS{exp(1/2)r + 2bC}+
2

n
≤ K0dn(α, β; r).

The last inequality is the deterministic calibration established above.
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6. To establish honesty, take any P ∈ M(α, β). The numerator bias and variance bounds
have already been established. For the denominator, the conditional probabilities defined
above satisfy

p10(P, x) = e(P, x){1− µ1(P, x)}, p01(P, x) = {1− e(P, x)}µ0(P, x).

All their factors lie in [0, 1]. Adding and subtracting the product with the first factor
evaluated at x and the second at z gives

|p10(P, x)− p10(P, z)| ≤ |e(P, x)− e(P, z)|+ |µ1(P, x)− µ1(P, z)|
≤ |x− z|β,

|p01(P, x)− p01(P, z)| ≤ |e(P, x)− e(P, z)|+ |µ0(P, x)− µ0(P, z)|
≤ |x− z|β.

Thus both continuous functions have Hölder seminorm at exponent β bounded by one.

The denominator marks A(1 − Y ) and (1 − A)Y have conditional means p10(P, ·) and
p01(P, ·). The expectation and residual identities in Lemma 2 therefore give

EP,n
ˆ︁Sn − S(P ) = −⟨p10(P, ·)−ΠkSp10(P, ·), p01(P, ·)−ΠkSp01(P, ·)⟩L2(λ) .

Cauchy–Schwarz and the cited approximation bound imply

|EP,n
ˆ︁Sn − S(P )| ≤ ∥p10(P, ·)−ΠkSp10(P, ·)∥2∥p01(P, ·)−ΠkSp01(P, ·)∥2

≤ 25k−2β
S .

The variance bound in the same cited statement applies to these bounded marks:

VarP,n(ˆ︁Sn) ≤ 4

n
+

2kS
n(n− 1)

≤ Vn(kS).

Together, the four coordinate moment bounds are

|EP,n
ˆ︁Cn − C(P )| ≤ 8k−s

C , |EP,n
ˆ︁Sn − S(P )| ≤ 25k−2β

S ,

VarP,n( ˆ︁Cn) ≤ Vn(kC), VarP,n(ˆ︁Sn) ≤ Vn(kS).

7. Define the coordinate failure events by

BC = {(O, U) : | ˆ︁Cn − C(P )| > bC},

BS = {(O, U) : |ˆ︁Sn − S(P )| > bS}.

The triangle inequality and the bias bounds imply

BC ⊆
{︂
| ˆ︁Cn − EP,n

ˆ︁Cn| ≥
√︁

20Vn(kC)
}︂
,

BS ⊆
{︂
|ˆ︁Sn − EP,n

ˆ︁Sn| ≥√︁20Vn(kS)
}︂
.

Both variance radii are strictly positive. Integrating each squared centered coordinate over
its displayed event gives

20Vn(kC)PP,n

{︂
| ˆ︁Cn − EP,n

ˆ︁Cn| ≥
√︁

20Vn(kC)
}︂
≤ VarP,n( ˆ︁Cn),

20Vn(kS)PP,n

{︂
|ˆ︁Sn − EP,n

ˆ︁Sn| ≥√︁20Vn(kS)
}︂
≤ VarP,n(ˆ︁Sn).
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Consequently,

PP,n(BC) ≤
1

20
, PP,n(BS) ≤

1

20
, PP,n(BC ∪ BS) ≤

1

10
.

Outside their union,

C(P ) ∈ [c−, c+], ˆ︁Sn − bS ≤ S(P ) ≤ ˆ︁Sn + bS .

We have already shown s0 ≤ S(P ) ≤ 1. Clipping is nondecreasing and fixes every point of
[s0, 1], so

s− ≤ S(P ) ≤ s+.

For a fixed positive denominator, F is nondecreasing in its numerator. For a fixed real
numerator crect, its behavior as the positive denominator varies follows from⎧⎪⎨⎪⎩

crect
s+

≤ crect
srect

≤ crect
s−

, crect ≥ 0,

crect
s−

≤ crect
srect

≤ crect
s+

, crect < 0,
srect ∈ [s−, s+].

The clipping and logarithm preserve these inequalities. Applying them first to c−, then to
c+, and using numerator monotonicity yields

L ≤ F (c−, S(P )) ≤ F (C(P ), S(P ))

≤ F (c+, S(P )) ≤ R.

By Lemma 1 and the effect envelope,

1 +
C(P )

S(P )
= exp(θ(P )) ∈ [exp(−1/2), exp(1/2)], F (C(P ), S(P )) = θ(P ).

Thus θ(P ) ∈ [L,R] outside BC ∪ BS . The containment supplied by Lemma 4 gives

[L,R] ⊆ Iupn,E,N(α, β)(O, U)

on every sample. Hence

1 ≤ PP,n

{︂
θ(P ) ∈ Iupn,E,N(α, β)(O, U)

}︂
+ PP,n(BC ∪ BS)

≤ PP,n

{︂
θ(P ) ∈ Iupn,E,N(α, β)(O, U)

}︂
+

1

10
.

The coverage probability is therefore at least 9/10. The Borel output property from the
same cited statement gives measurable coverage events and interval length. Since P was
arbitrary in the ambient model, this proves

Iupn,E,N(α, β) ∈ An(α, β).

8. Now let n ≥ 1. If n = 1, the first branch of Algorithm 2 returns

Iup1,E,N(α, β)(O, U) = [−1/2, 1/2]

125



at every input. The effect envelope gives coverage one, and its length is one. For every
r ∈ [0, 1/2],

d1(α, β; r) = 1 + r, EP,1

⃓⃓⃓
Iup1,E,N(α, β)(O, U)

⃓⃓⃓
= 1 ≤ K0(1 + r).

If n ̸= 1, the integer assumption n ≥ 1 implies n ≥ 2, and the honesty and expected-length
bounds established above apply. Thus the same positive constant K0 gives both assertions
for every admissible engine, policy, exponent pair, sample size, radius, and law in the
theorem.

9. Finally, every branch of the literal output construction either takes a nonempty intersection
of a rational endpoint box with the full effect box or returns the full effect box. Each
resulting box has ordered rational endpoints and is contained in [−1/2, 1/2]; the output
includes both endpoints. Consequently, for every sample and seed there exist l, u ∈ Q such
that

Iupn,E,N(α, β)(O, U) = [l, u], −1

2
≤ l ≤ u ≤ 1

2
.

For n = 1, the full-box branch gives the asserted equality with [−1/2, 1/2] at every sample
and seed.

Proof of Theorem 3. 1. Fix the joint calibration constants ε,M supplied by Lemma 7, and
use the corresponding positive constants κ,Cmix from Lemma 8. Define

Lmix =
⌈︁
max{1, κ−1, 100Cmixε

4}
⌉︁
, dceil = (Lmix + 1)−1/2.

These are finite absolute constants, and the ceiling gives

Lmix ≥ 1,
1

Lmix
≤ κ,

Cmixε
4

Lmix
≤ 1

100
, dceil > 0.

For the argument below, write the worst expected length of an admissible procedure as

Wn(α, β; r, I) = sup
P∈Mr(α,β)

EP⊗n⊗λ|I(O, U)|.

We work throughout with (α, β) ∈ D, n ≥ 1, r ∈ [0, 1/2], and I ∈ An(α, β), unless a
narrower range is specified.

2. We first establish the rank estimates used in both mixture constructions. For every real
γrank ∈ (0, 1/2], define

klow(γrank, n) =
⌈︂
Lmixn

2/(2γrank+1)
⌉︂
.

Since n2/(2γrank+1) ≥ 1, the ceiling inequalities yield

1 ≤ klow(γrank, n), Lmixn
2/(2γrank+1) ≤ klow(γrank, n) ≤ (Lmix + 1)n2/(2γrank+1).

The exponent 2/(2γrank + 1) is at least one, so

Lmixn ≤ Lmixn
2/(2γrank+1) ≤ klow(γrank, n),

n

klow(γrank, n)
≤ 1

Lmix
.
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Moreover, L2γrank+1
mix ≥ Lmix. Raising the lower rank bound to the positive power 2γrank+1

therefore gives
klow(γrank, n)

2γrank+1 ≥ L2γrank+1
mix n2 ≥ Lmixn

2,

and hence

n2klow(γrank, n)
−(2γrank+1) ≤ 1

Lmix
.

Finally, raising the upper rank bound to the negative power −γrank, and using γrank ≤ 1/2,
gives

klow(γrank, n)
−γrank ≥ (Lmix + 1)−γrankn−2γrank/(2γrank+1)

≥ dceil n
−2γrank/(2γrank+1).

All these estimates include n = 1.

3. Suppose first that α+ β ≤ 1/2. Define the mixed rank and amplitudes by

kmixed = klow(α+ β, n), η = εk−α
mixed, ζ = εk−β

mixed.

The domain conditions imply 0 < α+ β ≤ 1/2 and α, β > 0. Since kmixed ≥ 1,

0 < η ≤ ε, 0 < ζ ≤ ε, ηζ = ε2k
−(α+β)
mixed .

The rank estimates and the calibration of Lmix give

n

kmixed
≤ κ

and, by the laws of real powers,

Cmix
n2

kmixed
η2ζ2 = Cmixε

4n2k
−(2α+2β+1)
mixed

≤ Cmixε
4

Lmix
≤ 1

100
.

Thus Lemma 8, applied to the mixed priors of Definition 18, supplies

H2(Q0, Q1) ≤
1

100
.

We give the testing-to-length argument needed here and for the fair priors. Let Qeval

and Qalt be uniform finite mixtures of original-record sample laws. More precisely, for
ιprior ∈ {eval, alt}, take an integer kιprior ≥ 0, define

Σιprior = {−1, 1}kιprior+1, Qιprior =
1

|Σιprior |
∑︂

σ∈Σιprior

P⊗n
ιprior,σ

,

and suppose that their constituents have common effects

θ(Peval,σ) = teval, θ(Palt,σ) = talt.

Assume that every evaluation constituent belongs to Mr(α, β), every alternative con-
stituent belongs to M(α, β), and all constituents have uniform covariate law.
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Let τlab be the uniform probability law on the four binary label pairs, and define the
original-record reference and mixture densities by

τlab =
1

4

∑︂
(alab,ylab)∈{0,1}2

δ(alab,ylab), Rsample = (λ⊗ τlab)
⊗n, qιprior =

dQιprior

dRsample
.

These densities are nonnegative and integrate to one. With total variation defined by

TV(Qeval, Qalt) =
1

2

∫︂
|qeval − qalt| dRsample,

the squared Hellinger distance satisfies

H2(Qeval, Qalt) =

∫︂
(
√
qeval −

√
qalt)

2 dRsample = 2− 2

∫︂
√
qevalqalt dRsample.

Cauchy–Schwarz gives∫︂
√
qevalqalt dRsample ≤ 1,

∫︂
(
√
qeval +

√
qalt)

2 dRsample ≤ 4.

Factoring the density difference and applying Cauchy–Schwarz again yields

TV(Qeval, Qalt) ≤
1

2

√︁
H2(Qeval, Qalt)

[︃∫︂
(
√
qeval +

√
qalt)

2 dRsample

]︃1/2
≤
√︁

H2(Qeval, Qalt).

The product densities with respect to Rsample ⊗ λ are the same densities, independent of
the seed. Integrating over that seed proves

TV(Qeval ⊗ λ,Qalt ⊗ λ) = TV(Qeval, Qalt).

Consequently, a squared Hellinger bound of 1/100 gives total variation at most 1/10 for
the sample-and-seed experiments.

Define the measurable coverage events

Eeval = {(O, U) : teval ∈ I(O, U)}, Ealt = {(O, U) : talt ∈ I(O, U)}.

Global honesty and finite averaging imply

(Qeval ⊗ λ)(Eeval) ≥
9

10
, (Qalt ⊗ λ)(Ealt) ≥

9

10
.

Transferring the second event by total variation, then using that a union has probability
at most one, gives

(Qeval ⊗ λ)(Eeval ∩ Ealt) ≥
9

10
+

(︃
9

10
− 1

10

)︃
− 1 =

7

10
.

Connectedness of the returned interval gives the pointwise inequality

|I(O, U)| ≥ |talt − teval|1Eeval∩Ealt(O, U).
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Integration and finite averaging therefore show

7

10
|talt − teval| ≤ EQeval⊗λ|I(O, U)|

=
1

|Σeval|
∑︂

σ∈Σeval

EP⊗n
eval,σ⊗λ|I(O, U)|

≤ Wn(α, β; r, I).

The procedure’s measurability and bounded interval length justify these integrals. This
argument includes independently randomized procedures.

For the mixed priors, Lemma 7 supplies model membership and the effects

θ(P0,σ) = 0, θ(P1,σ) = 32ηζ.

The null constituents belong to every evaluation slice because r ≥ 0. Applying the pre-
ceding reduction with Q0 as evaluation prior gives

Wn(α, β; r, I) ≥
7

10
32ηζ ≥ 7

10
32ε2dceil n

−2(α+β)/(2α+2β+1).

Since the denominator is positive,

2(α+ β)

2α+ 2β + 1
≤ 1

2
⇐⇒ α+ β ≤ 1

2
.

Thus, defining

cmix =
7

10
32ε2dceil > 0,

we have proved
cmixn

−a(α,β) ≤ Wn(α, β; r, I) (α+ β ≤ 1/2).

4. For the radius-dependent lower bound, suppose r > 0 and define

kfair = klow(2β, n), δ = εk−β
fair, tfair =

r

2
.

Here 0 < 2β < 1/2, 0 < δ ≤ ε ≤ 1/100, and tfair ∈ (0, 1/4]. The rank estimates imply

n

kfair
≤ κ, Cmix

n2

kfair
δ4 = Cmixε

4n2k
−(4β+1)
fair ≤ 1

100
.

By Lemma 8,

H2
(︂
Qtfair , P

⊗n
∗,tfair,δ

)︂
≤ 1

100
.

The fair support assertion in Lemma 7 supplies model membership and

θ(Ptfair,σ) = tfair, θ(P∗,tfair,δ) = T(tfair, δ).

The random constituents belong to the evaluation slice because 0 < tfair ≤ r. The com-
parator can be regarded as a constant finite prior: averaging identical copies leaves its
sample law unchanged. By Lemma 6,

tfair
2

≤ T(tfair, δ) ≤ tfair, tfair − T(tfair, δ) ≥ 3tfairδ
2.
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Using the random fair prior as evaluation prior in the testing reduction, and then the rank
separation estimate at γrank = 2β, we obtain

Wn(α, β; r, I) ≥
7

10

[︁
tfair − T(tfair, δ)

]︁
≥ 7

10

3

2
rε2k−2β

fair

≥ 7

10

3

2
ε2dceil rn

−4β/(4β+1).

Define

cradius =
7

10

3

2
ε2dceil > 0.

We have therefore proved

cradiusrn
−b(β) ≤ Wn(α, β; r, I) (0 < r ≤ 1/2).

5. Choose the positive finite absolute upper constant supplied by Theorem 2, and set

C = K0.

For every admissible engine and naming policy, that result supplies

Iupn,E,N(α, β) ∈ An(α, β),

together with

EP⊗n⊗λ

⃓⃓⃓
Iupn,E,N(α, β)(O, U)

⃓⃓⃓
≤ Cρn(α, β; r) (P ∈ Mr(α, β)).

Here the identification of the diagnostic envelope with ρn is Definition 19. Taking the
supremum over the slice and using the infimum definition in Definition 8 gives

Jn(α, β; r) ≤ Wn

(︂
α, β; r, Iupn,E,N(α, β)

)︂
≤ Cρn(α, β; r).

The slice is nonempty: the law
Pnull = λ⊗ τlab

has

e(Pnull, x) = µ0(Pnull, x) = µ1(Pnull, x) =
1

2
, g(Pnull, x) = ν(Pnull, x) = θ(Pnull) = 0,

and hence satisfies the model conditions and belongs to every slice with r ≥ 0.

The upper result also supplies Borel measurability, global 90% coverage, and the ordered
rational closed output in the effect envelope. The construction in Algorithm 2 depends on
the fixed engine, public inputs, selected names, and original records, and therefore satisfies

Iupn,E,N(α, β)(O, U) = Iupn,E,N(α, β)(O).

Its input list makes it radius independent. For n ≥ 2, Lemma 4 supplies successful ter-
mination within the two prescribed budgets and finite rational evaluation. For n = 1, the
construction returns [−1/2, 1/2] directly.
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6. Define the common lower constants by

cnumerator = min{cmix, 3/16}, c =
1

2
min{cnumerator, cradius}.

Both constants are strictly positive. If α+ β ≤ 1/2, the mixed bound gives

cnumeratorn
−a(α,β) ≤ cmixn

−a(α,β) ≤ Wn(α, β; r, I).

If α+ β > 1/2, positivity of 2α+ 2β + 1 gives

1

2
≤ 2(α+ β)

2α+ 2β + 1
, a(α, β) =

1

2
.

By Lemma 9 and the infimum definition of Jn,

cnumeratorn
−a(α,β) ≤ 3

16
n−1/2 ≤ Jn(α, β; r) ≤ Wn(α, β; r, I).

This proves the numerator bound throughout D, with equality α + β = 1/2 included in
the first case.

For the radius bound, r > 0 is covered above. At r = 0, nonnegativity of interval length
gives

cradius 0n
−b(β) = 0 ≤ Wn(α, β; 0, I).

Thus
cradiusrn

−b(β) ≤ Wn(α, β; r, I) (0 ≤ r ≤ 1/2).

Each summand of ρn is nonnegative. Reducing both coefficients to their minimum and
adding the two lower inequalities yields

cρn(α, β; r) =
min{cnumerator, cradius}

2

[︂
n−a(α,β) + rn−b(β)

]︂
≤ 1

2
[Wn(α, β; r, I) +Wn(α, β; r, I)]

= Wn(α, β; r, I).

This is the asserted converse for every honest procedure, including independently random-
ized procedures.

7. The honest class is nonempty: the constant procedure returning [−1/2, 1/2] is Borel and
covers every ambient-model effect by Assumption 3. Its length is one, while all procedure
objectives are nonnegative. Taking the infimum of the preceding all-procedure lower bound
is therefore legitimate and gives

cρn(α, β; r) ≤ Jn(α, β; r).

Combining this with the upper comparison proves

cρn(α, β; r) ≤ Jn(α, β; r) ≤ Wn

(︂
α, β; r, Iupn,E,N(α, β)

)︂
≤ Cρn(α, β; r).
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For the upper procedure, seed independence implies, for every law P ,

EP⊗n⊗λ

⃓⃓⃓
Iupn,E,N(α, β)(O, U)

⃓⃓⃓
= EP⊗n

⃓⃓⃓
Iupn,E,N(α, β)(O)

⃓⃓⃓
,

which gives the displayed comparison in the statement. The constants were chosen inde-
pendently of the engine and naming policy.

By Lemma 3, E0 is admissible, and Lemma 4 supplies admissibility of N0. Specializing the
universal comparison and operational properties to this pair gives

I⋆n = Iupn,E0,N0
, c⋆ = c, C⋆ = C, n0 = 1.

8. Let K ⊆ D be nonempty and compact. The constant functions with values c and 1 have
singleton images on K, so

inf
(α,β)∈K

c = c > 0, sup
(α,β)∈K

1 = 1.

The constant upper bound gives

sup
(α,β)∈K

C ≤ C <∞.

These are the required compact-uniform conditions for the same constants and threshold.

9. It remains to establish the exponent identities. The domain conditions give

α > 0, 2α+ 2β + 1 > 0, 4β + 1 > 0.

As already verified by comparison of the two entries of the minimum,

a(α, β) =
2(α+ β)

2α+ 2β + 1
if α+ β ≤ 1

2
, a(α, β) =

1

2
if α+ β ≥ 1

2
.

In the first range, subtraction over the positive common denominator gives

a(α, β)− b(β) =
2(α+ β)(4β + 1)− 4β(2α+ 2β + 1)

(2α+ 2β + 1)(4β + 1)

=
2(α− β)

(2α+ 2β + 1)(4β + 1)
.

In the second range,

a(α, β)− b(β) =
1

2
− 4β

4β + 1
=

1− 4β

2(4β + 1)
.

If α+β ≤ 1/2, positivity follows from α > β and the positive denominators. If α+β > 1/2,
it follows from β < 1/4 and the positive denominator. Thus

a(α, β)− b(β) > 0 ((α, β) ∈ D).

At α+ β = 1/2, both branch identities apply to the same difference, and consequently

2(α− β)

(2α+ 2β + 1)(4β + 1)
= a(α, β)− b(β) =

1− 4β

2(4β + 1)
.

This establishes agreement at the boundary and completes the proof.
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Proof of Theorem 4. 1. Choose the absolute constants c, C supplied by Theorem 3, so that
c > 0 and C > 0. For every admissible engine E, admissible naming policy N, exponent
pair (α, β) ∈ D, and integer n ≥ 1, that result applies to the literal construction

I⋆n,E,N(α, β) = Iupn,E,N(α, β).

It supplies membership in An(α, β), Borel measurability, and termination on every valid
named input within the prescribed budgets. The inputs are the fixed engine, the public
exponents and their selected names, and the original observed records and their selected
covariate names, as specified in Algorithms 1 and 2. For every sample and seed, the
returned interval has the form

[l, u], l, u ∈ Q, −1

2
≤ l ≤ u ≤ 1

2
.

For every r ∈ [0, 1/2], the same result gives

cρn(α, β; r) ≤ Jn(α, β; r) ≤ sup
P∈Mr(α,β)

EP⊗n⊗λ

[︂⃓⃓⃓
Iupn,E,N(α, β)(O, U)

⃓⃓⃓]︂
≤ Cρn(α, β; r),

where λ is the uniform law of the independent seed U . The construction uses the same
inputs for every evaluation radius.

Retain the choices

c⋆(α, β) = c, C⋆(α, β) = C, n0(α, β) = 1.

The compact-uniform conclusion of Theorem 3 states that, for every nonempty compact
K ⊂ D,

0 < inf
(α,β)∈K

c⋆(α, β), sup
(α,β)∈K

C⋆(α, β) <∞, sup
(α,β)∈K

n0(α, β) = 1.

Its exponent conclusions give, throughout D,

a(α, β)− b(β) > 0,

a(α, β)− b(β) =

⎧⎪⎪⎨⎪⎪⎩
2(α− β)

(2α+ 2β + 1)(4β + 1)
, α+ β ≤ 1/2,

1− 4β

2(4β + 1)
, α+ β ≥ 1/2,

and, when α+ β = 1/2,

2(α− β)

(2α+ 2β + 1)(4β + 1)
=

1− 4β

2(4β + 1)
.

Finally, its procedure-wise converse supplies, for every (α, β) ∈ D, r ∈ [0, 1/2], n ≥ 1, and
I ∈ An(α, β),

cρn(α, β; r) ≤ sup
P∈Mr(α,β)

EP⊗n⊗λ

[︁
|I(O, U)|

]︁
,

including procedures using independent randomization.
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2. By Lemma 3, the concrete engine E0 is admissible. By the first assertion of Lemma 4, the
dyadic-floor naming policy N0 is admissible. Specialize the universal conclusion above to
this pair. The resulting procedure is exactly

I⋆n(α, β) = Iupn,E0,N0
(α, β),

as defined in Definition 19. Hence, for every (α, β) ∈ D and n ≥ 1,

I⋆n(α, β) ∈ An(α, β),

and every sample and seed produces a closed interval with ordered rational endpoints in
[−1/2, 1/2]. For every r ∈ [0, 1/2],

cρn(α, β; r) ≤ Jn(α, β; r) ≤ sup
P∈Mr(α,β)

EP⊗n⊗λ

[︁
|I⋆n(α, β)(O, U)|

]︁
≤ Cρn(α, β; r).

This specialization preserves the constants chosen above and completes the concrete at-
tainment assertion together with the universal assertions.
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