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Abstract

We characterize minimax squared-error precision for a population-weighted treatment
contrast with binary treatment and outcomes and finite discrete covariates. The experiment
supplies independent samples from a common population: n ≥ 1 complete records contain-
ing outcomes, treatment, and covariates, and m ≥ 0 auxiliary treatment–covariate records.
Covariates have d ≥ 2 categories, and treatment propensities in occupied cells lie in [ϵ, 1− ϵ],
where ϵ ∈ (0, 1/4] is a public overlap floor. Over arbitrary covariate probabilities and cellwise
outcome means, the minimax risk is

≍ min

{︄
1,

1

nϵ
+

[︃
d

(n+m)ϵ log(exp(1) + nϵ)

]︃2}︄
,

with numerical comparison constants independent of all four indices. A deterministic esti-
mator on the original records attains this order with proof-oriented tuning and numerical
constants, and a matching lower bound applies to all Borel randomized rules on those records.
The comparison yields exact sequence criteria for consistency, for joint consistency and rare-
label benchmark attainment, and for a vanishing risk ratio relative to complete records
alone. At fixed complete-record size, alphabet size, and overlap floor, increasing auxiliary
information converges to the exact-marginal minimax benchmark. Under potential-outcome
consistency and conditional treatment exchangeability, the contrast equals the population
average treatment effect.

1 Introduction

This paper establishes a uniform minimax precision frontier for estimating a population-
weighted treatment contrast when outcome information and treatment–covariate information
arrive through separate sampling channels. The model has binary treatment and outcomes
and a finite covariate alphabet. Its unknown population law permits arbitrary covariate
probabilities and unrestricted cellwise outcome means, subject to a public treatment-overlap
restriction in every occupied covariate cell. The resulting risk characterization describes jointly
how the complete-record budget, the auxiliary-record budget, the alphabet size, and a possibly
diminishing overlap floor determine attainable precision.

The experiment contains n ≥ 1, the number of complete outcome–treatment–covariate
records, and m ≥ 0, the number of independent auxiliary treatment–covariate records, sam-
pled from the same population. The covariate alphabet has size d ≥ 2, and ϵ ∈ (0, 1/4], the
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public overlap floor, bounds occupied-cell treatment propensities away from zero and one. Thus
all n + m records carry information about population treatment–covariate frequencies, while
the complete sample also carries outcomes. Conditional overlap accommodates arbitrarily small
population covariate cells, making the distinction between these information budgets consequen-
tial when many cells are sparsely represented.

For this experiment, Theorem 1 establishes that R(n,m, d, ϵ), the minimax squared-error
risk, satisfies

R(n,m, d, ϵ) ≍ min

{︄
1,

1

nϵ
+

[︃
d

(n+m)ϵ log(exp(1) + nϵ)

]︃2}︄
.

The comparison constants are numerical and independent of every public index throughout the
stated domain. The target is the population-covariate-weighted difference between the two con-
ditional outcome means, defined in Definition 5. Every observable model law admits a compatible
potential-outcome extension satisfying consistency and conditional treatment exchangeability,
and the target equals the population average treatment effect under every such extension, by
Lemma 1.

The two terms identify distinct sources of statistical difficulty. The inverse scale 1/(nϵ)
reflects information about rare-arm outcomes in the complete sample. The many-cell term re-
flects learning the unknown treatment–covariate distribution using both channels. A common-
marginal testing construction in Theorem 2 establishes a capped inverse-nϵ risk floor for every
auxiliary budget, including the experiment supplied with the exact population marginal. The
deterministic construction in Algorithm 1 attains the full frontier through independent obser-
vation pools, pilot localization, reciprocal-polynomial correction, clipping, and finite averaging
over ordered prefixes. Its proof-oriented tuning establishes the statistical order uniformly over
the model and public indices with comparison constants that absorb the zero-output threshold;
Section 5 explains the mechanism.

The frontier also gives exact resource characterizations for arbitrary experiment sequences.
Writing Sk = nkϵk for rare-arm outcome information, Nk = nk + mk for the total marginal-
information budget, and ℓk = log(exp(1) + Sk) for the regularized logarithmic scale, Theorem 4
shows that consistency is equivalent to

Sk −→ ∞, dk = o(Nkϵkℓk).

Joint consistency and attainment of rare-label benchmark order are equivalent to

Sk −→ ∞, dk = O

(︃
Nkϵkℓk√

Sk

)︃
.

The same result characterizes a vanishing risk ratio relative to complete records alone, accounting
for both supervised saturation and supervised risks that already vanish. These criteria quantify
the marginal expansion needed to reach a precision order governed by complete-record outcomes.
At fixed n, d, ϵ, Proposition 1 further establishes convergence of the minimax risk itself to the
exact-marginal risk as m→ ∞, with an explicit finite-sample comparison.

The closest supervised analysis is Zeng et al. [2026, model (3), Theorems 1–2], and the
matching fixed-interior supervised characterization is credited to CausalSmith [2026b, Theorem
thm:sharp-minimax-fixed-interior]. The fixed-overlap two-channel frontier is established
by CausalSmith [2026a, Theorem 4]. Relative to these comparisons, the present result charac-
terizes the joint dependence on unequal information budgets and a possibly diminishing public
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overlap floor through constants uniform over all four indices. Reciprocal approximation in off-
policy evaluation provides a methodological antecedent [Ma et al., 2022, Section 3.3, Theorems
5–6]. Semi-supervised treatment-effect inference supplies complementary efficiency results un-
der nuisance-estimation conditions [Chakrabortty and Dai, 2024, Theorem 2.1 and Corollary
2.1], while the allocation results of Nwankwo et al. [2025, Theorems 4.2 and 5.1 of the arXiv
manuscript] address annotation design under their adaptive sampling regime. Here the precision
comparison concerns passive independent acquisition from a common population.

The results hold under the stated model and sampling assumptions.
The paper proceeds from related work to the experiment, target, and causal interpretation,

followed by the uniform minimax comparison and benchmark recovery. It then explains the
attaining estimator and develops the consistency and auxiliary-information resource characteri-
zations before discussing their interpretation and limitations. The appendices present the causal
and benchmark arguments, estimator risk bounds, testing and approximation lower bounds, re-
source derivations and verification note, and proofs of the main results.

2 Related work

The closest supervised comparison is the unrestricted discrete model of Zeng et al. [2026, model
(3), Theorems 1–2]. For a fixed overlap floor, their conventional estimators have squared-error
scale n−1+d2/n2, while their converse has scale n−1+d2/(n2 log2 n) in its stated many-cell range,
with floor-dependent constants. The public CausalSmith working paper CausalSmith [2026b,
Theorem thm:sharp-minimax-fixed-interior] closes that gap: for each fixed 0 < ϵ < 1/2,
there are aϵ, ρϵ, Cϵ > 0 and Nϵ < ∞ such that, whenever n ≥ Nϵ and d ≤ ρϵn logn, the
supervised minimax risk is bounded above and below by floor-dependent multiples of

n−1 +
d2

n2 log2 n
.

Our comparison in Theorem 1 treats the complete-record budget, auxiliary-record budget, al-
phabet size, and public overlap floor jointly, with numerical comparison constants independent of
all four indices over their stated domains. This uniformity makes the dependence on diminishing
overlap part of the risk characterization itself.

The nearest two-channel result is Theorem 4 of CausalSmith working paper CSWP-2026-022
[CausalSmith, 2026a]. At each fixed overlap floor it gives, with constants allowed to depend on
that floor,

min

{︃
1,

1

n
+

d2

(n+m)2[log(exp(1)n)]2

}︃
as the risk order for the complete-plus-auxiliary experiment. The present passive two-channel
experiment likewise combines complete records with independent records containing treatment
and covariate information, under Assumption 2. Within the overlap class in Definition 4, the two
budgets may be unequal: complete records supply outcome information, while both channels
supply information about the treatment–covariate distribution. The overlap-uniform compari-
son in Theorem 1, together with the rare-label benchmark in Theorem 2, gives these information
sources separate roles with numerical constants uniform in the possibly diminishing floor. The
benchmark specializations are collected in Proposition 1. Their sequence implications in The-
orem 4 characterize minimax consistency, attainment of the rare-label benchmark order, and
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strict relative improvement from auxiliary records as the budgets, alphabet size, and overlap
floor vary together.

Reciprocal-polynomial approximation has an important antecedent in Ma et al. [2022, Sec-
tion 3.3, Theorems 5–6]. They study off-policy evaluation with supplied target-policy weights
and partial knowledge of the behavior policy through a global lower bound on action probabili-
ties. Their Chebyshev construction and approximation-based lower bound provide methodolog-
ical precedents for estimating weighted outcome functionals with uncertain denominators. The
upper-bound result uses a Poisson sampling model and a delocalization condition on the target
policy, while the lower bound imposes its stated exploration-probability regime. Here the target
uses unknown population covariate weights, and the overlap restriction controls treatment prob-
abilities conditional on an occupied covariate cell. Consequently, small population cells remain
admissible under fixed conditional overlap. The estimator in Algorithm 1 adapts reciprocal ap-
proximation to these unknown weights and to the distinct outcome and marginal-information
budgets.

The passive experiment also belongs alongside semi-supervised treatment-effect inference.
Chakrabortty and Dai [2024, Theorem 2.1 and Corollary 2.1] study labeled and outcome-
unlabeled samples and obtain robustness and efficiency results under their nuisance-estimation
conditions. Zhang et al. [2023, Theorems 3.7, 3.13, and 5.1] analyze missing-at-random labeling
with decaying labeling probabilities, making the observation mechanism central to the available
information. A complementary design question is addressed by Nwankwo et al. [2025, Theorems
4.2 and 5.1 of the arXiv manuscript]: their annotation-allocation result optimizes asymptotic
variance, and their feasible procedure uses batch adaptation and cross-fitting. Those conclusions
operate under their proportional budget and batch regime, causal identification and missing-at-
random conditions, treatment and annotation positivity, and the stipulated moment, nuisance-
consistency, marginal and product convergence-rate, function-class, and cross-batch dependence
conditions. In our experiment, independent sampling from a common population fixes how
records enter each channel. The squared-error comparison therefore characterizes the value of
auxiliary records under passive acquisition, with treatment overlap and the two sample sizes
specified as public experiment indices.

More broadly, limited-overlap precision and inference motivate attention to the informa-
tion carried by rare treatment observations [Rothe, 2017, Armstrong and Kolesár, 2021, Ma
and Wang, 2020]. Discrete functional estimation supplies complementary tools for aggregate
targets when many cells have small counts, particularly polynomial approximation and mo-
ment matching [Jiao et al., 2015, Wu and Yang, 2016]. These strands meet in the paper’s
minimax squared-error question: how treatment overlap and the separate budgets for outcome
and treatment–covariate information jointly determine the precision of a population-weighted
treatment contrast.

3 Experiment, target, and causal interpretation

Throughout, logarithms are natural, norms of finite vectors are Euclidean, and numerical com-
parison constants are independent of the public experiment indices unless stated otherwise. The
relations ≲ and ≍ denote inequalities and two-sided comparisons up to such constants. The
public indices are the complete-record sample size n≥ 1, the auxiliary sample size m≥ 0, the
covariate alphabet size d≥ 2, and the overlap floor ϵ∈ (0, 1/4]. The covariate index j ranges
from 1 to d, and the treatment index a ranges over {0, 1}.
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The two information budgets concern different parts of the same population distribution. A
complete record contains the covariate coordinate X, binary treatment A, and binary observed
outcome Y ; its probability law is P . We use the covariate probabilities pj(P ), treatment–
covariate probabilities saj(P ), success-marked probabilities qaj(P ), treatment propensities ej(P ),
outcome regressions µaj(P ), and treatment–covariate marginal PXA.

Explicitly, for a ∈ {0, 1} and j ∈ {1, . . . , d},

pj(P ) =
∑︂

a′∈{0,1}

∑︂
y∈{0,1}

P (X = j, A = a′, Y = y),

saj(P ) =
∑︂

y∈{0,1}

P (X = j, A = a, Y = y),

qaj(P ) = P (X = j, A = a, Y = 1),

µaj(P ) =

{︄
qaj(P )/saj(P ), saj(P ) > 0,

0, saj(P ) = 0.

Thus saj(P ) = P (X = j, A = a), while the zero convention makes every outcome regression
total and leaves the target unchanged on null arm–cells.

These quantities distinguish conditional treatment overlap from population cell size. The
propensity and marginal definitions used throughout are recorded explicitly below.

Definition 1. [synth_2] (Cell-specific treatment propensity) For a probability law P of
(X,A, Y ) on {1, . . . , d}× {0, 1}2, let pj(P ) = P (X = j). Define the treatment propensity in cell
j by

ej(P ) =

⎧⎪⎨⎪⎩
PrP (A = 1 | X = j) =

P (X = j, A = 1)

pj(P )
, pj(P ) > 0,

1

2
, pj(P ) = 0.

Assumption 1. [ass:overlap] (Public overlap restriction) For every j with pj(P ) > 0,

ej(P ) ∈ [ϵ, 1 − ϵ].

We impose a public restriction on treatment assignment within every occupied covariate cell.

Definition 2. [synth_1] (Covariate and treatment marginal) The treatment–covariate marginal
PXA is the probability law obtained from P , the probability law of complete records (X,A, Y ),
by the projection (X,A, Y ) ↦→ (X,A). Here X takes values in a finite alphabet of size d, for a
nonnegative integer d, and A, Y ∈ {0, 1}. Its cell-probability table is

PXA(j, a) =
∑︂

y∈{0,1}

P (X = j, A = a, Y = y),

for each covariate value j and treatment value a ∈ {0, 1}.

The standard strong conditional overlap condition gives each treatment arm positive condi-
tional probability in every occupied cell [Zeng et al., 2026, model (3)]; propensity adjustment
traces to inverse-probability weighting [Horvitz and Thompson, 1952, Hirano et al., 2003]. Its
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public floor may vary across experiments, allowing treatment overlap to diminish along an ex-
periment sequence. Covariate probabilities may be arbitrarily small, so the restriction accommo-
dates populations with many sparsely represented cells. The null-cell convention in Definition 1
supplies a value for the propensity wherever the cell has zero population weight.

Sampling supplies complete records and auxiliary records independently from this popula-
tion. Write L for the ordered complete sample, V for the ordered auxiliary sample, and D for
their observed pair.

An independent seed U permits randomized estimation rules on these original records.

Assumption 2. [ass:data-product] (Two-channel product sampling) The observed data D
have distribution

D ∼ P⊗n ⊗ P⊗m
XA .

The sampling restriction can now be stated as a product experiment.

Definition 3. [synth_5] (Probability laws) For a measurable space Z, let Prob(Z) denote the
class of probability measures on Z.

Independent complete and outcome-unlabeled samples from the same population are a stan-
dard sampling condition in semisupervised treatment-effect estimation [Chakrabortty and Dai,
2024, Assumptions 2.1–2.2]. Here the auxiliary records directly inform the same treatment–
covariate table that governs the complete records. Consequently, n+m records carry marginal
information, while n records also carry outcomes.

To specify the observable model, let probability laws have the following notation.

Definition 4. [def:model] (Observable law class Md,ϵ) The observable law class is

Md,ϵ =
{︁
P ∈ Prob

(︁
{1, . . . , d} × {0, 1}2

)︁
: P satisfies Assumption 1

}︁
, d ≥ 2, 0 < ϵ ≤ 1

4 .

This is model (3) of Zeng et al., restricted to the stated range of the public overlap floor ϵ.

The observable law class Md,ϵ combines the finite record space with the public overlap
restriction.

Definition 5. [def:target] (Outcome-contrast estimand τ(P )) The estimand is

τ(P ) =
d∑︂

j=1

pj(P ){µ1j(P ) − µ0j(P )},

with summands for null covariate cells defined to equal zero.

The correspondence with the discrete model in Zeng et al. [2026, model (3)] fixes the pop-
ulation class for the two-channel experiment. Within that class, the target τ(P ) averages the
conditional outcome contrast using population covariate weights.

Definition 6. [synth_3] (Independent uniform randomization) Let Uniform[0, 1] denote the
probability law on [0, 1] assigning each Borel set its Lebesgue measure. The estimator random-
ization seed U has this law and is independent of the observed data D = (L,V), where L and V
are the ordered complete-record and auxiliary samples, respectively.
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Because the outcome regressions lie in [0, 1], the target lies in [−1, 1]. This range motivates
the following convention for admissible estimation rules T .

Clipping weakly reduces squared error for every target value in [−1, 1]. The minimax risk
R(n,m, d, ϵ) therefore evaluates precision over all original-record rules with this bounded range.

Definition 7. [def:risk] (Minimax risk R(n,m, d, ϵ)) The minimax squared-error risk is

R(n,m, d, ϵ) = inf
T

sup
P∈Md,ϵ

EP⊗n⊗P⊗m
XA ⊗Uniform[0,1]

[︁
(T (D, U) − τ(P ))2

]︁
.

The infimum ranges over all Borel estimation rules on the original observed records, including
rules randomized through the independent seed U . Clipping under squared-error loss permits
restriction to rules taking values in [−1, 1].

The observable target also admits a potential-outcome interpretation. A compatible
potential-outcome extension has law H and carries a binary potential outcome Ya for each
treatment value a.

The causal interpretation rests on consistency and conditional treatment exchangeability
under such an extension.

Assumption 3. [ass:consistency] (Potential-outcome consistency condition) Under the
potential-outcome extension H,

Y = AY1 + (1 −A)Y0

holds H-almost surely.

The standard consistency condition for binary treatment connects the observed outcome to
the potential outcome under the received treatment [Sp lawa-Neyman, 1990, Rubin, 1974]. It
supplies the link between the observed outcome regressions and the corresponding potential
outcomes within each treatment arm. Conditional treatment exchangeability then connects
those arm-specific observations to the potential-outcome distribution within the covariate cell.

Assumption 4. [ass:exchangeability] (Conditional treatment exchangeability) Under the
potential-outcome extension H,

(Y0, Y1) ⊥⊥ A | X.

This standard conditional treatment exchangeability condition requires treatment assign-
ment to be independent of the pair of potential outcomes given the recorded covariate [Rosen-
baum and Rubin, 1983, Imbens and Rubin, 2015]. Together with consistency and overlap, it
identifies the two conditional potential-outcome means from the observable outcome regressions.

Lemma 1 establishes both existence and identification: every law in Definition 4 admits a
compatible extension satisfying Assumptions 3 and 4, and every compatible extension satisfying
these conditions obeys

τ(P ) = EH [Y1 − Y0].

Thus the observable functional in Definition 5 is the average treatment effect throughout this
class of compatible causal extensions. The observable minimax criterion consequently measures
precision for that common causal target under the stated interpretation.

For comparison, the exact-marginal benchmark experiment supplies the population
treatment–covariate table directly, paralleling the role of known propensity weights in inverse-
probability constructions [Horvitz and Thompson, 1952, Hirano et al., 2003]. Its estimation
rule TK receives this table jointly with the complete records and the seed.
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The corresponding exact-marginal risk RK(n, d, ϵ) evaluates estimation with this population
information available.

Definition 8. [def:known-risk] (Exact-marginal risk RK(n, d, ϵ)) Define the minimax squared-
error risk with the exact treatment–covariate marginal supplied by

RK(n, d, ϵ) = inf
TK

sup
P∈Md,ϵ

EP⊗n⊗Uniform[0,1]

[︂(︁
TK(L, PXA, U) − τ(P )

)︁2]︂
.

Here L is the complete-record component of D, and the infimum ranges over Borel estimation
rules receiving L, the exact marginal table PXA, and the independent seed U .

Supplying the exact table makes the population covariate weights and treatment propensi-
ties available to the rule, while the complete sample supplies outcome information. The main
comparisons use the capped rare-label benchmark b(n, ϵ) and the fixed-overlap annotation bench-
mark f(n,m, d); their formulas and comparison properties are given in Proposition 1.

The first function records the capped inverse scale of complete-record information under the
public overlap floor. The second combines an inverse complete-sample term with a many-cell
term governed by the total marginal-information budget. These numerical benchmarks provide
a common scale for the exact-marginal and fixed-overlap comparisons in Proposition 1.

4 Minimax precision with two information budgets

The complete records supply outcome information, while both complete and auxiliary records
supply treatment–covariate information. The frontier proved in this section is R(n,m, d, ϵ) ≍
r(n,m, d, ϵ), where r(n,m, d, ϵ) is the numerical risk rate defined next, with comparison constants
uniform in all four public indices. Its two components have distinct origins: complete records
estimate the rare-arm success masses, while all records estimate the treatment–covariate masses
needed to convert those successes into population-weighted arm means. Sparse arm masses
require a reciprocal correction; its usable polynomial degree is limited by rare-arm outcome
information nϵ, even when auxiliary records make the marginal sample much larger. We first
define the resulting rate, then give the complete attaining rule required by the frozen verification
layer, followed by the formal comparison and its benchmark consequences.

Definition 9. [def:rate-handle] (Numerical rate r(n,m, d, ϵ)) Define

r(n,m, d, ϵ) = min

{︄
1,

1

S
+

(︃
d

Nϵℓ

)︃2
}︄
, N = n+m, S = nϵ, ℓ = log(exp(1) + S).

All denominators are strictly positive on the public index range, and r(n,m, d, ϵ) is a positive
numerical function.

Definition 10. [synth_4] (Clipping to the target range) For every x ∈ R, define

clip[−1,1](x) = max{−1,min{x, 1}}.

Algorithm 1 (Prefix-average estimator ˆ︁τ)

The estimator takes the ordered complete and auxiliary records D, the independent seed U ,
and the public parameters n,m, d, ϵ as inputs.
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1. Set
S = nϵ.

If S < exp(4096), output ˆ︁τ(D, U) = 0.

For S ≥ exp(4096), proceed through the remaining steps.

2. Define the pool lengths and tuning parameters by

h0 = ⌊n/3⌋, hp = ⌊(n− h0)/2⌋, hf = n− h0 − hp,

Mp = hp + ⌊m/2⌋, Mf = hf +m− ⌊m/2⌋,
u = h0/8, tp = Mp/8, t = Mf/8,

L = ⌊logS/1024⌋, B =
220L

min{tp, t}
, k0 = ⌊tpB/4⌋.

Use the first h0 complete records as the outcome pool. Form the pilot pool by concatenating
the treatment–covariate projections of the next hp complete records with the first ⌊m/2⌋
auxiliary records. Form the factorial pool by concatenating the remaining complete-record
projections with the remaining auxiliary records. Preserve the stated order within each
pool.

3. Define the Chebyshev polynomials and the reciprocal-approximation coefficients by

T0(x) = 1, T1(x) = x,

Th+1(x) = 2xTh(x) − Th−1(x), h ≥ 1,

EL(z) =
1 − TL(1 − 2z)

2L2z
,

GL(z) =
1 − EL(z)

z
=

L−2∑︂
h=0

ghz
h.

Use the removable extensions at zero in the definitions of EL and GL.

4. For each prefix triple satisfying

0 ≤ h′ ≤ h0, 0 ≤ h′′ ≤Mp, 0 ≤ h′′′ ≤Mf ,

write the ordered outcome-pool observations as (Xo
i , A

o
i , Y

o
i ), the pilot-pool observations as

(Xp
i , A

p
i ), and the factorial-pool observations as (X f

i , A
f
i). For a ∈ {0, 1} and j ∈ {1, . . . , d},

define

Zaj =

h′∑︂
i=1

1{Xo
i = j, Ao

i = a, Y o
i = 1},

Jaj =

h′′∑︂
i=1

1{Xp
i = j, Ap

i = a},

Kaj =

h′′′∑︂
i=1

1{X f
i = j, Af

i = a}.
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Define the falling factorials of an integer count x by

(x)0 = 1, (x)h =
h−1∏︂
r=0

(x− r), h ≥ 1.

5. For each prefix triple, define

ˆ︁Gaj =

L−2∑︂
h=0

gh
(Kaj)h
(tB)h

,

P pol
aj =

Zaj

u

(︄
1 +

K1−a,j
ˆ︁Gaj

tB

)︄
,

Haj =
Zaj

u

(︃
1 +

K1−a,j

Kaj + 1

)︃
,

Vaj = 1{Jaj ≤ k0}P pol
aj + 1{Jaj > k0}Haj ,

F (h′, h′′, h′′′;D) = clip[−1,1]

⎛⎝ d∑︂
j=1

(V1j − V0j)

⎞⎠ .

6. Output the deterministic finite average

ˆ︁τ(D, U) =

h0∑︂
h′=0

Mp∑︂
h′′=0

Mf∑︂
h′′′=0

exp(−u− tp − t)
uh

′

h′!

th
′′

p

h′′!

th
′′′

h′′′!
F (h′, h′′, h′′′;D).

Poisson prefix combinations exceeding a pool length have output zero. The estimator is
independent of U . Every denominator is a strictly positive public quantity or an integer
count plus one, including for empty observed cells; all quantities in the construction are
determined by the observed data and public parameters.

The zero-output branch for S < exp(4096) is a proof device: bounded loss on that branch
is absorbed into the universal comparison constant because the numerical rate is at least
exp(−4096). Thus the construction certifies the uniform minimax order with proof-oriented
constants; the threshold should not be read as calibrated moderate-sample tuning.

The rare-arm outcome scale S combines the complete-record sample size with the overlap
floor. The total marginal-information budget N counts all records carrying treatment and co-
variate observations, and the regularized logarithm ℓ depends on the outcome scale. Thus S−1

records the outcome-information component, while {d/(Nϵℓ)}2 records the many-cell compo-
nent. The cap at one accommodates experiments with bounded information.

The rate separates the precision associated with observing rare-arm outcomes from the preci-
sion associated with learning the treatment–covariate distribution across many cells. Increasing
the auxiliary sample enlarges N , reducing the many-cell term, while the complete-record out-
come scale remains S. A smaller overlap floor raises both terms and also reduces the logarithmic
factor. The following theorem compares this rate with the minimax risk in Definition 7; its up-
per bound is attained by the deterministic prefix-average estimator ˆ︁τ specified in Algorithm 1.
The causal clause connects the observable target to Lemma 1.
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Theorem 1. [thm:uniform-annotation-frontier] (Uniform annotation frontier) There exist
numerical constants 0 < c ≤ C < ∞, independent of all public indices, such that the following
holds for every experiment with:

• (Sample sizes.) Integers n ≥ 1 and m ≥ 0.

• (Covariate alphabet.) An integer d ≥ 2.

• (Overlap floor.) A real parameter 0 < ϵ ≤ 1/4.

The deterministic estimator ˆ︁τ(D, U) constructed in Algorithm 1 is Borel measurable, ignores the
randomization seed U , and takes values in [−1, 1] for every data realization. With R(n,m, d, ϵ)
the minimax squared-error risk from Definition 7 and r(n,m, d, ϵ) the rate from Definition 9,

c r(n,m, d, ϵ) ≤ R(n,m, d, ϵ) ≤ sup
P∈Md,ϵ

EP

[︂(︁ˆ︁τ(D, U) − τ(P )
)︁2]︂ ≤ C r(n,m, d, ϵ).

Here Md,ϵ is the observable model class in Definition 4, τ(P ) is the observable target in Defini-
tion 5, and the expectation uses the experiment specified in Definition 7.

Moreover, for every integer d ≥ 2, every 0 < ϵ ≤ 1/4, and every observable law P ∈ Md,ϵ,
there exists a joint law H of the observed coordinates and binary potential outcomes Y0, Y1 whose
observed marginal is P and which satisfies Assumptions 3 and 4. Every such law H satisfies

EH [Y1 − Y0] = τ(P ).

The outcome-information component has a direct lower benchmark that applies both to the
two-channel risk and to the exact-marginal risk in Definition 8. The next theorem establishes
it using two laws with a common treatment–covariate marginal, so auxiliary records cannot
distinguish them.

Theorem 2. [thm:rare-label-floor] (Uniform rare-label risk floors) There is a numerical
constant c > 0, independent of all public indices, such that, for every n,m, d ∈ N satisfying

• (Complete-record sample size.) n ≥ 1.

• (Covariate alphabet.) d ≥ 2.

• (Overlap parameter.) 0 < ϵ ≤ 1/4.

the minimax risks in Definitions 7 and 8 satisfy

R(n,m, d, ϵ) ≥ c b(n, ϵ), RK(n, d, ϵ) ≥ c b(n, ϵ), b(n, ϵ) = min{1, (nϵ)−1}.

The first bound applies to the infimum over all clipped Borel randomized original-record rules
specified in Definition 7.

Moreover, for every d ∈ N, overlap parameter ϵ ∈ R, and separation δ ∈ R satisfying

• (Covariate alphabet.) d ≥ 2.

• (Overlap parameter.) 0 < ϵ ≤ 1/4.

• (Separation.) 0 < δ ≤ 1/8.
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the two complete-record laws P+ and P− specified by

pj(P±) =
1

2
, ej(P±) = ϵ, µ0j(P±) =

1

2
, µ1j(P±) =

1

2
± δ, j = 1, 2,

pj(P±) = 0, j = 3, . . . , d

belong to Md,ϵ of Definition 4. Their targets, defined in Definition 5, and treatment–covariate
marginals satisfy

τ(P+) = δ, τ(P−) = −δ, (P+)XA = (P−)XA.

At δ = 1/8, their one-record Kullback–Leibler divergence is exactly

D(P+∥P−) =
∑︂

z:P+(z)>0

P+(z) log
P+(z)

P−(z)
=
ϵ

4
log

5

3
,

where z ranges over complete-record atoms and log is the natural logarithm.

The target separation is carried entirely by treated outcomes at the public overlap floor. The
auxiliary observations and the supplied exact marginal have the same distribution under the two
laws, so the floor persists for every auxiliary budget. We next compare the uniform rate with
the rare-label benchmark, the fixed-overlap benchmark, and the exact-marginal experiment.

Proposition 1. [prop:benchmark-recovery] (Benchmark recovery and oracle comparison) Let
r(n,m, d, ϵ), R(n,m, d, ϵ), and RK(n, d, ϵ) be as in Definitions 7 to 9. Define the rare-label and
fixed-overlap benchmark functions by

b(n, ϵ) = min

{︃
1,

1

nϵ

}︃
, f(n,m, d) = min

{︃
1,

1

n
+

d2

(n+m)2[log(exp(1)n)]2

}︃
.

The following statements hold.

1. For every fixed 0 < ϵ ≤ 1/4, there exist constants a,Bc > 0, depending only on ϵ, such
that for all integers n ≥ 1, m ≥ 0, and d ≥ 2,

af(n,m, d) ≤ r(n,m, d, ϵ) ≤ Bcf(n,m, d).

2. There exist numerical constants c, C > 0 such that for all integers n ≥ 1, m ≥ 0, and
d ≥ 2, and every 0 < ϵ ≤ 1/4,

cb(n, ϵ) ≤ R(n,m, 2, ϵ) ≤ Cb(n, ϵ), cb(n, ϵ) ≤ RK(n, d, ϵ) ≤ Cb(n, ϵ).

3. For all integers n ≥ 1, m ≥ 1, and d ≥ 2, and every 0 < ϵ ≤ 1/4,

0 ≤ R(n,m, d, ϵ) −RK(n, d, ϵ) ≤ min

{︄
1, 6(n+ 2)

√︃
2d

m

}︄
.

4. For every fixed integer n ≥ 1, integer d ≥ 2, and 0 < ϵ ≤ 1/4, the limit along integer
auxiliary sample sizes satisfies

lim
m→∞

R(n,m, d, ϵ) = RK(n, d, ϵ).
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5. For every real M0 > 0, there exists κ > 0, depending only on M0, such that for all integers
n ≥ 1, m ≥ 0, and d ≥ 2, and every 0 < ϵ ≤ 1/4 satisfying nϵ ≤M0,

R(n,m, d, ϵ) ≥ κ.

At fixed overlap, the first clause recovers the benchmark combining inverse complete-sample
precision with a many-cell term governed by the total sample size and a squared logarithmic
factor; only these comparison constants may depend on the chosen floor. With two covariate
cells, the risk has rare-label order for every auxiliary budget, and supplying the exact marginal
gives that order for every allowed alphabet size. At fixed n, d, ϵ, the third and fourth clauses
additionally give an explicit comparison and convergence of the minimax risk to the exact-
marginal risk as m → ∞. Section 5 explains the construction in Algorithm 1 and compares
its guarantee with an inverse-count baseline. The technical many-cell lower-bound construction
and its testing comparison are presented through Algorithm 3 and Lemma 11.

5 An attaining estimator

The estimator corrects a mismatch between the quantities observed with outcomes and the arm
means entering the target. In arm a and cell j, complete records identify the success mass
qaj = sajµaj , whereas the target contribution is pjµaj = qajpj/saj . Since pj = s0j + s1j , this
requires estimating a reciprocal arm mass. The pilot pool localizes each arm–cell: populated
cells use an inverse count, while sparse cells use a polynomial reciprocal whose monomials are
estimated from factorial counts in an independent pool.

The degree calibration is tied to S = nϵ, rather than to N = n+m, because only the complete
records carry the success marks qaj , and the least-favored arm supplies them at the overlap scale
ϵ. Auxiliary records reduce marginal-count noise but cannot create outcome marks. The choice
L = ⌊logS/1024⌋ balances the sparse-cell approximation bias with the coefficient and outcome
noise controlled by the complete sample. The formal clipping rule and complete prefix-average
estimator appear in Definition 10 and Algorithm 1; this section explains their mechanism and
compares their guarantee with a simpler inverse-count baseline.

A simpler comparison isolates the role of the polynomial correction. The inverse-count
baseline TB uses an outcome pool and a single marginal pool, applying the same count-plus-one
correction throughout. It retains the clipping and finite-averaging construction, as specified
next.

Algorithm 2 (Inverse-count baseline TB)

The baseline takes the ordered complete and auxiliary records D and the public parameters
n,m, d, ϵ as inputs.

1. If n < 6, output
TB(D) = 0.

For n ≥ 6, proceed through the remaining steps.

2. Define the pool lengths and Poisson prefix means by

ho = ⌊n/2⌋, hm = n− ho +m, uB = ho/8, tB = hm/8.
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Use the first ho complete records as the outcome pool. Form the marginal pool by con-
catenating the treatment–covariate projections of the remaining complete records with all
auxiliary records, preserving their order.

3. Write the outcome-pool observations as (Xo
i , A

o
i , Y

o
i ) and the marginal-pool observations

as (Xm
i , A

m
i ). For each prefix pair satisfying

0 ≤ h′ ≤ ho, 0 ≤ h′′ ≤ hm,

and for a ∈ {0, 1}, j ∈ {1, . . . , d}, define

ZB
aj =

h′∑︂
i=1

1{Xo
i = j, Ao

i = a, Y o
i = 1},

KB
aj =

h′′∑︂
i=1

1{Xm
i = j, Am

i = a},

HB
aj =

ZB
aj

uB

(︄
1 +

KB
1−a,j

KB
aj + 1

)︄
,

FB(h′, h′′;D) = clip[−1,1]

⎛⎝ d∑︂
j=1

(HB
1j −HB

0j)

⎞⎠ .

4. Output the deterministic finite average

TB(D) =

ho∑︂
h′=0

hm∑︂
h′′=0

exp(−uB − tB)
uh

′
B

h′!

th
′′

B

h′′!
FB(h′, h′′;D).

The weights are the probabilities of independent Poisson prefix lengths with means uB and
tB; prefix pairs exceeding either pool length have output zero.

The denominator regularizes the marginal correction even when an observed arm–cell is
empty. Outcome information enters through the success counts, while auxiliary records enlarge
the pool estimating the treatment–covariate distribution. The following guarantee quantifies
these two contributions uniformly over the observable model.

Theorem 3. [thm:uniform-baseline] (Uniform inverse-count risk guarantee) There exists a
universal numerical constant C > 0, independent of n,m, d, ϵ, such that, for every experiment
satisfying

• (Sample sizes.) n,m are nonnegative integers with n ≥ 1.

• (Alphabet size.) d is an integer with d ≥ 2.

• (Overlap parameter.) ϵ is real and 0 < ϵ ≤ 1/4.
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the baseline TB of Algorithm 2 is measurable and satisfies

−1 ≤ TB(D) ≤ 1

for every data realization D. For every observable law P ∈ Md,ϵ, its squared-error risk satisfies

EP

[︂(︁
TB(D) − τ(P )

)︁2]︂ ≤ C min

{︄
1,

1

nϵ
+

(︃
d

(n+m)ϵ

)︃2
}︄
.

The expectation is over the two-channel data under P ; the rule ignores the independent uniform
randomization seed.

The bound reflects the different roles of the two pools. Rare-arm outcome information
determines the term 1/(nϵ), while the marginal pool controls the many-cell term through the
total number of treatment–covariate observations. Increasing the auxiliary budget therefore
sharpens the baseline guarantee through the second term. Comparing the two displayed worst-
case upper guarantees, the attaining estimator replaces the baseline guarantee’s many-cell term
by one smaller by the squared regularized logarithmic factor ℓ2, up to numerical constants, while
preserving the inverse rare-arm information term. This comparison motivates the polynomial
correction in sparse arm–cells and provides a transparent uniform benchmark for the three-pool
construction.

The supporting moment bounds appear in Lemmas 2 and 3. The polynomial certificate
and the localized arm-risk bound are given in Lemmas 5 and 6. Finally, Lemma 4 supplies
the transfer argument connecting the Poisson calculations to the finite prefix averages on the
original records.

6 Consistency and the value of auxiliary records

The risk comparison in Theorem 1 answers three resource questions: which budgets support
consistency, how much marginal information attains rare-label oracle order, and when auxiliary
records yield a vanishing risk ratio relative to complete records alone. These questions allow
the sample sizes, alphabet size, and overlap floor to vary jointly. We first specify the domain of
experiment sequences.

Definition 11. [synth_8] (Allowed experiment sequences) An experiment sequence v is an
arbitrary sequence of public experiment indices, indexed by the nonnegative integers:

v =
(︁
(nk,mk, dk, ϵk)

)︁∞
k=0

.

For every k, the complete-record size nk, auxiliary size mk, and alphabet size dk are integers
satisfying

nk ≥ 1, mk ≥ 0, dk ≥ 2,

and the public overlap floor ϵk is a real number satisfying

0 < ϵk ≤ 1

4
.
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An experiment sequence v permits arbitrary joint variation within these public ranges, in-
cluding diminishing overlap and an expanding alphabet. The three resource criteria concern
vanishing minimax risk, bounded risk relative to the rare-label benchmark, and vanishing risk
relative to the supervised experiment. The benchmark retains its cap:

b(n, ϵ) = min{1, (nϵ)−1}.

The following definition makes these comparisons precise and introduces the sequence-specific
information scales.

Definition 12. [def:phases] (Resource phases C,O, I) Define

C = {v : R(nk,mk, dk, ϵk) −→ 0} ,

O =

{︃
v : nkϵk −→ ∞, lim sup

k→∞

R(nk,mk, dk, ϵk)

b(nk, ϵk)
<∞

}︃
,

I =

{︃
v :

R(nk,mk, dk, ϵk)

R(nk, 0, dk, ϵk)
−→ 0

}︃
.

Each set ranges over all allowed sequences of public experiment indices

v = ((nk,mk, dk, ϵk))k≥1.

For each such sequence, the rare-arm information scale and total marginal-information sample
size are

Sk = nkϵk, Nk = nk +mk.

Write ℓk for the regularized logarithm ℓ evaluated at the k-th experiment.

Explicitly, the regularized logarithm is ℓk = log(exp(1) + Sk). Sequences are indexed by
k ≥ 0 as in Definition 11; the k ≥ 1 display in Definition 12 denotes the same asymptotic tail
and discards only the initial coordinate. The consistency phase C concerns absolute precision.
The oracle phase O combines a diverging rare-arm information scale with attainment of the
rare-label benchmark up to a constant factor. The improvement phase I measures a strict
relative gain from auxiliary records. The next result characterizes all three criteria and supplies
finite-experiment conditions for saturation and rare-label order.

Theorem 4. [thm:annotation-resource-phases] (Exact annotation resource phases) Let
v = ((nk,mk, dk, ϵk))k≥0 be any sequence of allowed public experiment indices, and put

Sk = nkϵk, Nk = nk +mk, ℓk = log(exp(1) + Sk).

For the phases defined in Definition 12, the following equivalences hold as k → ∞:

v ∈ C ⇐⇒ Sk −→ ∞ and dk = o(Nkϵkℓk),

v ∈ O ⇐⇒ Sk −→ ∞ and dk = O

(︃
Nkϵkℓk√

Sk

)︃
,

v ∈ I ⇐⇒ Sk −→ ∞,
dk√
Skℓk

−→ ∞,
Nk/nk

max{1, dk/(Skℓk)}
−→ ∞.
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If mk = 0 for every k, then

v ∈ C ⇐⇒ Sk −→ ∞ and dk = o(Skℓk),

v ∈ O ⇐⇒ Sk −→ ∞ and dk = O(
√︁
Skℓk),

v /∈ I.

Whenever Sk → ∞, oracle membership also has the equivalent budget characterization

v ∈ O ⇐⇒ dk
√
Sk

ϵkℓk
= O(Nk).

Write R for the minimax risk in Definition 7. For every v ∈ O, there exist constants c, C > 0
such that, for all sufficiently large k,

c

Sk
≤ R(nk,mk, dk, ϵk) ≤ C

Sk
.

Moreover, there exists c > 0 such that, for all sufficiently large k and every m′ ∈ N,

c

Sk
≤ R(nk,m

′, dk, ϵk).

For a single experiment, let n,m, d ∈ N and ϵ ∈ R satisfy

• (Complete-record budget.) n ≥ 1.

• (Alphabet size.) d ≥ 2.

• (Overlap range.) 0 < ϵ ≤ 1/4.

Put
N = n+m, S = nϵ, ℓ = log(exp(1) + S), b(n, ϵ) = min{1, S−1}.

There exists a universal constant c > 0 such that, for every such experiment,

Nϵℓ ≤ d =⇒ c ≤ R(n,m, d, ϵ) ≤ 1.

There also exist universal constants c, C > 0 such that, for every such experiment,

d
√
nϵ

ϵℓ
≤ N =⇒ c b(n, ϵ) ≤ R(n,m, d, ϵ) ≤ C b(n, ϵ).

The theorem separates the two resources directly. Complete records determine Sk, so no
auxiliary budget can overcome bounded rare-arm outcome information. Both channels determine
Nk, so auxiliary records can reduce the many-cell term once Sk → ∞. For a single experiment,
the two useful endpoints are

Nϵℓ ≤ d =⇒ R ≍ 1, N ≥ d
√
S

ϵℓ
=⇒ R ≍ min{1, S−1},

with universal comparison constants. The first is marginal-information saturation; the second
is the rare-label plateau.
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6.1 Three illustrative sequences

Let t = k + 4, so every displayed public index is legal and ℓk ≍ log t.

1. Supervised rare-label order. Take

nk = t4, ϵk = t−1, mk = 0, dk = t.

Then Sk = t3 and dk/(
√
Skℓk) → 0. The supervised experiment is already in O, and

R(nk, 0, dk, ϵk) ≍ t−3.

2. Improvement between two consistent risks. Take

nk = t4, ϵk = t−1, dk = t2, mk = t6.

Without auxiliary records the many-cell term gives

R(nk, 0, dk, ϵk) ≍ 1

t2(log t)2
,

while the added marginal budget reduces the risk to R(nk,mk, dk, ϵk) ≍ t−3. Both risks
vanish, but their ratio is of order (log t)2/t→ 0, so the sequence lies in I.

3. Expansion from saturation to consistency. Take

nk = t4, ϵk = t−1, dk = t5, mk = t8.

The supervised scale satisfies nkϵkℓk ≍ t3 log t ≪ dk, so its risk stays of constant order.
With auxiliary records, (nk + mk)ϵkℓk ≍ t7 log t, making dk = o((nk + mk)ϵkℓk); the
two-channel risk is then of order t−3 and is consistent.

These examples are illustrations of the order characterizations, rather than finite-budget
calibrations. They also show why strict improvement can compare two vanishing risks or move
an experiment out of saturation, while the rare-label plateau remains controlled by complete-
record outcomes.

7 Discussion and limitations

The results provide a population benchmark for passive outcome annotation from a common dis-
tribution. Under the independent sampling condition in Assumption 2, complete records supply
outcomes together with treatment and covariates, while auxiliary records supply treatment and
covariates. The minimax comparison in Theorem 1 characterizes the precision of the population
contrast in Definition 5 as both budgets, the covariate alphabet, and the public overlap floor
vary. Under Assumptions 3 and 4, this contrast is the population average treatment effect.

The marginal-budget plateau gives these information sources a distinct economic interpre-
tation. Additional auxiliary records improve knowledge of treatment–covariate frequencies and
reduce the many-cell component of the risk. Once that component is at or below the rare-label
benchmark, the minimax risk has order min{1, (nϵ)−1}, by Theorems 1 and 2. Thus auxiliary ex-
pansion can bring estimation to a precision scale governed by rare-arm outcomes in the complete
sample. On the oracle sequences characterized in Theorem 4, this scale is eventually (nkϵk)−1.
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The plateau concerns risk order: it identifies the information budget governing precision once
treatment–covariate information is sufficiently abundant.

The exact-marginal experiment sharpens this interpretation. Supplying the entire treatment–
covariate probability table yields rare-label risk order for every allowed alphabet size, as estab-
lished in Proposition 1. Moreover, for each fixed complete-record sample size n ≥ 1, fixed
alphabet size d ≥ 2, and fixed overlap floor 0 < ϵ ≤ 1/4, the minimax risk converges to the
exact-marginal risk as the integer auxiliary budget tends to infinity. This fixed-parameter limit
describes what increasingly precise frequency information can deliver with a given outcome sam-
ple. The common-marginal alternatives in Theorem 2 explain the remaining statistical difficulty:
identical treatment–covariate frequencies accompany different rare-arm outcome distributions
and different target values.

For annotation planning, these comparisons distinguish investment in population frequency
information from investment in outcome information. They provide a benchmark for the preci-
sion attainable when acquisition follows the common-distribution experiment. Allocation pro-
cedures that choose which records receive outcomes introduce a further design problem. The
asymptotic-variance allocation and feasible batch-adaptive procedure of Nwankwo et al. [2025,
Theorems 4.2 and 5.1 of the arXiv manuscript] provide complementary context for that problem
under their stated budget, identification, positivity, and regularity conditions.

7.1 Limitations and future work

The attaining estimator in Algorithm 1 outputs zero whenever nϵ < exp(4096). Its uniform
result therefore certifies minimax order with proof-oriented constants rather than providing
calibrated finite-budget tuning: the comparison constant absorbs this threshold over all realistic
values below it. The resource conditions in Theorem 4 should accordingly be read as order-based
planning benchmarks, not as calibrated recommendations for a particular annotation budget.
Computationally practical tuning, stable evaluation, and implementation at moderate sample
sizes require further analysis. Adaptive allocation would also change the observation mechanism
in Assumption 2; extending the benchmark to allocation rules would require accounting for the
dependence and selection induced by those rules.

The paper’s loss is squared error for a population treatment contrast. Interval estimation
requires additional distributional and coverage guarantees, while policy objectives require spec-
ifying the decision class and the welfare criterion. These questions have different statistical
requirements from the minimax point-estimation comparison.

Finally, the overlap floor is a public restriction on population propensities in occupied cells.
Empirical overlap assessments introduce uncertainty about that restriction, particularly when
observed cell counts are small. Extensions to continuous covariates, multiple treatments, or
outcomes beyond the binary case would require corresponding model and information-budget
characterizations. The binary finite-alphabet experiment provides a reference point for studying
these extensions.
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Appendices

A Causal interpretation and benchmark proofs

The causal interpretation and the benchmark comparisons concern the same observable class
in Definition 4, defined by the public overlap restriction. The potential-outcome statement
describes compatible extensions of each law in that class. The benchmark comparisons concern
the information supplied to estimation rules under the sampling experiment in Assumption 2.

A.1 Compatible extensions and identification

The existence statement uses a conditional construction with independent binary treatment and
potential outcomes. We first specify the probability law used in that construction.

Definition 13. [synth_7] (Bernoulli law) For p ∈ [0, 1], Bernoulli(p) is the probability law on
{0, 1} assigning probability p to 1 and probability 1 − p to 0.

This law expresses binary conditional distributions directly in terms of their success probabil-
ities. In the following construction, the observed propensity and outcome regressions determine
those probabilities within each occupied covariate cell.

Lemma 1. [lem:causal-realization] (Causal realization and identification) Let d be a nat-
ural number, ϵ a real number, and P a probability law of the complete observation (X,A, Y ).
Suppose:

• (Covariate alphabet.) d ≥ 2.

• (Overlap range.) 0 < ϵ ≤ 1/4.

• (Model membership.) P ∈ Md,ϵ, as defined in Definition 4.

Then P admits a joint probability law H of (X,A, Y, Y0, Y1), with binary potential outcomes
Y0, Y1, whose (X,A, Y ) marginal equals P and which satisfies Assumptions 3 and 4. Call pre-
cisely these extensions compatible.

One compatible extension is given by

Pr
H

(X = j) = pj(P ),

and, for every occupied cell j, by the conditional law

LH(A, Y0, Y1 | X = j) = Bernoulli
(︁
ej(P )

)︁
⊗Bernoulli

(︁
µ0j(P )

)︁
⊗Bernoulli

(︁
µ1j(P )

)︁
, Y = YA.

For every compatible extension H, the causal contrast equals the target defined in Definition 5:

EH [Y1 − Y0] = τ(P ).

Proof of Lemma 1. 1. Throughout, j ∈ {1, . . . , d}, and all treatment and outcome indices
range over {0, 1}. Recall the cell quantities

pj(P ) = P (X = j),

saj(P ) = P (X = j, A = a),

qaj(P ) = P (X = j, A = a, Y = 1),

µaj(P ) =

{︄
qaj(P )/saj(P ), saj(P ) > 0,

0, saj(P ) = 0.
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The propensity convention in Definition 1 is

ej(P ) =

{︄
s1j(P )/pj(P ), pj(P ) > 0,

1/2, pj(P ) = 0.

Since these quantities are obtained by summing probabilities,

pj(P ) ≥ 0,

d∑︂
j=1

pj(P ) = 1, s0j(P ) + s1j(P ) = pj(P ), 0 ≤ qaj(P ) ≤ saj(P ).

Thus ej(P ) ∈ [0, 1]: on an occupied cell this follows from 0 ≤ s1j(P ) ≤ pj(P ), and on a
null cell it follows from the value 1/2. Similarly, division by saj(P ) > 0, together with the
stipulated value on a null arm, gives

0 ≤ µaj(P ) ≤ 1.

Define the treatment and potential-outcome Bernoulli masses by

βAj (a) =

{︄
1 − ej(P ), a = 0,

ej(P ), a = 1,
βYaj(z) =

{︄
1 − µaj(P ), z = 0,

µaj(P ), z = 1.

These definitions apply to every cell and arm, including those with zero mass. By Defini-
tion 13, they are nonnegative and satisfy∑︂

a

βAj (a) = 1,
∑︂
z

βYaj(z) = 1.

For a binary pair (z0, z1), write

za =

{︄
z0, a = 0,

z1, a = 1.

Construct Hind through its atom masses:

Pr
Hind

(X = j, A = a, Y = y, Y0 = z0, Y1 = z1) = pj(P )βAj (a)βY0j(z0)β
Y
1j(z1)1{y = za}.

Every entry is nonnegative. Summing the factual-outcome indicator first and then the
remaining binary coordinates yields

d∑︂
j=1

∑︂
a,y,z0,z1

Pr
Hind

(X = j, A = a, Y = y, Y0 = z0, Y1 = z1)

=

d∑︂
j=1

pj(P )

(︄∑︂
a

βAj (a)

)︄(︄∑︂
z0

βY0j(z0)

)︄(︄∑︂
z1

βY1j(z1)

)︄
= 1.

Hence the displayed table defines a probability law; normalization preserves its atom
masses.
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2. Summing out both potential outcomes gives

Pr
Hind

(X = j, A = a, Y = y)

=
∑︂
z0,z1

pj(P )βAj (a)βY0j(z0)β
Y
1j(z1)1{y = za}

= pj(P )βAj (a)βYaj(y).

Indeed, for a = 0 the indicator selects z0 = y and the z1-sum equals one; for a = 1 it
selects z1 = y and the z0-sum equals one.

The propensity weights reconstruct the treatment–covariate masses:

pj(P )βAj (a) = saj(P ).

For pj(P ) = 0, nonnegativity and s0j(P ) + s1j(P ) = 0 give both arm masses zero. For
pj(P ) > 0, the two identities are

pj(P )ej(P ) = s1j(P ), pj(P ){1 − ej(P )} = pj(P ) − s1j(P ) = s0j(P ).

Likewise,
saj(P )βYaj(y) = P (X = j, A = a, Y = y).

If saj(P ) = 0, both observed outcome atoms vanish. If saj(P ) > 0, the identities for
success and failure are

saj(P )µaj(P ) = qaj(P ), saj(P ){1 − µaj(P )} = saj(P ) − qaj(P ) = P (X = j, A = a, Y = 0).

Combining these calculations proves

Pr
Hind

(X = j, A = a, Y = y) = P (X = j, A = a, Y = y).

Equality at every atom proves equality of the observed marginal with P , and in particular

Pr
Hind

(X = j) = pj(P ).

3. The defining indicator gives

Pr
Hind

(X = j, A = a, Y = y, Y0 = z0, Y1 = z1) = 0 whenever y ̸= za.

Consequently,
Y = AY1 + (1 −A)Y0 Hind-almost surely,

which is Assumption 3.

4. Summing over the factual outcome, and then using the unit sums of the Bernoulli factors,
gives

Pr
Hind

(X = j, A = a, Y0 = z0, Y1 = z1) = pj(P )βAj (a)βY0j(z0)β
Y
1j(z1),

Pr
Hind

(X = j, A = a) = pj(P )βAj (a),

Pr
Hind

(X = j, Y0 = z0, Y1 = z1) = pj(P )βY0j(z0)β
Y
1j(z1).
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Therefore, for every cell,

Pr
Hind

(X = j, A = a, Y0 = z0, Y1 = z1) pj(P )

= Pr
Hind

(X = j, A = a) Pr
Hind

(X = j, Y0 = z0, Y1 = z1).

On an occupied cell, division by pj(P )2 proves conditional independence of A and (Y0, Y1).
More explicitly,

Pr
Hind

(A = a, Y0 = z0, Y1 = z1 | X = j) = βAj (a)βY0j(z0)β
Y
1j(z1).

This is the stated product of three Bernoulli laws. Null cells have zero probability, so
the calculation establishes Assumption 4. Together with the preceding steps, Hind is a
compatible extension.

5. Now fix any compatible extension H. Define its potential-outcome atom masses and its
cellwise potential-success masses by

ρHj (a, z0, z1) = Pr
H

(X = j, A = a, Y0 = z0, Y1 = z1)

=
∑︂
y

Pr
H

(X = j, A = a, Y = y, Y0 = z0, Y1 = z1),

ηHaj =
∑︂

a′,z0,z1

ρHj (a′, z0, z1) za.

These definitions apply to every cell and both arms. Expanding the finite expectation,
summing out Y , and distributing the difference gives

EH [Y1 − Y0] =
d∑︂

j=1

∑︂
a,y,z0,z1

Pr
H

(X = j, A = a, Y = y, Y0 = z0, Y1 = z1)(z1 − z0)

=
d∑︂

j=1

(︁
ηH1j − ηH0j

)︁
.

We identify the two success masses in each summand.

6. Since the observed marginal of H equals P , summing its atom masses gives

pj(P ) =
∑︂

a′,z0,z1

ρHj (a′, z0, z1), saj(P ) =
∑︂
z0,z1

ρHj (a, z0, z1).

By Assumption 3,

Pr
H

(X = j, A = a, Y = 1 − za, Y0 = z0, Y1 = z1) = 0.

Thus summing the factual-success atoms selects precisely those potential-outcome pairs
with za = 1, yielding

qaj(P ) =
∑︂
z0,z1

ρHj (a, z0, z1) za.
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Conditional exchangeability in Assumption 4 supplies the atom identity

ρHj (a, z0, z1) pj(P ) = saj(P )
∑︂
a′

ρHj (a′, z0, z1).

For pj(P ) > 0, this follows by multiplying the conditional factorization by pj(P )2. For
pj(P ) = 0, all the corresponding atom masses are zero, so the same identity holds.

Multiplying this identity by za and summing over the potential outcomes proves

qaj(P )pj(P ) =
∑︂
z0,z1

ρHj (a, z0, z1)pj(P ) za

= saj(P )
∑︂
z0,z1

∑︂
a′

ρHj (a′, z0, z1) za

= saj(P )ηHaj .

7. Fix j and a. First suppose pj(P ) = 0. Nonnegativity of the atom masses and 0 ≤ za ≤ 1
give

0 ≤ ηHaj ≤
∑︂

a′,z0,z1

ρHj (a′, z0, z1) = pj(P ) = 0.

Hence
ηHaj = 0 = pj(P )µaj(P ).

Next suppose pj(P ) > 0. Model membership in Definition 4 supplies Assumption 1, so

s1j(P ) = pj(P )ej(P ) ≥ ϵpj(P ) > 0, s0j(P ) = pj(P ){1 − ej(P )} ≥ ϵpj(P ) > 0.

Dividing the preceding success identity by the positive arm mass therefore gives

ηHaj = pj(P )
qaj(P )

saj(P )
= pj(P )µaj(P ).

The two cases establish this identity for every cell and both arms.

8. Substituting first the treatment success mass and then the control success mass into the
contrast expansion yields

EH [Y1 − Y0] =
d∑︂

j=1

{︁
pj(P )µ1j(P ) − pj(P )µ0j(P )

}︁
=

d∑︂
j=1

pj(P )
{︁
µ1j(P ) − µ0j(P )

}︁
= τ(P ),

where the last equality is Definition 5. Since H was arbitrary, this identifies the contrast
for every compatible extension.
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The product construction supplies an existence witness for every observable law in the stated
class. It chooses conditional independence between the two potential outcomes as well as between
treatment and the potential-outcome pair. Compatibility itself requires the observed marginal,
consistency, and conditional treatment exchangeability; the identifying equality applies to every
extension satisfying those requirements. Thus the causal contrast is invariant across compatible
choices of the joint potential-outcome distribution.

The public overlap restriction gives both treatment arms positive probability in every occu-
pied covariate cell. Under a compatible extension, consistency and conditional exchangeability
identify each conditional potential-outcome mean with its corresponding observed outcome re-
gression. The target in Definition 5 aggregates their contrast using the population covariate
weights. Null covariate cells have zero weight under both the observable law and its extensions.
These roles keep the observable restriction in Assumption 1 distinct from the identification
conditions imposed on the extension in Assumptions 3 and 4.

A.2 Two-cell and exact-marginal comparisons

The benchmark functions b(n, ϵ) and f(n,m, d) are defined in Proposition 1: the former is
the capped inverse rare-arm outcome scale, and the latter combines inverse complete-sample
precision with a many-cell term at fixed overlap. The numerical rate r(n,m, d, ϵ) is defined in
Definition 9. These definitions distinguish the numerical comparisons from the minimax risks
in Definitions 7 and 8.

For a two-cell covariate alphabet, Proposition 1 gives rare-label order uniformly over the
auxiliary budget and the allowed overlap range. The uniform risk comparison in Theorem 1
supplies the connection between the numerical rate and attainable precision. The matching lower
bound in Theorem 2 locates the persistent difficulty in the treated outcomes of the complete
records.

The exact-marginal comparison has the same rare-label order for every allowed alphabet size.
In this experiment, the population covariate weights and treatment propensities are supplied
through the marginal table, as specified in Definition 8. The common-marginal alternatives
in Theorem 2 retain their target separation when this table is supplied. Together, the two
comparisons in Proposition 1 characterize experiments whose minimax precision is governed by
complete-record outcome information, with numerical comparison constants uniform over their
stated public indices.

At each fixed positive overlap floor, the comparison with f(n,m, d) in Proposition 1 expresses
the rate in the conventional complete-sample and total-sample scales. Its constants may depend
on that fixed floor. The two-cell and exact-marginal comparisons retain uniform constants as
the floor varies within the stated range.

A.3 The fixed-parameter experiment limit

The exact-marginal risk provides the limiting benchmark for increasing auxiliary information.
For n ≥ 1, m ≥ 1, d ≥ 2, and 0 < ϵ ≤ 1/4, Proposition 1 bounds the nonnegative difference
between the two-channel and exact-marginal risks by

min

{︄
1, 6(n+ 2)

√︃
2d

m

}︄
.
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This comparison concerns the minimax risk itself. At fixed n, d, ϵ, its dependence on the auxiliary
sample size quantifies convergence to the exact-marginal experiment.

The same proposition establishes that bounded rare-arm outcome information gives a uni-
formly positive risk floor over all auxiliary budgets and allowed alphabet sizes. The experiment
limit and this floor therefore describe complementary aspects of auxiliary information: increasing
auxiliary records approaches the precision available with the population marginal supplied, while
the rare-label benchmark characterizes the outcome information carried by the fixed complete
sample.

B Estimator risk bounds

The upper risk comparisons combine three ingredients: moment bounds for smoothed inverse
counts, polynomial estimation within a localized range of arm-cell probabilities, and finite av-
eraging over ordered prefixes. The auxiliary Poisson experiments separate the relevant counts,
while the prefix transfer returns their risk bounds to the original fixed-size experiment.

B.1 Poisson counts and inverse-count contributions

We first collect the probability laws, count variables, and arm-level quantities used in the inverse-
count calculations.

Adding one to the denominator makes the contribution well defined at an empty arm count.
The following moment bounds quantify the resulting smoothing and its dispersion over the full
range of Poisson intensities.

Lemma 2. [lem:poisson-inverse-moments] (Inverse Poisson count moments) Let λ ≥ 0, let
K ∼ Poi(λ) have the Poisson law with mean λ, and define

g(K) =
1

K + 1
, C0 = 216.

Then

E[g(K)] =

⎧⎨⎩1, λ = 0,

1 − e−λ

λ
, λ > 0,

E[g(K)2] ≤ C0

(1 + λ)2
, Var(g(K)) ≤ C0λ

(1 + λ)4
.

Proof of Lemma 2. 1. For k ∈ Z≥0, write

pλ(k) = Pr(K = k) = e−λλ
k

k!
, g(k) =

1

k + 1
, rinv(k) =

1

(k + 1)(k + 2)
,

with 00 = 1. For any real sequence, define its forward increment by

∆faux(k) = faux(k + 1) − faux(k), faux : Z≥0 → R.

Then

0 < g(k) ≤ 1, 0 < rinv(k) ≤ 1, ∆g(k) =
1

k + 2
− 1

k + 1
= −rinv(k).

Thus g(K), rinv(K), and ∆g(K) are square-integrable.
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2. We first establish the forward-increment variance inequality for a sequence faux of finite
support. Expanding the square and using

∑︁
k≥0 pλ(k) = 1 gives

Var(faux(K)) =
1

2

∑︂
i,j≥0

pλ(i)pλ(j)
(︁
faux(j) − faux(i)

)︁2
=
∑︂

0≤i<j

pλ(i)pλ(j)
(︁
faux(j) − faux(i)

)︁2
.

For 0 ≤ i < j, telescoping and Cauchy–Schwarz yield

faux(j) − faux(i) =

j−1∑︂
k=i

∆faux(k),
(︁
faux(j) − faux(i)

)︁2 ≤ (j − i)

j−1∑︂
k=i

(︁
∆faux(k)

)︁2
.

The Poisson mass recurrence is

(k + 1)pλ(k + 1) = λpλ(k) (k ≥ 0).

Consequently, for every k ≥ 0,

k∑︂
i=0

i pλ(i) = λ
∑︂
i<k

pλ(i),
∞∑︂

j=k+1

j pλ(j) = λ
∞∑︂
j=k

pλ(j).

Here and below the sum over i < k is empty when k = 0. These identities imply

k∑︂
i=0

∞∑︂
j=k+1

pλ(i)pλ(j)(j − i)

= λ

⎡⎣(︄ k∑︂
i=0

pλ(i)

)︄⎛⎝ ∞∑︂
j=k

pλ(j)

⎞⎠−

(︄∑︂
i<k

pλ(i)

)︄⎛⎝ ∞∑︂
j=k+1

pλ(j)

⎞⎠⎤⎦
= λpλ(k)

⎡⎣∑︂
i<k

pλ(i) + pλ(k) +

∞∑︂
j=k+1

pλ(j)

⎤⎦ = λpλ(k).

All these identities include λ = 0. Interchanging the nonnegative path sums now gives

Var(faux(K)) ≤
∑︂

0≤i<j

pλ(i)pλ(j)(j − i)

j−1∑︂
k=i

(︁
∆faux(k)

)︁2
=
∑︂
k≥0

(︁
∆faux(k)

)︁2 k∑︂
i=0

∞∑︂
j=k+1

pλ(i)pλ(j)(j − i)

= λE
[︁
(∆faux(K))2

]︁
.

The last sum is finite because ∆faux has finite support.

3. To extend this inequality, suppose that faux(K) and ∆faux(K) are square-integrable. For
Ncut ∈ Z≥0, define

faux,Ncut(k) =

{︄
faux(k), k < Ncut,

0, k ≥ Ncut,
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and the errors
evalNcut

(k) = faux,Ncut(k) − faux(k),

eincNcut
(k) = ∆faux,Ncut(k) − ∆faux(k).

The value error satisfies

E
[︁
(evalNcut

(K))2
]︁

=
∑︂

k≥Ncut

pλ(k)faux(k)2 −→ 0.

For the increment error, the identity

faux(k + 1) = ∆faux(k) + faux(k)

implies
faux(k + 1)2 ≤ 2

(︁
(∆faux(k))2 + faux(k)2

)︁
.

Thus the shifted sequence is square-integrable. The truncation definition also gives(︁
eincNcut

(k)
)︁2 ≤ 2

(︁
faux(k + 1)2 + faux(k)2

)︁
.

For each fixed k, this error is zero once Ncut ≥ k + 2. Dominated convergence therefore
yields

E
[︁
(eincNcut

(K))2
]︁
−→ 0.

Cauchy–Schwarz and expansion of the squares give

|E[faux,Ncut(K)] − E[faux(K)]| ≤
√︂
E
[︁
(evalNcut

(K))2
]︁
,⃓⃓

E[faux,Ncut(K)2] − E[faux(K)2]
⃓⃓

≤ E
[︁
(evalNcut

(K))2
]︁

+ 2
√︂
E[faux(K)2]E

[︁
(evalNcut

(K))2
]︁
,

and ⃓⃓
E[(∆faux,Ncut(K))2] − E[(∆faux(K))2]

⃓⃓
≤ E

[︁
(eincNcut

(K))2
]︁

+ 2
√︂
E[(∆faux(K))2]E

[︁
(eincNcut

(K))2
]︁
.

Hence both the variance and the expected squared increment of the truncations converge
to those of faux. Passing to the limit in the finite-support inequality proves

Var(faux(K)) ≤ λE[(∆faux(K))2].

Applying this to g, with the square-integrability established above, gives

Var(g(K)) ≤ λE[rinv(K)2].

4. We next bound the second moment of g(K). Since 0 ≤ g(k)2 ≤ 1, for 0 ≤ λ ≤ 1,

(1 + λ)2E[g(K)2] ≤ 4 ≤ 8.

For λ > 1, the pointwise comparison

g(k)2 =
1

(k + 1)2
≤ 2

(k + 1)(k + 2)
= 2rinv(k)
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follows from k + 2 ≤ 2(k + 1). Applying the Poisson recurrence twice gives

λ2pλ(k)rinv(k) = pλ(k + 2).

The reciprocal-weighted series is summable because its terms lie between zero and pλ(k).
Summing the identity therefore yields

λ2E[rinv(K)] =
∑︂
k≥0

pλ(k + 2)

= 1 − pλ(0) − pλ(1) = 1 − e−λ(1 + λ).

It follows that

λ2E[g(K)2] ≤ 2λ2E[rinv(K)] = 2
(︁
1 − e−λ(1 + λ)

)︁
≤ 2.

Since (1 + λ)2 ≤ 4λ2 for λ > 1, we obtain

(1 + λ)2E[g(K)2] ≤ 8.

Together, the two cases establish this bound for every λ ≥ 0.

5. For the squared reciprocal pair, define

rinv,4(k) =
1

(k + 1)(k + 2)(k + 3)(k + 4)
(k ∈ Z≥0).

The calculation
6(k + 1)(k + 2) − (k + 3)(k + 4) = 5k2 + 11k ≥ 0

shows that
rinv(k)2 ≤ 6rinv,4(k), E[rinv(K)2] ≤ 6E[rinv,4(K)].

Also 0 ≤ rinv(k)2 ≤ 1. Thus, for 0 ≤ λ ≤ 1,

(1 + λ)4E[rinv(K)2] ≤ 16 ≤ 96.

For λ > 1, four applications of the Poisson recurrence give

λ4pλ(k)rinv,4(k) = pλ(k + 4).

The reciprocal-weighted series is again dominated by the Poisson mass series, so summation
gives

λ4E[rinv,4(K)] =
∑︂
k≥0

pλ(k + 4)

= 1 −
3∑︂

k=0

pλ(k)

= 1 − e−λ

(︃
1 + λ+

λ2

2
+
λ3

6

)︃
.
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Consequently,

λ4E[rinv(K)2] ≤ 6λ4E[rinv,4(K)]

= 6

[︃
1 − e−λ

(︃
1 + λ+

λ2

2
+
λ3

6

)︃]︃
≤ 6.

Using (1 + λ)4 ≤ 16λ4 now yields

(1 + λ)4E[rinv(K)2] ≤ 96.

This bound therefore holds for every λ ≥ 0.

6. To evaluate the first moment, first take λ = 0. The Poisson masses then satisfy

p0(0) = 1, p0(k) = 0 (k ≥ 1),

and hence
E[g(K)] = g(0) = 1.

For λ > 0, the recurrence gives

λpλ(k)g(k) = pλ(k + 1).

Because 0 ≤ pλ(k)g(k) ≤ pλ(k), this identity can be summed:

λE[g(K)] =
∑︂
k≥0

pλ(k + 1) = 1 − pλ(0) = 1 − e−λ.

Dividing by λ > 0 proves the asserted positive-rate formula.

7. Finally, 1 + λ > 0 and 8 ≤ 216 = C0, so

E[g(K)2] ≤ 8

(1 + λ)2
≤ C0

(1 + λ)2
.

Multiplying the variance inequality by the positive quantity (1 + λ)4, and then using the
reciprocal-pair bound and λ ≥ 0, gives

(1 + λ)4 Var(g(K)) ≤ λ(1 + λ)4E[rinv(K)2]

≤ 96λ ≤ C0λ.

Division by (1 + λ)4 > 0 proves

Var(g(K)) ≤ C0λ

(1 + λ)4
,

including λ = 0.

The expectation identity records the smoothing error, while the second-moment and variance
bounds control its contribution to sampling error. Applied to the independent outcome-success
and marginal counts in Lemma 3, these controls give an arm-level bound that is uniform over
the overlap class.
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Lemma 3. [lem:inverse-count-arm-risk] (Inverse-count arm risk bounds) There exists a
universal numerical constant C > 0 such that the following holds.

• (Parameters.) Let d ≥ 2 be an integer, 0 < ϵ ≤ 1/4, a ∈ {0, 1}, and u, t > 0.

• (Population.) Let P ∈ Md,ϵ, as defined in Definition 4. For j = 1, . . . , d and b ∈ {0, 1},
write

pj(P ) = P (X = j), sbj(P ) = P (X = j, A = b), qbj(P ) = P (X = j, A = b, Y = 1),

and define the outcome-success conditional mean by

µbj(P ) =

{︄
qbj(P )/sbj(P ), sbj(P ) > 0,

0, sbj(P ) = 0.

• (Poisson counts.) On a common probability space, let Zj ,Kj ,Wj be measurable counts
satisfying

Zj ∼ Poi
(︁
uqaj(P )

)︁
, Kj ∼ Poi

(︁
tsaj(P )

)︁
, Wj ∼ Poi

(︁
ts1−a,j(P )

)︁
,

where Poi(λ) denotes the Poisson law with mean λ. The entire collection of 3d counts is
mutually independent.

Define the cell contributions and the covariate-weighted arm mean by

Hj =
Zj

u

(︃
1 +

Wj

Kj + 1

)︃
, ψa =

d∑︂
j=1

pj(P )µaj(P ).

Then ⃓⃓⃓⃓
⃓⃓E
⎡⎣ d∑︂
j=1

Hj

⎤⎦− ψa

⃓⃓⃓⃓
⃓⃓ ≤ min

{︃
1,

d

exp(1)tϵ

}︃
, Var

⎛⎝ d∑︂
j=1

Hj

⎞⎠ ≤ C

(︃
1

uϵ
+

1

tϵ

)︃
.

Proof of Lemma 3. Take C = 220 > 0, and fix the parameters, law, and counts in the statement.
Throughout, suppress the argument P in the population quantities. For every cell,

pj = saj + s1−a,j , 0 ≤ qaj ≤ saj , 0 ≤ µaj ≤ 1,
d∑︂

j=1

pj = 1.

Indeed, the arm probabilities partition the covariate-cell probability, and the outcome-success
event is contained in the corresponding arm-cell event. Dividing 0 ≤ qaj ≤ saj by saj > 0 gives
the conditional-mean bounds; when saj = 0, both qaj and µaj are zero.

1. Exact expectation. Define the nonnegative Poisson means

λj = tsaj , ρj = ts1−a,j .

The Poisson first moments give

EZj = uqaj , EWj = ρj .
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By Lemma 2,

E
[︃

1

Kj + 1

]︃
=

⎧⎪⎨⎪⎩
1, λj = 0,

1 − e−λj

λj
, λj > 0.

Mutual independence permits factorization of the product expectation:

EHj =
1

u

(︃
EZj + EZj E

[︃
1

Kj + 1

]︃
EWj

)︃

= qaj

⎛⎜⎝1 + ρj

⎧⎪⎨⎪⎩
1, λj = 0,

1 − e−λj

λj
, λj > 0.

⎞⎟⎠ .

The count factors are integrable, the reciprocal factor is bounded by one, and independence
makes their products integrable. Thus finite-sum linearity yields

E

⎡⎣ d∑︂
j=1

Hj

⎤⎦ =

d∑︂
j=1

qaj

⎛⎜⎝1 + ρj

⎧⎪⎨⎪⎩
1, λj = 0,

1 − e−λj

λj
, λj > 0.

⎞⎟⎠ .

2. Bias bound. First suppose saj = 0. Then qaj = µaj = 0, so

EHj = pjµaj − s1−a,jµaje
−tsaj = 0.

If saj > 0, then λj > 0, and the preceding expectation simplifies to

EHj = qaj + s1−a,j
qaj
saj

(︁
1 − e−tsaj

)︁
= (saj + s1−a,j)µaj − s1−a,jµaje

−tsaj

= pjµaj − s1−a,jµaje
−tsaj .

Consequently, in all cells,

E

⎡⎣ d∑︂
j=1

Hj

⎤⎦− ψa = −
d∑︂

j=1

s1−a,jµaje
−tsaj .

For pj > 0, Assumption 1 gives s1j ≥ ϵpj and s0j ≥ ϵpj : multiply its lower propensity
bound and its upper propensity bound by pj , respectively. For pj = 0, the same inequalities
follow from nonnegativity. Hence, for every j,

saj ≥ ϵpj , 0 ≤ s1−a,jµaj ≤ s1−a,j ≤ pj .

Since every summand in the bias expression is nonnegative,⃓⃓⃓⃓
⃓⃓E
⎡⎣ d∑︂
j=1

Hj

⎤⎦− ψa

⃓⃓⃓⃓
⃓⃓ =

d∑︂
j=1

s1−a,jµaje
−tsaj ≤

d∑︂
j=1

pje
−tϵpj .
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The last sum is at most one, because

d∑︂
j=1

pje
−tϵpj ≤

d∑︂
j=1

pj = 1.

The elementary exponential bound gives

(tϵpj)e
−tϵpj ≤ e−1, pje

−tϵpj ≤ 1

exp(1)tϵ
.

Summing this second bound proves⃓⃓⃓⃓
⃓⃓E
⎡⎣ d∑︂
j=1

Hj

⎤⎦− ψa

⃓⃓⃓⃓
⃓⃓ ≤ min

{︃
1,

d

exp(1)tϵ

}︃
.

3. Weight moments. Use the reciprocal function and numerical constant from Lemma 2, and
define the nonnegative real random variables

g(Kj) =
1

Kj + 1
, C0 = 216, ωj = Wjg(Kj), βj = 1 + ωj .

The cited result supplies

E[g(Kj)
2] ≤ C0

(1 + λj)2
, Var(g(Kj)) ≤

C0λj
(1 + λj)4

.

The usual Poisson moments are

EWj = ρj , EW 2
j = ρ2j + ρj , Var(Wj) = ρj .

Independence of Wj and Kj therefore gives

Eω2
j = (ρ2j + ρj)E[g(Kj)

2].

In particular, ωj and βj are square integrable. Since (1 +ωj)
2 ≤ 2 + 2ω2

j , by (ωj −1)2 ≥ 0,

Eβ2j ≤ 2 + 2Eω2
j ≤ 2 + 2C0

ρ2j + ρj

(1 + λj)2
.

Expanding variance and factoring the independent expectations yields

Var(βj) = Var(ωj)

= (ρ2j + ρj)E[g(Kj)
2] − ρ2j

(︁
Eg(Kj)

)︁2
= ρjE[g(Kj)

2] + ρ2j Var(g(Kj))

≤ C0

{︄
ρj

(1 + λj)2
+

ρ2jλj

(1 + λj)4

}︄
.

These calculations also cover λj = 0 and ρj = 0.

33



4. Cell variance. The Poisson moments of the outcome-success count give

E(Zj/u) = qaj , E[(Zj/u)2] = q2aj +
qaj
u
, Var(Zj/u) =

qaj
u
.

Moreover, Zj/u is independent of βj , because Zj is independent of the pair (Wj ,Kj).
Their product is square integrable: its second moment factors into the two finite second
moments. Thus

Var(Hj) = E[(Zj/u)2]Eβ2j −
(︁
E(Zj/u)

)︁2(︁Eβj)︁2
=
qaj
u

Eβ2j + q2aj Var(βj).

Define the deterministic cell envelope by

Vcell,j =
qaj
u

(︄
2 + 2C0

ρ2j + ρj

(1 + λj)2

)︄
+ C0q

2
aj

(︄
ρj

(1 + λj)2
+

ρ2jλj

(1 + λj)4

)︄
.

Multiplying the weight bounds by the nonnegative coefficients qaj/u and q2aj gives

Var(Hj) ≤ Vcell,j .

5. Variance of the sum. For j ̸= k, the count blocks use disjoint members of the mutually
independent collection, so

(Zj ,Kj ,Wj) ⊥⊥ (Zk,Kk,Wk), Hj ⊥⊥ Hk.

The second assertion follows by applying the measurable function defining each contribu-
tion to its block. Pairwise independence and square integrability now give

Var

⎛⎝ d∑︂
j=1

Hj

⎞⎠ =

d∑︂
j=1

Var(Hj) ≤
d∑︂

j=1

Vcell,j .

6. Deterministic cell envelope. If saj = 0, then qaj = 0, and ϵ(saj + s1−a,j) ≤ saj forces
s1−a,j = 0. Thus pj = 0 and Vcell,j = 0.

Suppose henceforth that saj > 0. Overlap implies

pj ≤
saj
ϵ

≤ pj
ϵ
, s1−a,j ≤

pj
ϵ
, qaj ≤

pj
ϵ
.

It also gives ϵs1−a,j ≤ saj , whence

ϵs21−a,j ≤ sajs1−a,j ≤ sajpj ,
s21−a,j

saj
≤ pj

ϵ
.

The rational factors satisfy

0 ≤ λj
1 + λj

≤ 1, λj ≤ (1 + λj)
2.
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Consequently,
sajρ

2
j

(1 + λj)2
=
s21−a,j

saj

(︃
λj

1 + λj

)︃2

≤
s21−a,j

saj
,

sajρj
(1 + λj)2

= s1−a,j
λj

(1 + λj)2
≤ s1−a,j ,

s2ajρj

(1 + λj)2
=
s1−a,j

t

(︃
λj

1 + λj

)︃2

≤ s1−a,j

t
,

s2ajρ
2
jλj

(1 + λj)4
=
s21−a,j

tsaj

(︃
λj

1 + λj

)︃4

≤
s21−a,j

tsaj
.

Using qaj ≤ saj in the first two bounds yields

qaj
ρ2j + ρj

(1 + λj)2
≤

sajρ
2
j

(1 + λj)2
+

sajρj
(1 + λj)2

≤
s21−a,j

saj
+ s1−a,j ≤

2pj
ϵ
.

Similarly, q2aj ≤ s2aj and the last two bounds give

q2aj

(︄
ρj

(1 + λj)2
+

ρ2jλj

(1 + λj)4

)︄
≤

s2ajρj

(1 + λj)2
+

s2ajρ
2
jλj

(1 + λj)4

≤ s1−a,j

t
+
s21−a,j

tsaj
≤ 2pj

tϵ
.

Substitution into the cell envelope proves

Vcell,j ≤
2

u

pj
ϵ

+
2C0

u

2pj
ϵ

+ C0
2pj
tϵ

= (2 + 4C0)
pj
uϵ

+ 2C0
pj
tϵ

≤ (2 + 4C0)pj

(︃
1

uϵ
+

1

tϵ

)︃
.

The last inequality adds the nonnegative quantity (2 + 2C0)pj/(tϵ). Together with the
zero-mass case, this establishes the envelope for every cell.

7. Summation and constant calibration. Summing the cell envelopes and using
∑︁

j pj = 1
gives

Var

⎛⎝ d∑︂
j=1

Hj

⎞⎠ ≤
d∑︂

j=1

Vcell,j

≤ (2 + 4C0)

(︃
1

uϵ
+

1

tϵ

)︃
.

Finally,
2 + 4C0 = 262146 ≤ 1048576 = 220 = C.
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Since the reciprocal-intensity sum is nonnegative, this proves

Var

⎛⎝ d∑︂
j=1

Hj

⎞⎠ ≤ C

(︃
1

uϵ
+

1

tϵ

)︃
,

as required.

The bias bound captures the accumulation of smoothing error across cells. The variance
bound separates the outcome-success intensity from the marginal-count intensity, with the over-
lap floor controlling both contributions. These are the armwise risk inputs for the inverse-count
baseline in Algorithm 2; finite averaging supplies the corresponding rule on the observed records.

B.2 Transfer to finite ordered pools

The transfer argument applies to any bounded statistic of independent ordered prefixes. Its
notation is local: the risk-bound symbol A below is distinct from the treatment coordinate.

A finite pool supports every prefix up to its observed length. Averaging over those prefixes,
with zero output on overflow, yields the deterministic transfer rule in the next result.

Lemma 4. [lem:finite-prefix-transfer] (Finite prefix risk transfer) Let I be a finite index
set. Suppose the following conditions hold.

• (Pools.) For each i ∈ I, let Pi be a probability law on an arbitrary measurable observation
space, and let hi ≥ 1 be an integer pool length. Observations within pool i are iid with law
Pi, and the pools are mutually independent.

• (Statistic.) Let T be a measurable real-valued statistic on families of finite ordered pre-
fixes, including empty prefixes, such that

−1 ≤ T (s) ≤ 1

for every prefix family s.

• (Target and risk.) Let ϑ ∈ [−1, 1] be the target and A ∈ R the risk bound. Let Ji ∼
Poi(hi/8) be mutually independent prefix lengths, independent of all observations. For
independent infinite iid observation sequences with respective laws Pi, suppose

E
[︂(︁
T
(︁
(si,1:Ji)i∈I

)︁
− ϑ

)︁2]︂ ≤ A.

For finite ordered pools s = (si,1:hi
)i∈I , define the prefix-averaged statistic by

Tfin(s) =
∑︂

(ji)i∈I
0≤ji≤hi ∀i

(︄∏︂
i∈I

e−hi/8
(hi/8)ji

ji!

)︄
T
(︁
(si,1:ji)i∈I

)︁
.

This is the conditional average over the prefix lengths with output zero whenever some Ji > hi. It
defines a total deterministic measurable rule, takes values in [−1, 1] for every finite pool family,
and satisfies

E
[︂(︁
Tfin
(︁
(si,1:hi

)i∈I
)︁
− ϑ

)︁2]︂ ≤ A+
∑︂
i∈I

e−hi ,
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where the expectation is under the independent finite iid pools. For observation spaces equipped
with their Borel sigma-algebras, the rule is Borel measurable.

Proof of Lemma 4. 1. For a length vector j = (ji)i∈I ∈ NI
0, define

ω(j) =
∏︂
i∈I

e−hi/8
(hi/8)ji

ji!
, Good = {(s, j) : ji ≤ hi for every i ∈ I}, Overflow = Good c.

Here s ranges over the finite ordered pool families in the statement. Define, for every such
s and every j ∈ NI

0,

Tcap(s, j) =

{︄
T
(︁
(si,1:ji)i∈I

)︁
, (s, j) ∈ Good,

0, (s, j) ∈ Overflow.

On Good, the assumed range of T gives |Tcap(s, j)| ≤ 1; on Overflow, this follows from its
zero value. Thus

|Tcap(s, j)| ≤ 1 for every (s, j).

Writing EJ for expectation over the independent prefix lengths, we have

EJTcap(s, J) =
∑︂
j∈NI

0

ω(j)Tcap(s, j)

=
∑︂
j∈NI

0
ji≤hi ∀i

ω(j)T
(︁
(si,1:ji)i∈I

)︁
= Tfin(s).

Every prefix projection in the last sum is measurable, and the sum is finite. Consequently
Tfin is a total deterministic measurable rule, with

|Tfin(s)| ≤ EJ |Tcap(s, J)| ≤ 1.

For Borel observation spaces, these compositions and their finite sum are Borel measurable.

2. Write Es for expectation under the independent finite iid pools and

Es,J [·] = EsEJ [·].

The bounds on Tcap and ϑ imply

|Tcap(s, J) − ϑ| ≤ 2, 0 ≤ (Tcap(s, J) − ϑ)2 ≤ 4,

so all the following losses are integrable. For each fixed s, Jensen’s inequality for the square
function gives

(Tfin(s) − ϑ)2 = (EJ [Tcap(s, J) − ϑ])2

≤ EJ [(Tcap(s, J) − ϑ)2].

Integrating over the finite pools yields

Es[(Tfin(s) − ϑ)2] ≤ Es,J [(Tcap(s, J) − ϑ)2].
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3. Let sPoi denote the untruncated random prefix family from the hypothesis. Its conditional
law is

L(sPoi | J = j) =
⨂︂
i∈I

P⊗ji
i , j ∈ NI

0,

where
P⊗0
i = δ(),

the point mass on the empty ordered prefix. For every admissible j, independence and iid
sampling give the same conditional prefix law for the finite pools:

L
(︁
(si,1:ji)i∈I | J = j

)︁
=
⨂︂
i∈I

P⊗ji
i , ji ≤ hi ∀i.

Indeed, projection onto the first ji coordinates sends P⊗hi
i to P⊗ji

i , and the coordinatewise
laws multiply across the independent pools. Summing these equalities over the admissible
lengths therefore gives

Es,J

[︁
(Tcap(s, J) − ϑ)21Good(s, J)

]︁
=

∑︂
j∈NI

0
ji≤hi ∀i

ω(j)

∫︂
(T (s′) − ϑ)2 d

(︄⨂︂
i∈I

P⊗ji
i

)︄
(s′)

= E
[︁
(T (sPoi) − ϑ)21{Ji≤hi ∀i}

]︁
.

In the integral, s′ ranges over prefix families with respective lengths ji.

Splitting the capped loss between the two events, and using its zero output on overflow,
now yields

Es,J [(Tcap(s, J) − ϑ)2] = E
[︁
(T (sPoi) − ϑ)21{Ji≤hi ∀i}

]︁
+ ϑ2 Pr(∃i ∈ I : Ji > hi)

≤ E[(T (sPoi) − ϑ)2] + Pr(∃i ∈ I : Ji > hi)

≤ E[(T (sPoi) − ϑ)2] +
∑︂
i∈I

Pr(Ji > hi).

The first inequality discards a nonnegative complementary loss and uses ϑ2 ≤ 1. The
last follows by writing the overflow event as

⋃︁
i∈I{Ji > hi} and applying the finite union

bound.

4. Fix i ∈ I. The Poisson exponential moment follows directly from its probability masses
and the exponential series:

E[8Ji ] = e−hi/8
∞∑︂
k=0

(hi/8)k8k

k!

= e−hi/8
∞∑︂
k=0

hki
k!

= e7hi/8.

Since {Ji > hi} ⊆ {Ji ≥ hi}, exponential Markov gives

Pr(Ji > hi)e
−7hi/8 ≤ e−hi log 8.
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The elementary numerical lower bound log 2 > 5/8 implies

log 8 = 3 log 2 ≥ 15

8
.

As hi ≥ 0, we obtain

Pr(Ji > hi)e
−7hi/8 ≤ e−hi log 8 ≤ e−15hi/8 = e−hie−7hi/8.

Cancelling the strictly positive factor e−7hi/8 proves

Pr(Ji > hi) ≤ e−hi .

5. Combining the preceding bounds with the assumed Poisson-prefix risk gives

Es[(Tfin(s) − ϑ)2] ≤ E[(T (sPoi) − ϑ)2] +
∑︂
i∈I

Pr(Ji > hi)

≤ A+
∑︂
i∈I

e−hi .

These calculations include I = ∅: empty products equal 1, empty sums equal 0, the pool
and prefix families are the unique empty families, and the overflow event is empty.

The transfer preserves the prefix risk bound up to an explicit exponentially small remainder
determined by the finite pool lengths. It also provides measurability and boundedness on every
observed pool family. For the baseline, Lemmas 3 and 4 supply the count-risk and finite-
experiment ingredients of Theorem 3.

B.3 A localized polynomial certificate

The attaining construction in Algorithm 1 uses a polynomial correction on the branch selected
by a small pilot count. The scalar certificate below collects its approximation and moment
controls. We introduce the certificate notation before stating those bounds.

The residual bound controls reciprocal approximation on the unit interval. The same cer-
tificate gives unbiased factorial estimation of the polynomial and a second-moment bound for
every nonnegative argument.

Lemma 5. [lem:chebyshev-factorial-certificate] (Chebyshev factorial moment certifi-
cate) Let L be an integer with L ≥ 2. Let TL be the Chebyshev polynomial specified by

T0(x) = 1, T1(x) = x, Th+1(x) = 2xTh(x) − Th−1(x) (h ≥ 1),

and define
CL(z) = TL(1 − 2z).

Define the polynomials EL and GL by the identities

EL(z) =
1 − CL(z)

2L2z
, GL(z) =

1 − EL(z)

z
(z ̸= 0),
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with their removable values at zero. Then

0 ≤ EL(z) ≤ min{1, (L2z)−1} (0 < z ≤ 1), EL(0) = 1.

Moreover,

degGL ≤ L− 2, GL(z) =

L−2∑︂
h=0

ghz
h,

L−2∑︂
h=0

|gh| ≤ 14L,

where gh is the coefficient of zh in GL.
For real parameters t, B, z, define

D = tB,

and suppose that

• (Positive scales.) t > 0 and B > 0.

• (Nonnegative argument.) z ≥ 0.

• (Degree calibration.) D ≥ L.

Let K ∼ Poi(tzB), the Poisson law with mean tzB, and define

(K)0 = 1, (K)h =
h−1∏︂
i=0

(K − i) (h ≥ 1), ˆ︁G =
L−2∑︂
h=0

gh
(K)h
Dh

.

Then
E[ ˆ︁G] = GL(z), E[ ˆ︁G2] ≤ 392L(1 + z)2L.

Proof of Lemma 5. 1. The Chebyshev recurrence gives

Th(1) = 1, deg Th ≤ h, Th(cos θ) = cos(hθ) (h ≥ 0, 0 ≤ θ ≤ π).

Indeed, the initial values and the cosine addition formula establish the last identity by
induction. Consequently,

|TL(x)| ≤ 1 (−1 ≤ x ≤ 1).

Applying Lemma 8 with polynomial TL, degree bound L, and uniform bound 1, we obtain

|T ′
L(x)| ≤ L2 (−1 ≤ x ≤ 1).

For 0 ≤ z ≤ 1, the points 1 − 2z and 1 both belong to this interval. The derivative bound
therefore gives

|TL(1 − 2z) − TL(1)| ≤ L2|(1 − 2z) − 1| = 2L2z.

Combining this with the range bound and TL(1) = 1 yields

0 ≤ 1 − CL(z), 1 − CL(z) ≤ 2, 1 − CL(z) ≤ 2L2z.

The numerator 1 − CL has zero constant coefficient. Polynomial division by z thus gives
the identity

zEL(z) =
1 − CL(z)

2L2
.
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For z ̸= 0, this implies

EL(z) =
1 − CL(z)

2L2z
.

When 0 < z ≤ 1, the denominator is positive. Dividing the three numerator bounds by it
gives

0 ≤ EL(z), EL(z) ≤ 1, EL(z) ≤ 1

L2z
,

and hence the required minimum bound.

2. Differentiating the polynomial identity from the preceding step and evaluating at zero
gives

EL(0) = −
C ′
L(0)

2L2
=
T ′
L(1)

L2
.

The endpoint derivative identity is

T ′
L(1) = L2.

It follows directly by differentiating the Chebyshev recurrence: the initial derivatives are

T ′
0(1) = 0, T ′

1(1) = 1,

and, using Th(1) = 1,
T ′
h+2(1) = 2 + 2T ′

h+1(1) − T ′
h(1).

Induction gives T ′
h(1) = h2. Since L ≥ 2, division by L2 is valid, and therefore

EL(0) = 1.

Thus 1 − EL also has zero constant coefficient. Its polynomial division by z gives

zGL(z) = 1 − EL(z).

For every z ̸= 0, the two polynomial identities consequently yield

EL(z) =
1 − CL(z)

2L2z
, GL(z) =

1 − EL(z)

z
.

These identities specify the polynomial continuations at zero as well.

3. Composition with the affine polynomial 1 − 2z gives

degCL ≤ L, deg(1 − CL) ≤ L.

Scalar multiplication preserves this degree bound, and polynomial division by z lowers it
by one. Applying the same argument to 1 − EL gives

degEL ≤ L− 1, deg(1 − EL) ≤ L− 1, degGL ≤ L− 2.

The inequalities also hold for a zero polynomial, with the usual degree convention. There-
fore the coefficient expansion is

GL(z) =
L−2∑︂
h=0

ghz
h.
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4. For any real polynomial paux, use coefficient notation and define its coefficient norm by

paux(z) =
∑︂
h≥0

(︁
[zh]paux

)︁
zh, ∥paux∥coef,1 :=

∑︂
h≥0

|[zh]paux|.

Both sums have finite support. The coefficient triangle inequality and convolution formula
give, for real polynomials paux, qaux and asc ∈ R,

∥paux − qaux∥coef,1 ≤ ∥paux∥coef,1 + ∥qaux∥coef,1,
∥pauxqaux∥coef,1 ≤ ∥paux∥coef,1∥qaux∥coef,1,
∥ascpaux∥coef,1 = |asc|∥paux∥coef,1.

Multiplication by z preserves this norm:

∥zpaux∥coef,1 = ∥paux∥coef,1.

For the zero polynomial both sides are zero; otherwise this follows by shifting the coeffi-
cients, since

[z0](zpaux) = 0, [zh+1](zpaux) = [zh]paux.

Define the shifted family

Csh,h(z) := Th(1 − 2z) (h ≥ 0, z ∈ R), Csh,L = CL.

Its initial coefficient norms and recurrence are

∥Csh,0∥coef,1 = 1, ∥Csh,1∥coef,1 = 3,

Csh,h+2 = 2(1 − 2z)Csh,h+1 − Csh,h.

Since
∥2(1 − 2z)∥coef,1 = |2| + | − 4| = 6,

the norm inequalities imply

∥Csh,h+2∥coef,1 ≤ 6∥Csh,h+1∥coef,1 + ∥Csh,h∥coef,1.

Starting from 1 ≤ 70 and 3 ≤ 71, two-step induction gives

∥Csh,h∥coef,1 ≤ 7h,

because
6 · 7h+1 + 7h = 43 · 7h ≤ 49 · 7h = 7h+2.

Applying the norm identities to zEL = (1 − CL)/(2L2), we obtain

∥EL∥coef,1 =
∥1 − CL∥coef,1

2L2
≤ 1 + 7L

2L2
≤ 7L.

The last inequality uses L2 ≥ 1 and 7L ≥ 1. Applying them next to zGL = 1 − EL yields

L−2∑︂
h=0

|gh| = ∥GL∥coef,1

= ∥1 − EL∥coef,1
≤ 1 + ∥EL∥coef,1
≤ 1 + 7L ≤ 2 · 7L ≤ 2L7L = 14L.

Here the first equality uses the degree bound, and 2 ≤ 2L follows from L ≥ 2.
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5. Fix t, B > 0, z ≥ 0, and D = tB ≥ L, and define the Poisson mean

λP := Dz = tzB ≥ 0.

The law of K is

P(K = k) = e−λP
λ k
P

k!
(k ∈ N0).

We use 00 = 1 and the empty-product value 1.

For every integer h ≥ 0, the terms with k < h have (k)h = 0, while (k)h = k!/(k − h)! for
k ≥ h. Shifting the Poisson series therefore gives

E[(K)h] = e−λP

∞∑︂
k=h

λ k
P

(k − h)!

= λh
Pe

−λP

∞∑︂
k=0

λ k
P

k!
= λh

P .

The exponential series converges, so these factorial moments are finite. This computation
includes λP = 0 and h = 0.

Since D > 0, each summand of the estimator satisfies

E
[︃
gh

(K)h
Dh

]︃
= gh

(Dz)h

Dh
= ghz

h.

Integrating the finite sum term by term and using the polynomial expansion gives

E[ ˆ︁G] =

L−2∑︂
h=0

ghz
h = GL(z).

6. To obtain the mixed moments, define the falling-factorial polynomials

Ffac,h(x) :=
h−1∏︂
i=0

(x− i) (h ∈ N0, x ∈ R), Ffac,0(x) = 1.

For an integer k ≥ 0, they satisfy

Ffac,h(k) = (k)h.

Let h, h′ ∈ N0. First suppose h ≤ h′. The binomial addition identity for falling-factorial
polynomials, applied to x = (x− h) + h, gives

Ffac,h′(x) =

h′∑︂
jov=0

(︃
h′

jov

)︃
Ffac,jov(h)Ffac,h′−jov(x− h).

The product definition supplies

Ffac,h(x)Ffac,h′−jov(x− h) = Ffac,h+h′−jov(x).

43



Moreover,

Ffac,jov(h) = 0 (jov > h), Ffac,jov(h) = jov!

(︃
h

jov

)︃
(0 ≤ jov ≤ h).

Multiplying the addition identity by Ffac,h(x) and removing its zero terms thus gives

Ffac,h(x)Ffac,h′(x) =

h∑︂
jov=0

(︃
h

jov

)︃(︃
h′

jov

)︃
jov!Ffac,h+h′−jov(x).

If h′ > h fails, exchange the two orders; the product and the coefficients are symmetric.
Evaluating the resulting identity at any integer k ≥ 0 yields

(k)h(k)h′ =

min(h,h′)∑︂
jov=0

(︃
h

jov

)︃(︃
h′

jov

)︃
jov! (k)h+h′−jov .

7. Define, for h, h′ ∈ N0,

Mfac(h, h
′) := E

[︃
(K)h
Dh

(K)h′

Dh′

]︃
.

The product expansion and the finite factorial moments justify termwise expectation. They
give

Mfac(h, h
′) =

min(h,h′)∑︂
jov=0

(︃
h

jov

)︃(︃
h′

jov

)︃
jov!

(Dz)h+h′−jov

Dh+h′

=

min(h,h′)∑︂
jov=0

(︃
h

jov

)︃(︄(︁ h′

jov

)︁
jov!

Djov

)︄
zh+h′−jov .

All terms are nonnegative, so Mfac(h, h
′) ≥ 0.

Now suppose h, h′ ≤ L. Since h′ ≤ L ≤ D, the overlap coefficient satisfies

0 ≤
(︁
h′

jov

)︁
jov!

Djov
=

(h′)jov
Djov

≤ (h′)jov

Djov
≤ 1.

The falling-factorial bound follows by bounding each factor by h′; when the order exceeds
h′, the falling factorial is zero. The order-zero case has value 1.

Also, for every overlap index in the displayed sum,

zh+h′−jov ≤ (1 + z)h+h′−jov ≤ (1 + z)2L,

because z ≥ 0, 1 + z ≥ 1, and h + h′ − jov ≤ 2L. These inequalities include z = 0 under
the stated power convention. Hence

Mfac(h, h
′) ≤

min(h,h′)∑︂
jov=0

(︃
h

jov

)︃
(1 + z)2L

≤
h∑︂

jov=0

(︃
h

jov

)︃
(1 + z)2L

= 2h(1 + z)2L

≤ 2L(1 + z)2L.
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The second inequality adds nonnegative terms, and the equality is the binomial theorem.

8. Expanding the square and integrating the finite sum gives

E[ ˆ︁G2] =
L−2∑︂
h=0

L−2∑︂
h′=0

ghgh′Mfac(h, h
′).

Every product is integrable by its finite factorial expansion. For each pair of indices,

ghgh′ ≤ |gh||gh′ |, 0 ≤Mfac(h, h
′) ≤ 2L(1 + z)2L,

where the moment bound applies because h, h′ ≤ L− 2 ≤ L. Consequently,

E[ ˆ︁G2] ≤
L−2∑︂
h=0

L−2∑︂
h′=0

|gh||gh′ | 2L(1 + z)2L

=

(︄
L−2∑︂
h=0

|gh|

)︄2

2L(1 + z)2L

≤ (14L)2 2L(1 + z)2L

= 392L(1 + z)2L.

The coefficient sum is nonnegative, so its bound may be squared. All index ranges remain
valid at L = 2, when the estimator sum consists of its order-zero term.

The certificate links polynomial approximation to a statistic built from observed counts. Its
second-moment bound depends explicitly on both the degree and the argument, making localiza-
tion part of the risk calculation. The independent pilot count supplies the branch selection, while
the inverse-count moment bounds control the contribution on the complementary branch. The
following result assembles these ingredients at the calibration used by the attaining estimator.

Lemma 6. [lem:uniform-hybrid-arm-risk] (Uniform hybrid arm risk) There exists a nu-
merical constant C > 0 such that the following holds for every n,m, d ∈ N, overlap parameter
ϵ ∈ R, observable law P , arm a ∈ {0, 1}, and pool intensities u, tp, t ∈ R.

• (Experiment.) The indices satisfy

n ≥ 1, d ≥ 2, 0 < ϵ ≤ 1

4
, S = nϵ ≥ exp(4096), N = n+m.

• (Model.) The law satisfies P ∈ Md,ϵ, as defined in Definition 4.

• (Intensities.) The pool intensities satisfy

u ≥ n

32
, tp ≥

N

64
, t ≥ N

64
,

1

3
≤ t

tp
≤ 3.

• (Calibration.) Set

L =

⌊︃
logS

1024

⌋︃
, H0 = 220, B =

H0L

min{tp, t}
, k0 =

⌊︃
tpB

4

⌋︃
.
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• (Poisson pools.) On any probability space, let {Zbj , Jbj ,Kbj : b ∈ {0, 1}, 1 ≤ j ≤ d} be
jointly independent measurable counts with

Zbj ∼ Poi(uqbj(P )) , Jbj ∼ Poi(tpsbj(P )) , Kbj ∼ Poi(tsbj(P )) .

Here Poi(λ) is the Poisson law with mean λ, and the population quantities are

qbj(P ) = P (X = j, A = b, Y = 1), sbj(P ) =
∑︂

y∈{0,1}

P (X = j, A = b, Y = y),

pj(P ) =
∑︂

b∈{0,1}

sbj(P ), µbj(P ) =

{︄
qbj(P )/sbj(P ), sbj(P ) > 0,

0, sbj(P ) = 0.

Using the monomial coefficients gh of the reciprocal-approximation polynomial GL in the esti-
mator construction, form

ˆ︁Gaj =
L−2∑︂
h=0

gh
(Kaj)h
(tB)h

, (K)0 = 1, (K)h =
h−1∏︂
r=0

(K − r) (h ≥ 1),

and

Vaj =

⎧⎪⎪⎪⎨⎪⎪⎪⎩
Zaj

u

(︄
1 +

K1−a,j
ˆ︁Gaj

tB

)︄
, Jaj ≤ k0,

Zaj

u

(︃
1 +

K1−a,j

Kaj + 1

)︃
, Jaj > k0.

Then

E

⎡⎣⎛⎝ d∑︂
j=1

Vaj −
d∑︂

j=1

pj(P )µaj(P )

⎞⎠2⎤⎦ ≤ C

{︄
1

S
+

(︃
d

NϵL

)︃2
}︄
.

The same constant C applies to every choice of indices, law, arm, intensities, and probability
space satisfying these conditions.

Proof of Lemma 6. Fix parameters and counts satisfying the hypotheses. Write P for their
probability measure on the given sample space Ω.

1. Identify the joint count law. Define the count space and the selected count vector by

N0 = {0, 1, 2, . . .}, E = (N4
0)

d, T (ω) =
(︁
Jaj(ω), Zaj(ω),Kaj(ω),K1−a,j(ω)

)︁d
j=1

.

For j = 1, . . . , d, define probability measures

νj = Poi
(︁
tpsaj(P )

)︁
⊗ Poi

(︁
uqaj(P )

)︁
⊗ Poi

(︁
tsaj(P )

)︁
⊗ Poi

(︁
ts1−a,j(P )

)︁
, ν =

d⨂︂
j=1

νj ,

with coordinates ordered as in T .
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The selected counts form a subfamily of the stipulated independent family: their indices
are distinct, including the two factorial-pool indices because a ̸= 1 − a. Thus, for every

c = (cj)
d
j=1 ∈ E , cj = (cpj , c

o
j , c

f
j , c

opp
j ),

independence gives

P{T = c} =
d∏︂

j=1

[︁
P{Jaj = cpj }P{Zaj = coj}

P{Kaj = cfj}P{K1−a,j = coppj }
]︁

= ν{c}.

Indeed, the event on the left is the intersection of these singleton-coordinate events. Equal-
ity on singletons determines measures on the countable space E , so

P ◦ T −1 = ν.

2. Establish the population inputs. For the fixed law and arm, set

sj = saj(P ), vj = s1−a,j(P ), qj = qaj(P ), pj = pj(P ), µ̄j = µaj(P ), ψa =

d∑︂
j=1

pj µ̄j .

The probability definitions imply

sj , vj ≥ 0, pj = sj + vj , 0 ≤ qj ≤ sj , 0 ≤ µ̄j ≤ 1,
d∑︂

j=1

pj = 1.

If sj = 0, the bound 0 ≤ qj ≤ sj gives qj = 0; if sj > 0, the defining quotient for µ̄j gives
the same identity

sjµ̄j = qj (j = 1, . . . , d).

By Definition 4, the law satisfies Assumption 1. On occupied cells, each arm proportion
lies in [ϵ, 1 − ϵ], hence

ϵpj ≤ sj .

On a null covariate cell, both arm masses vanish and this inequality also holds. In partic-
ular,

sj = 0 =⇒ pj = vj = qj = µ̄j = 0.

The corresponding outcome count has mean zero, so both branch contributions vanish
almost surely.

The public parameters satisfy

S = nϵ, N = n+m, 0 < ϵ ≤ 1, S ≤ Nϵ,
S

32
≤ uϵ,

N

64
≤ tp, t,

1

3
≤ t

tp
.

Consequently S,N, u, tp, t are strictly positive.

On E , define the coordinate counts by(︁
Jj(c),Zj(c),Kj(c),Wj(c)

)︁
= cj .
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Define real-valued functions on this entire space by

Gj =

L−2∑︂
h=0

gh
(Kj)h
(tB)h

,

Pj =
Zj

u

(︃
1 +

WjGj

tB

)︃
,

Hj =
Zj

u

(︃
1 +

Wj

Kj + 1

)︃
,

Ij = 1{Jj ≤ k0}, Vj = IjPj + (1 − Ij)Hj .

Under ν, the four coordinate counts in cell j have independent Poisson laws with means

tpsj , uqj = usjµ̄j , tsj , tvj ,

respectively. We write Eν and Varν for expectation and variance under ν.

3. Calibrate the degree and localization scale. Introduce

ηS = logS, Fgrow = (224)L, ρpil = S−20.

Since ηS ≥ 4096, the definition of L gives

L ≥ 4, L ≤ ηS
1024

< L+ 1, ηS < 1280L.

Using log 2 ≤ 1 and logL ≤ L,

log(FgrowL
3) = 24L log 2 + 3 logL ≤ 27L ≤ 27

1024
ηS ≤ ηS

2
.

Therefore
FgrowL

3 ≤
√
S, e−200000L ≤ e−20ηS = ρpil.

Moreover, B > 0, and the minimum in its definition yields

tpB = H0L
tp

min{tp, t}
≥ H0L, tB = H0L

t

min{tp, t}
≥ H0L ≥ L.

Define the light and heavy index sets, their light mass, and their light count by

Jlight = {j : 1 ≤ j ≤ d, sj ≤ B}, Jheavy = {j : 1 ≤ j ≤ d, sj > B},

Mlight =
∑︂

j∈Jlight

pj , clight = |Jlight|.

For every light cell, overlap gives

pj ≤
sj
ϵ

≤ B

ϵ
.

Summing this inequality and using total mass one proves

0 ≤Mlight ≤ min

{︃
1,
clightB

ϵ

}︃
≤ dB

ϵ
, 0 ≤ clight ≤ d.

These formulas also apply when either index set is empty, with its sum equal to zero.
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4. Bound the inverse-branch variance. Use the reciprocal function and numerical constant
supplied by Lemma 2:

g(k) =
1

k + 1
(k ∈ N0), C0 = 216, Cinv = 2 + 4C0 = 262146.

For each cell define the inverse multiplier

Winv,j = 1 + Wjg(Kj).

Independence, the Poisson first and second moments, and Lemma 2 give

Eν [W2
inv,j ] ≤ 2 + 2

(︁
(tvj)

2 + tvj
)︁
Eν [g(Kj)

2]

≤ 2 + 2C0
(tvj)

2 + tvj
(1 + tsj)2

,

where the first inequality uses (1+x)2 ≤ 2+2x2. The variance of the independent product
is

Varν(Winv,j) = tvj Eν [g(Kj)
2] + (tvj)

2 Varν(g(Kj))

≤ C0

{︃
tvj

(1 + tsj)2
+

(tvj)
2tsj

(1 + tsj)4

}︃
.

Also,

Eν

[︃
Zj

u

]︃
= qj , Eν

[︄(︃
Zj

u

)︃2
]︄

=
qj
u

+ q2j .

Factoring its independent first and second moments therefore gives

Varν(Hj) =
qj
u
Eν [W2

inv,j ] + q2j Varν(Winv,j).

For sj > 0, overlap implies
v2j
sj

≤ pj
ϵ
, qj , vj ≤

pj
ϵ
.

Indeed, ϵvj ≤ sj , and multiplying by vj ≤ pj proves the first bound. The elementary
inequalities

0 ≤ tsj
1 + tsj

≤ 1, tsj ≤ (1 + tsj)
2

give the four rational bounds

sj(tvj)
2

(1 + tsj)2
≤
v2j
sj
,

sjtvj
(1 + tsj)2

≤ vj ,

s2j tvj

(1 + tsj)2
≤ vj

t
,

s2j (tvj)
2tsj

(1 + tsj)4
≤

v2j
tsj

.

For example, the first, third, and fourth left-hand sides equal their respective right-hand
sides multiplied by (tsj/(1 + tsj))

2, (tsj/(1 + tsj))
2, and (tsj/(1 + tsj))

4. Hence qj ≤ sj
gives

qj
(tvj)

2 + tvj
(1 + tsj)2

≤
v2j
sj

+ vj ≤
2pj
ϵ
,
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q2j

{︃
tvj

(1 + tsj)2
+

(tvj)
2tsj

(1 + tsj)4

}︃
≤ vj

t
+
v2j
tsj

≤ 2pj
tϵ
.

Substitution into the variance identity proves

Varν(Hj) ≤ Cinvpj

(︃
1

uϵ
+

1

tϵ

)︃
.

For sj = 0, both sides vanish by the null-cell identities already established. Summing over
all cells gives

d∑︂
j=1

Varν(Hj) ≤ Cinv

(︃
1

uϵ
+

1

tϵ

)︃
.

5. Bound the light polynomial variances. Define, for every cell,

ζj =
sj
B
, Wpol,j = 1 +

WjGj

tB
.

The hypotheses of Lemma 5 hold because L ≥ 4, t, B > 0, ζj ≥ 0, and tB ≥ L. For a light
cell it supplies

Eν [G2
j ] ≤ 392L(1 + ζj)

2L ≤ 1568L ≤ Fgrow.

Independence of the two factorial counts and Eν [W2
j ] = (tvj)

2 + tvj then imply

Eν [W2
pol,j ] ≤ 2 + 2Eν [G2

j ]

(︄
v2j
B2

+
vj
tB2

)︄

≤ 2Fgrow

(︄
1 +

v2j
B2

+
vj
tB2

)︄
.

The outcome count is independent of this multiplier, so

Eν [P2
j ] =

(︂qj
u

+ q2j

)︂
Eν [W2

pol,j ].

For sj ≤ B, the following bounds retain each mixed monomial:

sjv
2
j

B2
≤ pj

ϵ
,
sjvj
tB2

≤ vj ,
s2jvj

tB2
≤ pj

t
,

s2jv
2
j

B2
≤ p2j , s2j ≤ p2j , pj ≤

B

ϵ
.

When sj > 0, the first follows from sjv
2
j /B

2 ≤ v2j /sj ≤ pj/ϵ. The second follows from

sj ≤ B ≤ tB2, since tB ≥ 1. The next two use s2j ≤ B2 and vj ≤ pj . When sj = 0, all
these inequalities follow from vj = pj = 0.

Expanding the product and using qj ≤ sj gives(︂qj
u

+ q2j

)︂(︄
1 +

v2j
B2

+
vj
tB2

)︄

≤ sj
u

+
sjv

2
j

uB2
+

sjvj
utB2

+ s2j +
s2jv

2
j

B2
+
s2jvj

tB2

≤ 3pj
uϵ

+
pj
t

+ 2p2j ≤
3pj
uϵ

+
pj
t

+
2B2

ϵ2
.
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Here sj , vj ≤ pj/ϵ uses ϵ ≤ 1. Thus

Varν(Pj) ≤ Eν [P2
j ] ≤ 6Fgrow

(︃
pj
uϵ

+
pj
t

+
B2

ϵ2

)︃
.

Summation yields∑︂
j∈Jlight

Varν(Pj) ≤ 6Fgrow

(︃
Mlight

uϵ
+
Mlight

t
+
clightB

2

ϵ2

)︃
.

6. Assemble the light mixture variances. Define

πj = ν{Jj ≤ k0} ∈ [0, 1], δj = Eν [Pj ] − Eν [Hj ].

The factorial unbiasedness in Lemma 5 gives

Eν [Gj ] = GL(ζj).

For sj > 0, independence and the reciprocal expectation from Lemma 2 therefore give

Eν [Pj ] = sjµ̄j

(︂
1 +

vj
B
GL(ζj)

)︂
= pjµ̄j − vjµ̄jEL(ζj),

Eν [Hj ] = sjµ̄j

(︃
1 + tvj

1 − e−tsj

tsj

)︃
= pjµ̄j − vjµ̄je

−tsj .

The polynomial identity used here is

ζjGL(ζj) = 1 − EL(ζj),

as specified in Algorithm 1. The two branch-mean formulas also hold when sj = 0, because
pj = vj = 0.

The pilot is independent of both branches. Consequently,

Eν [Vj ] = πjEν [Pj ] + (1 − πj)Eν [Hj ],

Eν [V2
j ] = πjEν [P2

j ] + (1 − πj)Eν [H2
j ].

Subtracting the square of the first identity from the second gives

Varν(Vj) = πj Varν(Pj) + (1 − πj) Varν(Hj) + πj(1 − πj)δ
2
j .

For 0 < sj ≤ B, the residual bound in Lemma 5 yields

0 ≤ vjµ̄jEL(ζj) ≤
vjB

L2sj
≤ B

ϵL2
.

The last inequality follows from ϵvj ≤ sj . Using the branch means and (x−y)2 ≤ 2x2+2y2,
we obtain

πj(1 − πj)δ
2
j ≤ 2

(︃
B

ϵL2

)︃2

+ 2
(︁
pje

−tsj
)︁2
.

For sj = 0, the branch means vanish and the same bound applies.
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Overlap and the elementary bound xe−x ≤ e−1 for x ≥ 0 give(︁
pje

−tsj
)︁2 ≤ p2je

−2tϵpj ≤ pj
2e tϵ

.

Thus ∑︂
j∈Jlight

πj(1 − πj)δ
2
j ≤ 2clight

(︃
B

ϵL2

)︃2

+
1

e tϵ
.

Combining this with the polynomial variance bound and 0 ≤ πj ≤ 1 proves∑︂
j∈Jlight

Varν(Vj) ≤
∑︂

j∈Jlight

Varν(Hj)

+ 6Fgrow

(︃
Mlight

uϵ
+
Mlight

t
+
clightB

2

ϵ2

)︃
+ 2clight

(︃
B

ϵL2

)︃2

+
1

e tϵ
.

7. Control the heavy mixture variances. For a heavy cell define its pilot mean by

λp,j = tpsj > 0.

The cutoff satisfies k0 < λp,j/4. The Poisson lower-tail Bernstein inequality states

ν
{︂
λp,j − Jj >

√︁
2λp,jξ

}︂
≤ e−ξ (ξ ≥ 0).

Since √︂
2λp,j(λp,j/4) =

λp,j√
2
<

3λp,j
4

,

the event {Jj ≤ k0} is contained in the displayed deviation event with ξ = λp,j/4. Hence

πj ≤ e−tpsj/4.

For every ζj ≥ 0, Lemma 5 supplies

Eν [G2
j ] ≤ 392L(1 + ζj)

2L ≤ Fgrow(1 + ζj)
2L.

The multiplier calculation used for light cells now gives

Eν [W2
pol,j ] ≤ 2Fgrow(1 + ζj)

2L

(︄
1 +

v2j
B2

+
vj
tB2

)︄
.

For sj > B, one has tsj ≥ tB ≥ 1. Applying the mixed-monomial calculation with
localization scale sj , while retaining the squared cell mass, gives

(︂qj
u

+ q2j

)︂(︄
1 +

v2j
s2j

+
vj
ts2j

)︄
≤ 3pj

uϵ
+
pj
t

+ 2p2j .
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Also,

1 +
v2j
B2

+
vj
tB2

= 1 + ζ2j

(︄
v2j
s2j

+
vj
ts2j

)︄

≤ (1 + ζj)
2

(︄
1 +

v2j
s2j

+
vj
ts2j

)︄
.

Factoring the independent outcome second moment therefore proves

Eν [P2
j ] ≤ 6Fgrow(1 + ζj)

2L+2
(︂pj
uϵ

+ p2j +
pj
t

)︂
.

The pilot tail absorbs this growth. Indeed, ζj > 1, tpsj ≥ H0Lζj , log(1 + ζj) ≤ ζj , and
2L+ 2 ≤ (5/2)L. Thus

log
(︂
e−tpsj/4Fgrow(1 + ζj)

2L+2
)︂

≤ −H0Lζj
4

+ 24L+
5

2
Lζj

≤ −
(︃
H0

4
− 24 − 5

2

)︃
Lζj ≤ −200000L.

Consequently,

πjFgrow(1 + ζj)
2L+2 ≤ e−200000L ≤ ρpil, πj ≤ ρpil.

Since 0 ≤ pj ≤ 1 and
∑︁

j pj = 1,

∑︂
j∈Jheavy

πjEν [P2
j ] ≤ 6ρpil

(︃
1

uϵ
+ 1 +

1

t

)︃
.

The inverse branch mean lies in [0, pj ], by its explicit formula. Moreover, (Eν [Pj ])
2 ≤

Eν [P2
j ]. Hence

πj(1 − πj)δ
2
j ≤ 2πjEν [P2

j ] + 2πjp
2
j ,

and summing gives ∑︂
j∈Jheavy

πj(1 − πj)δ
2
j ≤ 14ρpil

(︃
1

uϵ
+ 1 +

1

t

)︃
.

Using the mixture variance identity and Varν(Pj) ≤ Eν [P2
j ], we conclude∑︂

j∈Jheavy

Varν(Vj) ≤
∑︂

j∈Jheavy

Varν(Hj)

+ 20ρpil

(︃
1

uϵ
+ 1 +

1

t

)︃
.
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Adding the light and heavy bounds proves

d∑︂
j=1

Varν(Vj) ≤
d∑︂

j=1

Varν(Hj)

+ 6Fgrow

(︃
Mlight

uϵ
+
Mlight

t
+
clightB

2

ϵ2

)︃
+ 2clight

(︃
B

ϵL2

)︃2

+
1

e tϵ

+ 20ρpil

(︃
1

uϵ
+ 1 +

1

t

)︃
.

8. Bound the selected bias. Define the exponential pilot parameter by

θpil = log

(︃
1 +

t

tp

)︃
> 0.

The Poisson exponential moment and exponential Markov inequality give

(1 − πj)e
−tsj ≤ e−θpilk0Eν [eθpilJj ]e−tsj

= e−θpilk0 exp
{︂
tpsj(e

θpil − 1) − tsj

}︂
= e−θpilk0 .

This calculation applies to every sj ≥ 0. The ratio condition and log(1 + x) ≥ 2x/(2 + x)
for x ≥ 0 imply

θpil ≥ log(4/3) ≥ 2

7
.

The floor inequality k0 + 1 > tpB/4, together with L ≥ 4, gives

k0 ≥
H0L

8
.

It follows that

(1 − πj)e
−tsj ≤ exp

(︃
−H0L

28

)︃
≤ e−30000L ≤ e−20ηS = ρpil.

The branch means yield, for sj > 0,

Eν [Vj ] − pjµ̄j = −vjµ̄j
{︁
πjEL(ζj) + (1 − πj)e

−tsj
}︁
.

For sj ≤ B, the light residual estimate therefore gives

|Eν [Vj ] − pjµ̄j | ≤
B

ϵL2
+ pjρpil.

For heavy cells, the coefficient bound in Lemma 5 implies

|GL(ζj)| ≤
L−2∑︂
h=0

|gh|ζhj ≤ 14L(1 + ζj)
L.
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The defining polynomial identity gives

|EL(ζj)| = |1 − ζjGL(ζj)|
≤ 1 + ζj14L(1 + ζj)

L

≤ 2Fgrow(1 + ζj)
2L+2.

Here each of the two terms in the preceding sum is bounded by Fgrow(1 + ζj)
2L+2. Using

vjµ̄j ≤ pj and the heavy pilot absorption proves

πj |vjµ̄jEL(ζj)| ≤ 2pjρpil.

Together with the opposite pilot bound, this gives

|Eν [Vj ] − pjµ̄j | ≤ 3pjρpil (sj > B).

For sj = 0, the bias is zero. Applying the triangle inequality cell by cell and summing pj
proves ⃓⃓⃓⃓

⃓⃓ d∑︂
j=1

(︁
Eν [Vj ] − pjµ̄j

)︁⃓⃓⃓⃓⃓⃓ ≤ dB

ϵL2
+ 3ρpil.

Since S ≥ 1, one has 0 ≤ ρpil ≤ 1, and hence⎛⎝ d∑︂
j=1

(︁
Eν [Vj ] − pjµ̄j

)︁⎞⎠2

≤ 2d2B2

ϵ2L4
+ 18ρ2pil

≤ 2d2B2

ϵ2L4
+ 18ρpil.

9. Form the canonical mean-squared-error envelope. Poisson counts have moments of every
order, and the inverse denominators are at least one, so all the branch and hybrid statistics
have finite second moments. Under the product measure ν, distinct cells are independent.
Therefore the variance and squared-bias decomposition is

Eν

⎡⎣⎛⎝ d∑︂
j=1

Vj − ψa

⎞⎠2⎤⎦ =
d∑︂

j=1

Varν(Vj)

+

⎛⎝ d∑︂
j=1

(︁
Eν [Vj ] − pjµ̄j

)︁⎞⎠2

.
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Substituting the variance and squared-bias bounds gives

Eν

⎡⎣⎛⎝ d∑︂
j=1

Vj − ψa

⎞⎠2⎤⎦ ≤
d∑︂

j=1

Varν(Hj)

+ 6Fgrow

(︃
Mlight

uϵ
+
Mlight

t
+
clightB

2

ϵ2

)︃
+ 2clight

(︃
B

ϵL2

)︃2

+
1

e tϵ

+ 20ρpil

(︃
1

uϵ
+ 1 +

1

t

)︃
+

2d2B2

ϵ2L4
+ 18ρpil.

10. Normalize the retained terms. Define the nonnegative deterministic envelope

Erate =
1

S
+
d2B2

ϵ2L4

+ Fgrow

(︃
Mlight

S
+
Mlight

t
+
dB2

ϵ2

)︃
+
dB2

ϵ2L4
+ ρpil.

The intensity bounds, S ≤ Nϵ, and ϵ ≤ 1 imply the first three bounds below; the experi-
ment hypothesis S ≥ exp(4096) ≥ 1 gives the fourth:

1

uϵ
≤ 32

S
,

1

tϵ
≤ 64

S
,

1

t
≤ 64

S
,

1

S
≤ 1.

Using clight ≤ d, each term of the preceding mean-squared-error envelope satisfies∑︂
j

Varν(Hj) ≤ 96CinvErate,

6Fgrow

(︃
Mlight

uϵ
+
Mlight

t
+
clightB

2

ϵ2

)︃
≤ 192Erate,

2clight

(︃
B

ϵL2

)︃2

≤ 2Erate,

1

e tϵ
≤ 64Erate,

20ρpil

(︃
1

uϵ
+ 1 +

1

t

)︃
≤ 1940Erate,

2d2B2

ϵ2L4
≤ 2Erate,

18ρpil ≤ 18Erate.

For the polynomial term, the first reciprocal bound multiplies Mlight/S by 32, and the
other two nonnegative summands are also bounded by 32 times their counterparts in Erate.
For the pilot term, the parentheses are at most 32 + 1 + 64 = 97. Adding the seven
inequalities, with Cinv = 262146, yields

Eν

⎡⎣⎛⎝∑︂
j

Vj − ψa

⎞⎠2⎤⎦ ≤ 25168234 Erate.
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11. Absorb the deterministic envelope. Define

Abw = 64H0, ζrate =
d

NϵL
.

Since min{tp, t} ≥ N/64,

B ≤ AbwL

N
.

Substituting this bound into the light mass and bandwidth terms gives

Mlight ≤ AbwζrateL
2,

dB2

ϵ2
≤
A2

bwζrateL
3

Nϵ
≤
A2

bwζrateL
3

S
,

d2B2

ϵ2L4
≤ A2

bwζ
2
rate,

dB2

ϵ2L4
≤ d2B2

ϵ2L4
≤ A2

bwζ
2
rate,

where the last comparison uses d ≥ 1.

The calibration FgrowL
3 ≤

√
S and L ≥ 1 imply

FgrowMlight ≤ Abwζrate
√
S.

Together with 1/t ≤ 64/S, the preceding bandwidth bounds give

FgrowMlight

S
≤ Abwζrate√

S
,

FgrowMlight

t
≤ 64Abwζrate√

S
,

Fgrow
dB2

ϵ2
≤
A2

bwζrate√
S

.

Consequently,

Fgrow

(︃
Mlight

S
+
Mlight

t
+
dB2

ϵ2

)︃
≤ (65Abw +A2

bw)
ζrate√
S
.

The nonnegative square (ζrate − 1/
√
S)2 gives

2ζrate√
S

≤ ζ2rate +
1

S
.

Also S ≥ 1 implies ρpil = S−20 ≤ S−1. Define the numerical constants

Cabs = 2 + 2A2
bw +

65Abw +A2
bw

2
, C = 25168234Cabs > 0.

All the retained terms are therefore bounded as

Erate ≤ Cabs

(︃
1

S
+ ζ2rate

)︃
.

We have proved the canonical estimate

Eν

⎡⎣⎛⎝ d∑︂
j=1

Vj − ψa

⎞⎠2⎤⎦ ≤ C

{︄
1

S
+

(︃
d

NϵL

)︃2
}︄
.

The displayed construction makes C a fixed numerical constant.
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12. Transfer the canonical estimate to the given counts. Define the squared-error function on
the count space by

R : E −→ [0,∞), R(c) =

⎛⎝ d∑︂
j=1

Vj(c) − ψa

⎞⎠2

.

The definitions of the branches give, for every ω ∈ Ω,

Vj(T (ω)) = Vaj(ω).

The count map is measurable, and every real-valued function on the countable count space
is measurable. Using the joint law established at the outset, change of variables therefore
gives

E

⎡⎣⎛⎝ d∑︂
j=1

Vaj − ψa

⎞⎠2⎤⎦ =

∫︂
Ω
R(T (ω)) dP(ω)

=

∫︂
E
R(c) dν(c)

≤ C

{︄
1

S
+

(︃
d

NϵL

)︃2
}︄
.

Finally, ψa =
∑︁

j pj(P )µaj(P ). The same numerical C thus applies to every admissible
choice in the statement.

The arm-risk bound separates the rare-arm outcome scale from the many-cell approximation
term. Under the stated logarithmic degree calibration, the polynomial correction improves the
dependence of the latter term on total marginal information. Pilot localization and the count-
moment controls keep the combined contribution within the displayed squared-error bound,
uniformly over the observable laws and balanced pool intensities in the statement.

For the large-information branch of Algorithm 1, Lemma 6 supplies the risk bound for each
arm. Their clipped contrast has the same risk order for the target in Definition 5. The prescribed
pool allocation satisfies the intensity and balance conditions, and Lemma 4 carries this bound
to the deterministic finite prefix average on the original complete and auxiliary records. The
exponentially small transfer remainder is absorbed by the inverse rare-arm information term,
while the degree is comparable to the regularized logarithm in Definition 9. Together with the
bounded-target control for the zero-output branch, these ingredients give the attaining-estimator
upper comparison in Theorem 1.

C Testing and approximation lower bounds

The lower comparison in Theorem 1 combines rare-label testing with a many-cell construction
based on polynomial approximation. The first component isolates the information supplied by
complete records about rare-arm outcomes. The second connects a reciprocal approximation
gap to priors on complete-record tables, with a common distribution of treatment–covariate
marginals. We first fix the testing distances and signed-measure norm used in these arguments.
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The probability distance measures separation between observation laws, whereas the signed-
measure norm fixes the normalization of an approximation certificate. The next three results sup-
ply, respectively, the finite-alphabet Pinsker inequality [Tsybakov, 2009, Lemma 2.5], Markov’s
polynomial inequality [Pierzcha la, 2016, Theorem 1.1], and the finite alternation representation
used in polynomial moment matching [Wu and Yang, 2016, Remark 4 and Appendix E, identity
(34)]. These are standard tools; the new statistical construction begins with their overlap-scaled
specialization below.

Lemma 7. [lem:pinsker-finite] (Pinsker inequality on finite alphabets) Let ν, ν′ be probability measures on a
finite set. Define their total variation distance and natural-logarithm Kullback–Leibler divergence by

TV(ν, ν′) =
1

2

∑︂
z

|ν(z)− ν′(z)|, D(ν∥ν′) =

⎧⎪⎨⎪⎩
∑︂
z

ν(z) log
ν(z)

ν′(z)
, ν′(z) = 0 =⇒ ν(z) = 0 for every z,

+∞, otherwise.

Each summand with ν(z) = 0 is defined to be zero. Then, with the inequality interpreted in the extended nonneg-
ative reals,

TV(ν, ν′) ≤
√︃
D(ν∥ν′)

2
.

Proof of Lemma 7. 1. Let Zfin denote the finite alphabet. If some z ∈ Zfin satisfies ν′(z) = 0 and ν(z) > 0,
then

D(ν∥ν′) = +∞,
√︁
D(ν∥ν′)/2 = +∞,

which proves the inequality in this case. Henceforth assume

ν′(z) = 0 =⇒ ν(z) = 0 (z ∈ Zfin).

2. Equip the alphabet with its full power-set sigma-algebra and construct the discrete probability measures

ν̄(E) =
∑︂
z∈E

ν(z), ν̄′(E) =
∑︂
z∈E

ν′(z) (E ⊆ Zfin).

In particular,
ν̄({z}) = ν(z), ν̄′({z}) = ν′(z).

If ν̄′(E) = 0, nonnegativity forces ν′(z) = 0 for every z ∈ E. The support condition then gives

ν̄(E) =
∑︂
z∈E

ν(z) = 0.

Thus ν̄ ≪ ν̄′.

Define the density and log-likelihood functions on the whole alphabet by

ρfin(z) =

{︄
ν(z)/ν′(z), ν′(z) > 0,

0, ν′(z) = 0,
λfin(z) =

{︄
log ρfin(z), ν(z) > 0,

0, ν(z) = 0.

The singleton density identity is
ρfin(z)ν̄

′({z}) = ν̄({z}),
so ρfin is a density of ν̄ with respect to ν̄′. At every positive ν-mass, both masses in the ratio are positive.
Consequently, the log-likelihood is integrable on this finite space, and the measure divergence is finite.
Writing its real value as

Kfin :=

∫︂
λfin dν̄,

evaluation on singletons gives

Kfin =
∑︂

z∈Zfin

ν(z)λfin(z) =
∑︂

z∈Zfin

ν(z) log
ν(z)

ν′(z)
= D(ν∥ν′) <∞.

Here, as in the statement, every zero-ν-mass summand is zero.
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3. Define the event-supremum distance and the positive-gap event by

Vfin := sup
E⊆Zfin

|ν̄(E)− ν̄′(E)|, Efin,+ := {z ∈ Zfin : ν(z)− ν′(z) ≥ 0}.

Normalization yields ∑︂
z

(︁
ν(z)− ν′(z)

)︁
= 0.

Splitting this sum and its absolute-value counterpart over Efin,+ and its complement gives

0 =
∑︂

z∈Efin,+

(ν(z)− ν′(z)) +
∑︂

z/∈Efin,+

(ν(z)− ν′(z)),

∑︂
z

|ν(z)− ν′(z)| =
∑︂

z∈Efin,+

(ν(z)− ν′(z))−
∑︂

z/∈Efin,+

(ν(z)− ν′(z))

= 2
∑︂

z∈Efin,+

(ν(z)− ν′(z)).

The signs defining the event justify the second line. Finite additivity on the disjoint singletons also gives

ν̄(Efin,+)− ν̄′(Efin,+) =
∑︂

z∈Efin,+

(ν(z)− ν′(z)).

Every event gap is bounded by the defining supremum; its terms lie in [0, 1]. Therefore

TV(ν, ν′) =
∑︂

z∈Efin,+

(ν(z)− ν′(z)) ≤

⃓⃓⃓⃓
⃓⃓ ∑︂
z∈Efin,+

(ν(z)− ν′(z))

⃓⃓⃓⃓
⃓⃓ ≤ Vfin.

4. We next bound the absolute density deviation. Define, for tfin ∈ [0,∞),

κfin(tfin) := tfin log tfin + 1− tfin, Φfin(tfin) := (tfin + 2)κfin(tfin)−
3

2
(tfin − 1)2,

with 0 log 0 = 0. The density identity and normalization imply∫︂
ρfin dν̄

′ = 1, Kfin =

∫︂
κfin(ρfin) dν̄

′.

Indeed, the density identity converts the logarithmic term into
∫︁
λfin dν̄, and the remaining integral is

1− 1 = 0.

For tfin > 0, differentiation gives

Φ′
fin(tfin) = 2(tfin + 1) log tfin − 4(tfin − 1),

Φ′′
fin(tfin) = 2

(︁
log tfin + t−1

fin − 1
)︁
≥ 0.

The last inequality follows from
− log tfin = log(t−1

fin ) ≤ t−1
fin − 1.

Hence Φ′
fin is increasing. Since

Φfin(1) = Φ′
fin(1) = 0,

its derivative is nonpositive on (0, 1] and nonnegative on [1,∞). Thus Φfin decreases toward zero on (0, 1]
and increases from zero on [1,∞). At the endpoint, Φfin(0) = 1/2. Dividing its nonnegativity by the
positive denominator yields

0 ≤ (tfin − 1)2

tfin + 2
≤ 2

3
κfin(tfin) (tfin ≥ 0).

Define the following functions on Zfin:

gfin(z) :=
(ρfin(z)− 1)2

ρfin(z) + 2
,

ffin,1(z) :=
|ρfin(z)− 1|√︁
ρfin(z) + 2

,

ffin,2(z) :=
√︁
ρfin(z) + 2.
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All these functions are integrable, together with their squares, on the finite space. The scalar bound gives

0 ≤
∫︂
gfin dν̄

′ ≤ 2

3
Kfin, Kfin ≥ 0.

Moreover,
f2
fin,1 = gfin, f2

fin,2 = ρfin + 2, ffin,1ffin,2 = |ρfin − 1|,
and therefore ∫︂

f2
fin,2 dν̄

′ = 1 + 2 = 3.

Cauchy–Schwarz now yields ∫︂
|ρfin − 1| dν̄′ ≤

√︄∫︂
f2
fin,1 dν̄

′

√︄∫︂
f2
fin,2 dν̄

′

=

√︄∫︂
gfin dν̄′

√
3

≤
√︃

2

3
Kfin

√
3 =

√
2Kfin.

5. To relate the event supremum to this integral, define

δfin(z) := ρfin(z)− 1 (z ∈ Zfin).

Then ∫︂
δfin dν̄

′ = 0, ν̄(E)− ν̄′(E) =

∫︂
E

δfin dν̄
′ (E ⊆ Zfin).

The first identity follows from normalization; the second follows by integrating the density and subtracting
the integral of 1. Splitting the zero integral gives∫︂

Ec

δfin dν̄
′ = −

∫︂
E

δfin dν̄
′.

On each of E and Ec, integration of δfin ≤ |δfin| and −δfin ≤ |δfin| implies⃓⃓⃓⃓∫︂
E

δfin dν̄
′
⃓⃓⃓⃓
≤

∫︂
E

|δfin| dν̄′,
⃓⃓⃓⃓∫︂

E

δfin dν̄
′
⃓⃓⃓⃓
≤

∫︂
Ec

|δfin| dν̄′.

Adding these inequalities proves

|ν̄(E)− ν̄′(E)| ≤ 1

2

∫︂
|δfin| dν̄′.

Taking the supremum over events and using the preceding bound, we obtain

Vfin ≤ 1

2

∫︂
|ρfin − 1| dν̄′ ≤ 1

2

√
2Kfin =

√︃
Kfin

2
.

The final equality follows by squaring the two nonnegative quantities.

6. Combining the finite-alphabet comparison with this bound and the divergence identity gives

TV(ν, ν′) ≤ Vfin ≤
√︃

Kfin

2
=

√︃
D(ν∥ν′)

2
.

In the present case, the divergence is finite and nonnegative, so the real inequality carries directly to the
extended nonnegative reals, where the square root is the power 1/2. Together with the infinite-divergence
case, this proves the claim.

Lemma 7 expresses testing separation in terms of the natural-logarithm divergence. For
the approximation component, the relevant control instead concerns how rapidly a bounded
polynomial can vary over its interval.
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Lemma 8. [lem:markov-polynomial] (Markov inequality for polynomials) Let L be a nonneg-
ative integer, g a real polynomial of degree at most L, and Mb ∈ R. Suppose that

|g(x)| ≤Mb for every x ∈ [−1, 1].

Then
|g′(x)| ≤ L2Mb for every x ∈ [−1, 1].

Proof of Lemma 8. 1. For a continuous real function f on [−1, 1], define

∥f∥∞ := sup{|f(x)| : x ∈ [−1, 1]}.

The set in this definition is nonempty and bounded, by compactness and continuity. Con-
sequently, for every c ∈ R,

∥f∥∞ ≤ c ⇐⇒ |f(x)| ≤ c for every x ∈ [−1, 1].

Indeed, each value is bounded by the supremum, and any common upper bound bounds
the supremum. We will establish

∥g′∥∞ ≤ L2∥g∥∞

and then apply this equivalence to the hypothesis and conclusion.

2. If L = 0, the polynomial g is constant, so

g′ = 0, ∥g′∥∞ = 0 = L2∥g∥∞.

Suppose henceforth that L > 0. Define the Chebyshev polynomials, viewed over either R
or C, by

T0(z) = 1, T1(z) = z, Th+1(z) = 2zTh(z) − Th−1(z) (h ≥ 1),

and define their extrema and root angles by

ξi := cos
iπ

L
(0 ≤ i ≤ L), αk :=

(2k + 1)π

2L
, ρk := cosαk (0 ≤ k < L).

The extrema are distinct and decreasing, and

ξi ∈ [−1, 1], TL(ξi) = (−1)i.

In particular,
|g(ξi)| ≤ ∥g∥∞, 0 ≤ |g(ξ0)| ≤ ∥g∥∞.

For 0 ≤ i ≤ L, define the cardinal polynomials

λi(z) :=
∏︂

0≤j≤L
j ̸=i

z − ξj
ξi − ξj

.

Lagrange interpolation and differentiation give, for every real x,

g(z) =
L∑︂
i=0

g(ξi)λi(z), g′(x) =

L∑︂
i=0

g(ξi)λ
′
i(x).
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Thus, for x ∈ [−1, 1],

|g′(x)| ≤
L∑︂
i=0

|g(ξi)| |λ′i(x)| ≤ ∥g∥∞
L∑︂
i=0

|λ′i(x)|.

It remains to bound the final sum by L2.

3. Fix x ∈ [−1, 1], and define

εx,i :=

{︄
−1, λ′i(x) < 0,

1, λ′i(x) ≥ 0,
gsgn,x(z) :=

L∑︂
i=0

εx,iλi(z).

These definitions include the case λ′i(x) = 0. Interpolation gives

deg gsgn,x ≤ L, gsgn,x(ξi) = εx,i, |gsgn,x(ξi)| ≤ 1.

We first establish its derivative bound at the roots of TL.

Define

κL := L 2L−1, NL(z) :=
L∏︂

j=0

(z − ξj), ηi :=

⎛⎜⎜⎝ ∏︂
0≤j≤L
j ̸=i

(ξi − ξj)

⎞⎟⎟⎠
−1

.

The following polynomial identities will be used:

κLNL(z) = (z2 − 1)T ′
L(z), (1 − z2)T ′′

L(z) − zT ′
L(z) + L2TL(z) = 0.

For the first identity, both sides have degree L + 1, leading coefficient κL, and vanish at
every ξi: the endpoints annul z2 − 1, and the interior extrema annul T ′

L. The second is
the Chebyshev differential identity, obtained by differentiating TL(cos θ) = cos(Lθ).

Let ζ ∈ R satisfy TL(ζ) = 0. The explicit roots ρk give

|ζ| < 1, ζ ̸= ξi (0 ≤ i ≤ L).

Hence NL(ζ) ̸= 0, and the nodal identity implies T ′
L(ζ) ̸= 0. At this root, the differential

identity yields
(1 − ζ2)T ′′

L(ζ) = ζT ′
L(ζ).

Differentiating

κL
∏︂
j ̸=i

(z − ξj) =
(z2 − 1)T ′

L(z)

z − ξi

at ζ, and using the preceding identity, gives

λ′i(ζ) = ηi
T ′
L(ζ)(1 − ζξi)

κL(ζ − ξi)2
.

Since the extrema decrease,
(−1)iηi > 0.
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Also 1 − ζξi > 0, because |ζ| < 1 and |ξi| ≤ 1. Therefore

(−1)iλ′i(ζ)T ′
L(ζ) > 0.

Interpolation of TL gives

T ′
L(ζ) =

L∑︂
i=0

(−1)iλ′i(ζ).

If T ′
L(ζ) > 0, all summands on the right are positive; if T ′

L(ζ) < 0, all are negative. In
either case,

L∑︂
i=0

|λ′i(ζ)| = |T ′
L(ζ)|.

Consequently,

|g′sgn,x(ζ)| =

⃓⃓⃓⃓
⃓

L∑︂
i=0

gsgn,x(ξi)λ
′
i(ζ)

⃓⃓⃓⃓
⃓

≤
L∑︂
i=0

|gsgn,x(ξi)| |λ′i(ζ)|

≤
L∑︂
i=0

|λ′i(ζ)| = |T ′
L(ζ)|.

4. At the fixed point x, differentiation of the signed interpolant gives

g′sgn,x(x) =
L∑︂
i=0

εx,iλ
′
i(x) =

L∑︂
i=0

|λ′i(x)|.

Indeed, a negative weight is multiplied by −1, and a nonnegative weight by 1. We next
propagate the root bounds from the preceding step to this derivative value.

5. Define the cardinal polynomials at the roots and a reflected-root polynomial by

λroot,k(z) :=
∏︂

0≤j<L
j ̸=k

z − ρj
ρk − ρj

(0 ≤ k < L), Rx(z) := 2L−1
L−1∏︂
k=0

(z + |x− ρk|).

Empty products equal 1, so these definitions also apply when L = 1. Since

TL(z) = 2L−1
L−1∏︂
k=0

(z − ρk),

we have
T ′
L(ρk)λroot,k(x) = 2L−1

∏︂
0≤j<L
j ̸=k

(x− ρj).
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The derivative g′sgn,x has degree at most L − 1. Interpolating it at the L roots and using
the root bounds therefore gives

|g′sgn,x(x)| ≤
L−1∑︂
k=0

|g′sgn,x(ρk)| |λroot,k(x)|

≤
L−1∑︂
k=0

|T ′
L(ρk)λroot,k(x)|

= 2L−1
L−1∑︂
k=0

∏︂
0≤j<L
j ̸=k

|x− ρj | = |R′
x(0)|.

The last equality follows by differentiating the product defining Rx; all its derivative
summands at zero are nonnegative. Moreover, for every y ∈ R,

|Rx(iy)| = 2L−1
L−1∏︂
k=0

√︁
(x− ρk)2 + y2 = |TL(x+ iy)|, degRx ≤ L.

6. We now establish the vertical comparison

|TL(x+ iy)| ≤ |TL(1 + iy)| (x ∈ [−1, 1], y ∈ R).

Define the squared chord function and the list of paired chord squares by

dch(β) := 2 − 2 cosβ (β ∈ R), DL(θ) :=
(︁
dch(θ + αk), dch(θ − αk)

)︁L−1

k=0
,

where successive pairs are concatenated into a list of length 2L. For an even list of
nonnegative entries, define

Pt(v1, . . . , v2h) :=

h∏︂
j=1

(v2j−1v2j + t) (h ∈ N, t ≥ 0),

with value 1 for the empty list.

Sorting a list in decreasing order and pairing adjacent entries maximizes Pt. To see this,
for v1 ≥ v2 ≥ v3 ≥ v4 ≥ 0, the two exchanges satisfy

(v1v2 + t)(v3v4 + t) − (v1v3 + t)(v2v4 + t) = t(v1 − v4)(v2 − v3) ≥ 0,

(v1v2 + t)(v3v4 + t) − (v1v4 + t)(v2v3 + t) = t(v1 − v3)(v2 − v4) ≥ 0.

Thus the two largest entries can be paired together without decreasing the product. Re-
moving that pair and inducting proves the assertion; the other factors are nonnegative.

For the fixed x, define

θx := arccosx, δang :=
π

2L
.

Choose kshift ∈ Z nearest to Lθx/π, and put

ϕx := θx −
kshiftπ

L
, |ϕx| ≤ δang.
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The two lists DL(θx) and DL(ϕx) have the same multiset of entries: their angles run
through the odd multiples of π/(2L), shifted by the respective angle, and adding an integer
multiple of π/L permutes these angles modulo 2π.

Define
qk,+ := dch(αk + |ϕx|), qk,− := dch(αk − |ϕx|) (0 ≤ k < L).

All the arguments lie in [0, π]. Since dch increases on this interval and consecutive root
angles differ by 2δang,

qk,− ≤ qk,+, qk,+ ≤ qk+1,− (0 ≤ k < L− 1).

Hence reversing the root blocks and placing qk,+ before qk,− gives a decreasing list. Re-
placing ϕx by |ϕx| merely exchanges the two entries within a block, and reversing blocks
preserves their paired product. The sorting inequality therefore implies

P4y2
(︁
DL(θx)

)︁
≤ P4y2

(︁
DL(ϕx)

)︁
.

The elementary chord identity

dch(θ + αk)dch(θ − αk) = 4(cos θ − ρk)2

turns this into

4L

(︄
L−1∏︂
k=0

|x− ρk + iy|

)︄2

≤ 4L

(︄
L−1∏︂
k=0

| cosϕx − ρk + iy|

)︄2

.

The products are nonnegative, so

L−1∏︂
k=0

|x− ρk + iy| ≤
L−1∏︂
k=0

| cosϕx − ρk + iy|.

Also
ρk ≤ cos δang ≤ cosϕx ≤ 1.

Thus each factor on the right is bounded by its endpoint counterpart:

| cosϕx − ρk + iy|2 = (cosϕx − ρk)2 + y2 ≤ (1 − ρk)2 + y2 = |1 − ρk + iy|2.

Multiplying these bounds and then multiplying by 2L−1 proves the required vertical com-
parison.

7. Define
S(z) := TL(1 + z).

Its degree and derivative at zero are

degS = L, S ′(0) = T ′
L(1) = L2 > 0,

and its roots are ρk − 1 < 0. The preceding steps give

|Rx(iy)| = |TL(x+ iy)| ≤ |TL(1 + iy)| = |S(iy)| (y ∈ R).
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On the closed right half-plane, define

Fx(z) :=
Rx(z)

S(z)
(Re z ≥ 0).

The denominator has no zero there. This quotient is holomorphic in the open right half-
plane, continuous on its closure, and, since degRx ≤ degS,

Fx(z) = O(1) as |z| → ∞.

In particular it has the growth bound required by the Phragmén–Lindelöf principle and is
bounded along the positive real axis. Its boundary values satisfy

|Fx(iy)| ≤ 1.

The right-half-plane Phragmén–Lindelöf principle therefore gives

|Fx(z)| ≤ 1 (Re z ≥ 0).

Suppose, for a contradiction, that |R′
x(0)| > |S ′(0)|, and define

λder :=
R′

x(0)

S ′(0)
, Ex(z) := Rx(z) − λderS(z).

Then
|λder| > 1, E ′

x(0) = 0.

For Re z ≥ 0, the equality Ex(z) = 0 would imply Fx(z) = λder, contradicting the quotient
bound. Thus every root of Ex lies in the open left half-plane.

If Ex is nonconstant, the Gauss–Lucas theorem places every root of its derivative in the
convex hull of its roots, hence in the open left half-plane. This contradicts E ′

x(0) = 0. If
Ex is constant, define

cE := Ex(0).

Then
Fx(iy) = λder +

cE
S(iy)

−→ λder as y → +∞,

because degS = L > 0. The boundary bound implies |λder| ≤ 1, again a contradiction.
We conclude that

|R′
x(0)| ≤ |S ′(0)| = L2.

8. Combining the signed-interpolation identity, root reflection, and derivative comparison
yields

L∑︂
i=0

|λ′i(x)| = g′sgn,x(x) ≤ |g′sgn,x(x)| ≤ |R′
x(0)| ≤ L2.

Returning to the interpolation bound for g, we obtain

|g′(x)| ≤ L2∥g∥∞ (x ∈ [−1, 1]),

and hence
∥g′∥∞ ≤ L2∥g∥∞.
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The hypothesis and the supremum characterization in the first step give

∥g∥∞ ≤Mb.

Since L2 ≥ 0, multiplication and transitivity give

∥g′∥∞ ≤ L2∥g∥∞ ≤ L2Mb.

Finally, each derivative value is bounded by its supremum, so

|g′(x)| ≤ L2Mb for every x ∈ [−1, 1].

The degree-squared derivative bound identifies the interval scale relevant to the reciprocal
function below. A complementary duality result represents its approximation error by a signed
measure that annihilates all moments through the prescribed degree.

Lemma 9. [lem:finite-polynomial-duality] (Finite polynomial approximation duality) Let v− < v+, let
g : [v−, v+] → R be continuous, and let L ≥ 0 be an integer. There exist nodes

v− ≤ v1 < · · · < vL+2 ≤ v+

and real weights w1, . . . , wL+2 such that

L+2∑︂
i=1

|wi| = 1,

L+2∑︂
i=1

wiv
h
i = 0 for every integer 0 ≤ h ≤ L,

and
L+2∑︂
i=1

wig(vi) = inf
Q: degQ≤L

sup
v∈[v−,v+]

|g(v)−Q(v)|,

where the infimum ranges over real polynomials of degree at most L. Equivalently, the finite signed measure

σ =

L+2∑︂
i=1

wiδvi

has support on at most L+ 2 points and satisfies

∥σ∥TV = 1,

∫︂
vh dσ(v) = 0 for every integer 0 ≤ h ≤ L,

∫︂
g dσ = inf

Q: degQ≤L
sup

v∈[v−,v+]

|g(v)−Q(v)|.

Here δvi is the unit point mass at vi, and ∥σ∥TV =
∑︁L+2

i=1 |wi| is the total mass of the variation measure of σ.

Proof of Lemma 9. 1. For a continuous function f : [v−, v+] → R, write

∥f∥∞ = sup
v∈[v−,v+]

|f(v)|, PL = {Q : Q is a real polynomial of degree at most L}.

The restrictions of the polynomials in PL form a finite-dimensional normed space. Hence the ball

Bapp = {Q ∈ PL : ∥Q∥∞ ≤ 2∥g∥∞ + 1}

is compact, and the continuous function Q ↦→ ∥g − Q∥∞ attains its minimum there. Choose a minimizer
Q∗. Since the zero polynomial belongs to this ball,

∥g −Q∗∥∞ ≤ ∥g∥∞.

For every Q ∈ PL \ Bapp, the triangle inequality gives

∥g −Q∥∞ ≥ ∥Q∥∞ − ∥g∥∞ > ∥g∥∞ + 1 > ∥g −Q∗∥∞.

Thus Q∗ is a global minimizer. Define the approximation error and residual by

Eapp = inf
Q∈PL

∥g −Q∥∞ = ∥g −Q∗∥∞ ≥ 0, ρ(v) = g(v)−Q∗(v) (v ∈ [v−, v+]).

In particular, ρ is continuous and
|ρ(v)| ≤ Eapp (v ∈ [v−, v+]).
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2. If Eapp = 0, define

vi = v− +
i− 1

L+ 1
(v+ − v−) (1 ≤ i ≤ L+ 2), η = 1.

The denominator is positive for every L ≥ 0, so these nodes are strictly increasing and belong to [v−, v+].
Moreover, the residual bound implies ρ(v) = 0 throughout the interval. Consequently,

ρ(vi) = η(−1)i−1Eapp (1 ≤ i ≤ L+ 2).

We next obtain the same identity when Eapp > 0.

3. Suppose Eapp > 0, and assume for contradiction that there are no L+ 2 strictly increasing interval points
at which ρ alternates between its two extreme values. Define

Kext = {v ∈ [v−, v+] : |ρ(v)| = Eapp}, K± = {v ∈ Kext : ρ(v) = ±Eapp}.

These sets are compact; Kext is nonempty because |ρ| attains its maximum, and K+ and K− are disjoint.

We construct a polynomial Qsgn ∈ PL satisfying

ρ(v)Qsgn(v) > 0 (v ∈ Kext).

If K+ = ∅, take Qsgn(v) = −1; then the product equals Eapp > 0 on Kext. If K+ ̸= ∅ and K− = ∅, take
Qsgn(v) = 1, with the same conclusion.

It remains to consider the case in which both sign sets are nonempty. Their compactness and disjointness
provide a number δext > 0 such that

|v − v′| > δext (v ∈ K+, v
′ ∈ K−).

Set

εext =
δext
5
.

Choose a finite subcover of Kext by open balls of radius εext centered in Kext, and list the distinct centers
in increasing order:

c1 < · · · < cNcov , cj ∈ Kext, Kext ⊆
Ncov⋃︂
j=1

(cj − εext, cj + εext), Ncov ≥ 1.

Define their signs and the number of adjacent sign changes by

sj =
ρ(cj)

Eapp
∈ {−1, 1}, dflip = #{j : 1 ≤ j < Ncov, sj ̸= sj+1}.

If dflip > L, selecting one center from each of the first L + 2 successive constant-sign runs gives L + 2
increasing alternating extrema, contrary to the supposition. Therefore

dflip ≤ L.

Define polynomials backwards along the list of centers:

QNcov (v) = sNcov , Qj(v) =

⎧⎪⎨⎪⎩
Qj+1(v), sj = sj+1,(︂
v − cj + cj+1

2

)︂
Qj+1(v), sj ̸= sj+1,

(1 ≤ j < Ncov), Qsgn = Q1.

Each sign change contributes one linear factor, so

degQsgn ≤ dflip ≤ L.

To check its sign, descending induction gives

sjQj(v) > 0 if v < cj + εext,

and
skQj(v) > 0 if j ≤ k ≤ Ncov and |v − ck| < εext.
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Indeed, the terminal polynomial is the constant sNcov . At an equal-sign pair the induction carries over
unchanged. At an opposite-sign pair,

cj+1 − cj > δext > 4εext.

The new linear factor is negative for v < cj + εext and positive within εext of every later center. These
signs, together with sj = −sj+1, establish the induction.

For any v ∈ Kext, choose a covering center cj . Opposite signs at v and cj would imply

|v − cj | > δext,

contradicting |v − cj | < εext. Hence

ρ(v) = sjEapp, ρ(v)Qsgn(v) = Eapp sjQsgn(v) > 0.

This completes the sign-polynomial construction.

4. We now turn that strict sign agreement into a uniform improvement. Define

psgn(v) = ρ(v)Qsgn(v), Bsgn = {v ∈ [v−, v+] : psgn(v) ≤ 0}.

This set is compact and contains no point of Kext. Define

cimp =

⎧⎪⎨⎪⎩
maxv∈Bsgn |ρ(v)|+ Eapp

2
, Bsgn ̸= ∅,

Eapp/2, Bsgn = ∅.

In the first case the maximum is strictly below Eapp, since otherwise a maximizing point would belong to
Kext. Thus in either case

cimp < Eapp, |ρ(v)| ≥ cimp =⇒ psgn(v) > 0 (v ∈ [v−, v+]).

Define

Himp = {v ∈ [v−, v+] : |ρ(v)| ≥ cimp}, mimp = min
v∈Himp

psgn(v), Mimp = max
v∈[v−,v+]

|Qsgn(v)|.

The set Himp is compact and contains Kext. Therefore mimp > 0. Also Mimp > 0, because Qsgn is nonzero
at every extremum. Set

timp = min

{︃
mimp

M2
imp

,
Eapp − cimp

2Mimp

}︃
> 0.

For v ∈ Himp,
timpQsgn(v)

2 ≤ timpM
2
imp ≤ mimp ≤ psgn(v) < 2psgn(v).

Consequently, (︁
ρ(v)− timpQsgn(v)

)︁2
= ρ(v)2 − 2timppsgn(v) + t2impQsgn(v)

2

< ρ(v)2 ≤ E2
app.

For v ∈ [v−, v+] \ Himp,
|ρ(v)− timpQsgn(v)| ≤ |ρ(v)|+ timp|Qsgn(v)|

< cimp +
Eapp − cimp

2
< Eapp.

The perturbed residual is continuous on the compact interval, so these pointwise strict inequalities imply

∥ρ− timpQsgn∥∞ < Eapp.

But the polynomial
Qimp = Q∗ + timpQsgn

has degree at most L, and hence

Eapp ≤ ∥g −Qimp∥∞ = ∥ρ− timpQsgn∥∞ < Eapp,

a contradiction.
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Thus, when Eapp > 0, there exist increasing interval nodes v1, . . . , vL+2 with alternating residual values.
Define their orientation by

η =
ρ(v1)

Eapp
∈ {−1, 1}.

Together with the zero-error construction, we have in both cases

v− ≤ v1 < · · · < vL+2 ≤ v+, η ∈ {−1, 1}, ρ(vi) = η(−1)i−1Eapp.

5. Define the nodal weights, their normalizing sum, and the normalized weights by

βi =
∏︂

1≤j≤L+2
j ̸=i

(vi − vj)
−1, Znorm =

L+2∑︂
i=1

|βi|, ˜︁wi =
βi

Znorm
(1 ≤ i ≤ L+ 2).

Distinctness of the nodes makes every factor nonzero, so Znorm > 0. Hence

L+2∑︂
i=1

| ˜︁wi| =
∑︁L+2

i=1 |βi|
Znorm

= 1.

There are exactly L+ 2− i negative factors in βi. Therefore

βi = (−1)L+2−i|βi|, ˜︁wi = (−1)L+2−i| ˜︁wi|.

6. For every real polynomial Q of degree at most L, Lagrange interpolation at these L+ 2 nodes gives

Q(v) =

L+2∑︂
i=1

Q(vi)
∏︂

1≤j≤L+2
j ̸=i

v − vj
vi − vj

(v ∈ R).

The coefficient of vL+1 on the left is zero, whereas on the right it is
∑︁

i βiQ(vi). Dividing by Znorm yields

L+2∑︂
i=1

˜︁wiQ(vi) = 0.

In particular,
L+2∑︂
i=1

˜︁wiv
h
i = 0 (0 ≤ h ≤ L),

L+2∑︂
i=1

˜︁wiQ∗(vi) = 0.

7. Define the weighted target value by

adual =

L+2∑︂
i=1

˜︁wig(vi).

Polynomial cancellation and the alternating residual identity give

adual =

L+2∑︂
i=1

˜︁wi

(︁
g(vi)−Q∗(vi)

)︁
+

L+2∑︂
i=1

˜︁wiQ∗(vi)

=

L+2∑︂
i=1

(−1)L+2−i| ˜︁wi| η(−1)i−1Eapp

= η(−1)L+1Eapp

L+2∑︂
i=1

| ˜︁wi|

= η(−1)L+1Eapp.

Since η ∈ {−1, 1} and Eapp ≥ 0, this proves

|adual| = Eapp.
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8. Finally, choose the orientation of the weights by

wi =

{︄˜︁wi, adual ≥ 0,

− ˜︁wi, adual < 0,
(1 ≤ i ≤ L+ 2).

If adual ≥ 0, the preceding identities directly give

L+2∑︂
i=1

|wi| = 1,

L+2∑︂
i=1

wiv
h
i = 0 (0 ≤ h ≤ L),

L+2∑︂
i=1

wig(vi) = adual = |adual| = Eapp.

If adual < 0, negating every weight preserves its absolute value and reverses every weighted sum:

L+2∑︂
i=1

|wi| =
L+2∑︂
i=1

| − ˜︁wi| = 1,

L+2∑︂
i=1

wiv
h
i = −

L+2∑︂
i=1

˜︁wiv
h
i = 0,

and
L+2∑︂
i=1

wig(vi) = −adual = |adual| = Eapp.

Thus both cases establish the required weights, including the case of zero approximation error.

For the signed-measure formulation, define

σ =

L+2∑︂
i=1

wiδvi .

Because the nodes are distinct, for every real-valued function f on the interval,∫︂
f(v) dσ(v) =

L+2∑︂
i=1

wif(vi), ∥σ∥TV =

L+2∑︂
i=1

|wi| = 1, suppσ ⊆ {v1, . . . , vL+2}.

Applying the integral identity to f(v) = vh and to f = g gives the asserted moments and target value.

The finite support in Lemma 9 makes the certificate suitable for a finite latent distribution.
The following specialization retains a fixed reciprocal gap while placing its scale at the interval
length divided by the squared degree.

Lemma 10. [lem:shrinking-cone-dual] (Finite reciprocal-gap certificate) Let the parameters
satisfy:

• (Degree.) L is an integer with L ≥ 2.

• (Interval.) B > 0.

• (Overlap.) 0 < ϵ ≤ 1/4.

Set

α =
B

100L2
.

There exist strictly increasing nodes 0 ≤ v0 < · · · < vL+1 ≤ B and real weights c0, . . . , cL+1

defining the finite signed measure

σ =
L+1∑︂
i=0

ciδvi ,

where δvi is the unit point mass at vi, such that

∥σ∥TV =
L+1∑︂
i=0

|ci| = 1,

∫︂
vh dσ(v) = 0 for every integer 0 ≤ h ≤ L,

72



and ∫︂
α

α+ (1 − ϵ)v
dσ(v) ≥ 1

8
.

Here ∥σ∥TV denotes the total mass of the variation measure of σ.

Proof of Lemma 10. 1. Define the reciprocal target and its slope parameter by

cϵ := 1 − ϵ, grec(v) :=
α

α+ cϵv
(v ∈ [0, B]).

The hypotheses give

α > 0, cϵ ≥
3

4
> 0, α+ cϵv ≥ α > 0 (v ∈ [0, B]).

Thus grec is continuous on [0, B].

2. We first select a polynomial attaining the best uniform approximation error. For a con-
tinuous real function φ on a nonempty compact interval, write

∥φ∥∞,[a−,a+] := sup
v∈[a−,a+]

|φ(v)|.

Define
Vapp :=

{︁
Q|[0,B] : Q is a real polynomial of degree at most L

}︁
,

ρapp := 2∥grec∥∞,[0,B] + 1, Kapp :=
{︁
φ ∈ Vapp : ∥φ∥∞,[0,B] ≤ ρapp

}︁
.

The space Vapp is finite dimensional, being spanned by the restrictions of 1, v, . . . , vL.
Hence Kapp is compact and contains zero. The continuous error functional therefore attains
its minimum there at the restriction of a polynomial Qapp of degree at most L. Comparison
with zero gives

∥grec −Qapp∥∞,[0,B] ≤ ∥grec∥∞,[0,B].

For φ ∈ Kapp, minimality gives

∥grec −Qapp∥∞,[0,B] ≤ ∥grec − φ∥∞,[0,B].

For φ ∈ Vapp \ Kapp, the reverse triangle inequality gives

∥grec − φ∥∞,[0,B] ≥ ∥φ∥∞,[0,B] − ∥grec∥∞,[0,B]

> ∥grec∥∞,[0,B] + 1 ≥ ∥grec −Qapp∥∞,[0,B].

Consequently, defining the best approximation error by

Eapp := inf
Q real polynomial

degQ≤L

∥grec −Q∥∞,[0,B],

we have
Eapp = ∥grec −Qapp∥∞,[0,B].
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3. Suppose, for contradiction, that

∥grec −Qapp∥∞,[0,B] <
1

8
.

Then, for every v ∈ [0, B],

|grec(v) −Qapp(v)| < 1

8
, 0 ≤ grec(v) ≤ 1.

The triangle inequality therefore yields

|Qapp(v)| ≤ |Qapp(v) − grec(v)| + grec(v) <
9

8
, ∥Qapp∥∞,[0,B] ≤

9

8
.

Define the comparison point by

zrec :=
α

cϵ
.

Since L2 ≥ 4 and cϵ ≥ 3/4,

0 < zrec =
B

100L2cϵ
≤ B

300
≤ B.

Direct evaluation gives

grec(0) = 1, grec(zrec) =
1

2
.

The approximation bounds at these two points imply

Qapp(0) >
7

8
, Qapp(zrec) <

5

8
, Qapp(0) −Qapp(zrec) >

1

4
.

By the mean value theorem, there exists vmvt ∈ (0, zrec) such that

Q′
app(vmvt) =

Qapp(zrec) −Qapp(0)

zrec
,

and hence
|Qapp(zrec) −Qapp(0)| = |Q′

app(vmvt)| zrec.

4. To bound this derivative, define the polynomial pulled back to the unit interval by

Qpull(xunit) := Qapp

(︃
B

2
xunit +

B

2

)︃
(xunit ∈ R).

It has degree at most L, and the affine map sends [−1, 1] onto [0, B]. Thus

∥Qpull∥∞,[−1,1] = ∥Qapp∥∞,[0,B], Q′
pull(xunit) =

B

2
Q′

app

(︃
B

2
xunit +

B

2

)︃
.

Applying Lemma 8 with bound ∥Qapp∥∞,[0,B] gives

|Q′
pull(xunit)| ≤ L2∥Qapp∥∞,[0,B] (xunit ∈ [−1, 1]).
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For every v ∈ [0, B], the inverse coordinate

xunit(v) :=
2v −B

B

belongs to [−1, 1]. Substituting it and dividing by B/2 > 0 yields

∥Q′
app∥∞,[0,B] ≤

2L2

B
∥Qapp∥∞,[0,B] ≤

9L2

4B
.

In particular,

|Q′
app(vmvt)| zrec ≤

9L2

4B
zrec =

9

400cϵ
≤ 3

100
<

1

4
.

This contradicts the chain

1

4
< Qapp(0) −Qapp(zrec) ≤ |Qapp(zrec) −Qapp(0)| = |Q′

app(vmvt)| zrec.

Therefore

∥grec −Qapp∥∞,[0,B] ≥
1

8
, Eapp ≥ 1

8
.

5. Apply Lemma 9 to the continuous function grec on the nondegenerate interval [0, B]. In-
dexing its nodes from zero, it supplies

0 ≤ v0 < · · · < vL+1 ≤ B, c0, . . . , cL+1 ∈ R,

with

L+1∑︂
i=0

|ci| = 1,
L+1∑︂
i=0

civ
h
i = 0 (h = 0, . . . , L),

L+1∑︂
i=0

cigrec(vi) = Eapp.

Define

σ :=

L+1∑︂
i=0

ciδvi .

Because the nodes are distinct, its total variation and moments satisfy

∥σ∥TV =
L+1∑︂
i=0

|ci| = 1,

∫︂
vh dσ(v) =

L+1∑︂
i=0

civ
h
i = 0 (h = 0, . . . , L).

Finally, ∫︂
α

α+ (1 − ϵ)v
dσ(v) =

L+1∑︂
i=0

cigrec(vi) = Eapp ≥ 1

8
,

which establishes the certificate.

The certificate separates two mathematical roles: its vanishing moments support the obser-
vation comparison, and its reciprocal integral supplies the target separation. Both properties
hold on the same finite support under the degree, interval, and overlap conditions in Lemma 10.

The testing priors use a two-cell construction for the rare-label component and a certificate-
based construction for the many-cell component. We first specify the two-cell tables and the
variation measure needed to turn signed certificate weights into latent probabilities.
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Definition 14. [synth_9] (Rare-label probability tables) For d ≥ 2, 0 < ϵ ≤ 1/4, and 0 < δ ≤ 1/8,
define P1 and P0 on {1, . . . , d} × {0, 1}2 by

P1(X = j, A = 1, Y = 1) =
ϵ

2

(︃
1

2
+ δ

)︃
, P1(X = j, A = 1, Y = 0) =

ϵ

2

(︃
1

2
− δ

)︃
,

P0(X = j, A = 1, Y = 1) =
ϵ

2

(︃
1

2
− δ

)︃
, P0(X = j, A = 1, Y = 0) =

ϵ

2

(︃
1

2
+ δ

)︃
,

j ∈ {1, 2}.

For both tables, set

P1(X = j, A = 0, Y = y) = P0(X = j, A = 0, Y = y) =
1 − ϵ

4
, j ∈ {1, 2}, y ∈ {0, 1},

and assign zero probability to every record with j > 2. Thus P1 is the positive-sign law and P0 the
negative-sign law of Theorem 2. In the rare-label branch of Algorithm 3, use these tables with

δ =
1

16
√︁

max{1, nϵ}
, Π1 = δP1 , Π0 = δP0 ,

where δP denotes the Dirac probability measure at the table P .

These tables have the same treatment–covariate marginal PXA, while their treated outcome
means carry opposite perturbations. They supply the rare-label comparison in Theorem 2,
including the benchmark with the exact marginal table supplied. For the many-cell construction,
the variation measure assigns nonnegative mass to the certificate’s atoms and leaves their signs
available for the outcome assignment.

Definition 15. [synth_6] (Total-variation measure) For the selected finite signed measure σ,
let |σ| denote its total-variation measure. For every measurable set E,

|σ|(E) = sup
{E1,...,Er}

r∑︂
i=1

|σ(Ei)|,

where the supremum ranges over all finite measurable partitions of E. In particular, if σ =∑︁r
i=1 ciδvi with distinct atoms vi, then

|σ| =
r∑︂

i=1

|ci|δvi .

The construction below chooses its branch using the public information scales. In the affine
branch, a common latent distribution determines the arm masses, a core branch carries the signed
outcome assignment, and a reservoir supplies the remaining raw mass before normalization.

Algorithm 3 (Two testing prior construction)

The testing priors Π1,Π0 are measures on complete-record probability tables, defined for public parameters n,m, d ∈ N
and ϵ ∈ R satisfying

• (Complete-record budget.) n ≥ 1.

• (Alphabet size.) d ≥ 2.

• (Overlap range.) 0 < ϵ ≤ 1/4.

Their construction is as follows.
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1. Put

S = nϵ, ℓ = log(exp(1) + S), N = n+m, x =
d

Nϵℓ
.

If S < exp(4096) or x2 ≤ S−1, set

δ =
1

16
√︁

max{1, S}
.

For r ∈ {0, 1}, define the two-cell table by

Pr(X = j, A = a, Y = y) =

⎧⎪⎨⎪⎩
1

2
ϵa(1− ϵ)1−a

(︃
1

2
+ (2r − 1)aδ

)︃y (︃
1

2
− (2r − 1)aδ

)︃1−y

, j ∈ {1, 2},

0, 3 ≤ j ≤ d,

a, y ∈ {0, 1}.

Output
Π1 = δP1 , Π0 = δP0 .

Otherwise continue with the following steps.

2. Set
u = 128n, w = 128N, M = u+ w,

L = ⌈8ℓ⌉, B =
L

1000M
, α =

B

100L2
,

b0 =
α

ϵ
, K∗ = min

{︃
d− 1,

⌊︃
1

100b0

⌋︃}︃
.

3. Fix a witness supplied by Lemma 10, represented as

σ =

L+2∑︂
i=1

ωiδvi ,

with defining properties

0 ≤ v1 < · · · < vL+2 ≤ B,

L+2∑︂
i=1

|ωi| = 1,

L+2∑︂
i=1

ωiv
h
i = 0 (h = 0, . . . , L),

L+2∑︂
i=1

ωi
α

α+ (1− ϵ)vi
≥

1

8
.

At each atom of positive variation mass, define the polar sign

h(v) =
σ({v})
|σ|({v})

∈ {−1, 1}.

4. Define the raw covariate and arm masses by

w∗(v) = b0 + v, S1(v) = α+ (1− ϵ)v, S0(v) = (1− ϵ)b0 + ϵv, 0 ≤ v ≤ B.

For each rare cell i = 1, . . . ,K∗, independently draw a latent coordinate Vi and a branch flag ci ∈ {0, 1}, with ci = 1
denoting the core branch, according to

Pr(Vi ∈ dv, ci = 1) =
α

S1(v)
|σ|(dv),

Pr(Vi = 0, ci = 0) = 1−
∫︂

α

S1(v)
|σ|(dv).

The filler and core branches remain distinct when the core measure has an atom at zero. For r ∈ {0, 1}, set

µ
(r)
1 (v, c) =

{︄(︁
1 + (2r − 1)h(v)

)︁
/2, c = 1,

0, c = 0,
µ
(r)
0 (v, c) = 0.

Both priors use raw arm masses S1(v), S0(v).
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5. Let V have the common latent-coordinate marginal just defined, and put

w̄ = E[w∗(V )], p∗ = 1−K∗w̄, Q = p∗ +

K∗∑︂
i=1

w∗(Vi).

Append a reservoir cell with raw covariate mass p∗, propensity 1/2, and both outcome means zero. Set the remaining
cells null.

6. For r ∈ {0, 1}, define the normalized complete-record table by

Pr(X = j, A = a, Y = y) =

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
Sa(Vj)

Q

[︂
yµ

(r)
a (Vj , cj) + (1− y)

(︁
1− µ

(r)
a (Vj , cj)

)︁]︂
, 1 ≤ j ≤ K∗,

p∗

2Q
1{y = 0}, j = K∗ + 1,

0, K∗ + 1 < j ≤ d,

a, y ∈ {0, 1}.

Output the pushforward priors
Π1 = Law(P1), Π0 = Law(P0)

of the common finite product latent distribution under the respective table maps.

The testing priors Π1,Π0 in Algorithm 3 are distributions over normalized probability tables.
In the affine branch, the reservoir mass p∗ complements the expected total rare-cell mass, while
Q is the realized total raw mass. Normalizing by Q therefore retains the variation in rare-cell
masses across latent draws. The core and filler flags specify distinct outcome assignments even
when they share a latent coordinate at zero.

The reciprocal certificate supplies the separation ingredient for the covariate-weighted target
in Definition 5. Its moment conditions supply the approximation ingredient for comparing
observations under the two hypotheses. The next result assembles these roles under the large-
information and affine-regime conditions, including the overlap validity of every normalized
table.

Lemma 11. [lem:normalized-affine-testing] (Normalized affine testing priors) There ex-
ists a numerical constant c > 0 such that the following holds for every n,m, d ∈ N and ϵ ∈ R.
Put

S = nϵ, N = n+m, ℓ = log(exp(1) + S), x =
d

Nϵℓ
,

where S is the rare-arm information scale, N is the total marginal-information sample size, ℓ is
the regularized logarithmic scale, and x is the normalized many-cell difficulty. Suppose that:

• (Public indices.) n ≥ 1 and d ≥ 2.

• (Overlap parameter.) 0 < ϵ ≤ 1/4.

• (Information scale.) S ≥ exp(4096).

• (Affine regime.) x2 > S−1.

For every signed certificate σ satisfying the certificate conditions at the affine tuning parame-
ters in Algorithm 3, and every latent configuration in that construction, the normalized laws
under both hypotheses belong to Md,ϵ of Definition 4, and their treatment–covariate marginal
tables PXA agree. For each such σ, the two product priors obtained by pushing the common
product latent distribution through the normalized-law construction also induce exactly the same
distribution of PXA.
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The selected priors Π1 and Π0 in Algorithm 3 induce exactly the same distribution of PXA,
and

R(n,m, d, ϵ) ≥ cmin{1, x2}.

Here R(n,m, d, ϵ) is the minimax squared-error risk in Definition 7, with the infimum over all
clipped Borel randomized rules in the original fixed-size two-channel experiment.

Proof of Lemma 11. Set

c =
10−20

128
> 0,

and fix public parameters satisfying the hypotheses. Throughout the proof, the quantities

S, N, ℓ, x, u, w, M, L, B, α, b0, K∗

have exactly the values in the affine branch of Algorithm 3.

1. We first establish support and the common marginal for an arbitrary admissible certificate
σ. The tuning formulas give

128N ≤M ≤ 256N, 8ℓ ≤ L ≤ 9ℓ, B, α, b0 > 0, K∗b0 ≤
1

100
.

Indeed, M = 128(n+N) and n ≤ N . Also ℓ > 1, so

8ℓ ≤ ⌈8ℓ⌉ < 8ℓ+ 1 ≤ 9ℓ.

The last bound follows by multiplying

K∗ ≤
⌊︃

1

100b0

⌋︃
≤ 1

100b0

by b0. In particular, L ≥ 2, and K∗ ≤ d− 1.

Write the certificate and its variation measure as

σ =
L+2∑︂
i=1

ωiδvi , η = |σ| =
L+2∑︂
i=1

|ωi|δvi .

For configurations involving a zero-weight node, extend the polar sign by

h(vi) =

{︄
1, ωi ≥ 0,

−1, ωi < 0.

Thus |ωi|h(vi) = ωi, including when ωi = 0.

The one-coordinate latent space and its probability law are

Λ = {(0, 0)} ∪ {(vi, 1) : 1 ≤ i ≤ L+ 2},

νcell{(vi, 1)} =
α

S1(vi)
|ωi|,

νcell{(0, 0)} = 1 −
L+2∑︂
i=1

α

S1(vi)
|ωi|.
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The branch flag distinguishes the filler state (0, 0) from a core state at the node zero. Since
S1(v) ≥ α > 0,

0 ≤
∑︂
i

α

S1(vi)
|ωi| ≤

∑︂
i

|ωi| = 1,

so these masses are nonnegative and sum to one.

For a coordinate (V, ci) with this law,

EV =

∫︂
v

α

S1(v)
dη(v) ≤ α

1 − ϵ
,

because vα/S1(v) ≤ α/(1 − ϵ). Consequently,

w̄ = b0 + EV ≤ b0 +
α

1 − ϵ
≤ 4

3
b0,

where α = ϵb0 and ϵ ≤ 1/4. Hence, for every latent configuration,

p∗ = 1 −K∗w̄ ≥ 1 − 1

75
>

1

2
, Q = p∗ +

K∗∑︂
j=1

(b0 + Vj) >
1

2
.

These assertions also cover an empty rare-cell set, in which case p∗ = Q = 1.

For every v ∈ [0, B], the raw arm masses satisfy

S1(v) + S0(v) = b0 + v = w∗(v),

S1(v) − ϵw∗(v) = (1 − 2ϵ)v ≥ 0,

(1 − ϵ)w∗(v) − S1(v) = (1 − 2ϵ)b0 ≥ 0.

Both raw arms are positive. The assigned conditional means belong to [0, 1], and summing
the raw complete-record table over all atoms gives

p∗ +

K∗∑︂
j=1

w∗(Vj) = Q.

Division by Q therefore produces probability tables. Their occupied rare cells satisfy the
overlap inequalities above; the reservoir has propensity 1/2; and the remaining cells have
mass zero. Thus

Pι(λ) ∈ Md,ϵ, ι ∈ {0, 1}, λ = ((Vj , cj))
K∗
j=1 ∈ ΛK∗ ,

by Definition 4.

Summing out the outcome coordinate gives, under either hypothesis,

(Pι(λ))XA(j, a) =

⎧⎪⎨⎪⎩
Sa(Vj)/Q, 1 ≤ j ≤ K∗,

p∗/(2Q), j = K∗ + 1,

0, j > K∗ + 1.

In particular,
(P1(λ))XA = (P0(λ))XA for every λ.
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Define the common product latent law and its pushforward priors by

νlat = ν⊗K∗
cell , Πσ

ι = Lawνlat

(︁
Pι(λ)

)︁
.

Pushing the pointwise equality through this common latent law yields

LawΠσ
1
(PXA) = LawΠσ

0
(PXA).

2. The assumed inequalities
S ≥ exp(4096), x2 > S−1

select the affine branch of Algorithm 3. The preceding equality applies to its selected
certificate, and hence

LawΠ1(PXA) = LawΠ0(PXA).

For the risk bound, fix an admissible certificate. Such a certificate exists because L ≥ 2,
B > 0, and 0 < ϵ ≤ 1/4: Lemma 10 supplies the strictly ordered nodes, variation mass
one, vanishing moments through degree L, and reciprocal gap∫︂

α

α+ (1 − ϵ)v
dσ(v) ≥ 1

8
.

3. Define the raw targets, their means, their gap, and the normalized targets by

Ztar
ι (λ) =

K∗∑︂
j=1

w∗(Vj)µ
(ι)
1 (Vj , cj),

ttarι =

∫︂
Ztar
ι dνlat,

∆tar = ttar1 − ttar0 ,

τι(λ) = τ(Pι(λ)) =
Ztar
ι (λ)

Q(λ)
.

The last identity follows from Definition 5: the control means and the reservoir outcome
means are zero. Pointwise,

0 ≤ Ztar
ι ≤

K∗∑︂
j=1

w∗(Vj) ≤ Q, 0 ≤ τι ≤ 1.

The difference of the one-cell target means is

Eνcell

[︂
w∗(V ){µ(1)1 (V, ci) − µ

(0)
1 (V, ci)}

]︂
=

∫︂
w∗(v)

α

S1(v)
dσ(v).

Here the filler contributes zero, while multiplying the core probability by the polar sign
restores the signed weight. The identity

w∗(v)
α

S1(v)
=

α

1 − ϵ
+
b0(1 − 2ϵ)

1 − ϵ

α

S1(v)
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and the zero-th moment of σ give∫︂
w∗(v)

α

S1(v)
dσ(v) =

b0(1 − 2ϵ)

1 − ϵ

∫︂
α

S1(v)
dσ(v) ≥ b0

12
,

since (1 − 2ϵ)/(1 − ϵ) ≥ 2/3. Additivity of expectation now gives

∆tar ≥
K∗b0

12
.

We next calibrate this gap in terms of x. The tuning formulas imply

b0 =
1

100000MϵL
≥ 1

230400000Nϵℓ
.

As S ≥ 1, we have Mϵ ≥ 128S and L ≥ 8, so b0 ≤ 1/100. Thus⌊︃
1

100b0

⌋︃
≥ 1.

The defining floor inequality then gives

1

100b0
<

⌊︃
1

100b0

⌋︃
+ 1 ≤ 2

⌊︃
1

100b0

⌋︃
,

⌊︃
1

100b0

⌋︃
b0 ≥

1

200
.

Together with d− 1 ≥ d/2, this yields

(d− 1)b0 ≥
x

460800000
.

If the alphabet cap determines K∗, this is the required mass bound. If the floor cap
determines K∗, the bound 1/200 applies. Therefore

K∗b0 ≥
min{x, 1}
460800000

, ∆tar ≥ 10−10 min{x, 1} > 0.

In particular, K∗ ≥ 1 in the present regime.

4. Consider the following raw Poisson experiment. Conditional on λ and hypothesis ι, the
complete-record atom counts and auxiliary atom counts are mutually independent, with
respective means

uQPι(λ)(j, a, y), wQ (Pι(λ))XA(j, a).

We use the Poisson convention

Poi(λP){k} = e−λP
λkP
k!
, λP ≥ 0, k ∈ N,

with 00 = 1.

In one rare cell, combine the two control-channel counts. The resulting four-count mixture
is

νcellι =

∫︂
Λ

Poi
(︁
uS1(v)µ

(ι)
1 (v, ci)

)︁
⊗ Poi

(︁
uS1(v)(1 − µ

(ι)
1 (v, ci))

)︁
⊗ Poi

(︁
wS1(v)

)︁
⊗ Poi

(︁
MS0(v)

)︁
dνcell(v, ci).
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The first two coordinates count treated complete outcomes equal to one and zero, respec-
tively.

When both complete treated counts are zero, the two mixture probabilities agree. When
both are positive, both mixture probabilities vanish. For ρ, γ, κ ∈ N, define the signed
discrepancy

Dcnt
ρ,γ,κ =

∫︂
e−M(b0+v) (uS1(v))ρ+1(wS1(v))γ(MS0(v))κ

(ρ+ 1)!γ!κ!

α

S1(v)
dσ(v).

Expanding the conditional Poisson probabilities and the core mixture gives

νcell1 {(ρ+ 1, 0, γ, κ)} − νcell0 {(ρ+ 1, 0, γ, κ)} = Dcnt
ρ,γ,κ,

νcell1 {(0, ρ+ 1, γ, κ)} − νcell0 {(0, ρ+ 1, γ, κ)} = −Dcnt
ρ,γ,κ.

Indeed, the filler has treated mean zero under both hypotheses. On the core branch,
the difference between the two deterministic outcome assignments is the polar sign, and
|ωi|h(vi) = ωi. These are all the possible nonzero discrepancies.

5. We bound the sum of these discrepancies by moment cancellation. Define

φρ,γ,κ(v) = S1(v)ρ+γS0(v)κ,

βcntρ,γ,κ = e−Mb0 uρwγMκ

(ρ+ 1)!γ!κ!
,

acntj =
∑︂

ρ,γ,κ≥0

βcntρ,γ,κ[vj ]φρ,γ,κ(v), j ∈ N.

Here [vj ]φ(v) = φ(j)(0)/j! denotes the coefficient of vj . Factoring one treated intensity
gives

Dcnt
ρ,γ,κ = uαβcntρ,γ,κ

∫︂
e−Mvφρ,γ,κ(v) dσ(v).

Every coefficient of φρ,γ,κ is nonnegative.

For j ≤ L, the matched moments imply∫︂
e−Mvvj dσ(v) =

∫︂ (︄
e−Mv −

L−j∑︂
k=0

(−Mv)k

k!

)︄
vj dσ(v).

Bounding the exponential remainder on [0, B], and using ∥σ∥TV = 1, gives⃓⃓⃓⃓∫︂
e−Mvvj dσ(v)

⃓⃓⃓⃓
≤ Bj

∑︂
k≥0

k+j>L

(MB)k

k!
.

For j > L, the full absolute exponential series gives the same inequality, with every k ≥ 0
included. Expanding the polynomial therefore yields⃓⃓⃓⃓∫︂

e−Mvφρ,γ,κ(v) dσ(v)

⃓⃓⃓⃓
≤
∑︂
j≥0

[vj ]φρ,γ,κ(v)Bj
∑︂
k≥0

k+j>L

(MB)k

k!
.
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To sum over the counts, use 1/(ρ + 1)! ≤ 1/ρ!. Coefficientwise, the nonnegative count
series obey ∑︂

ρ≥0

uρS1(v)ρ

(ρ+ 1)!
⪯ euS1(v),

∑︂
γ≥0

wγS1(v)γ

γ!
= ewS1(v),

∑︂
κ≥0

MκS0(v)κ

κ!
= eMS0(v),

where ⪯ means that each coefficient on the left is at most the corresponding coefficient on
the right. Thus

0 ≤ acntj ≤ e−Mb0 [vj ]eM(S1(v)+S0(v)) = [vj ]eMv =
M j

j!
.

This calculation cancels the common baseline using S1(v)+S0(v) = b0+v. The dominating
series is finite: ∑︂

j≥0

M jBj

j!

∑︂
k≥0

(MB)k

k!
= e2MB.

Consequently the nonnegative coefficient sums can be interchanged, and the signed dis-
crepancies are absolutely summable. We obtain

∑︂
ρ,γ,κ≥0

|Dcnt
ρ,γ,κ| ≤ uα

∑︂
j≥0

acntj Bj
∑︂
k≥0

k+j>L

(MB)k

k!

≤ uα
∑︂
j,k≥0
j+k>L

(MB)j+k

j!k!

= uα
∑︂

ktail>L

(2MB)ktail

ktail!
.

The last equality uses
ktail∑︂
j=0

1

j!(ktail − j)!
=

2ktail

ktail!
.

6. For probability measures, use the total variation convention

TV(ν, ν ′) = sup
E measurable

|ν(E ) − ν ′(E )|.

On a countable space this equals one half of the sum of absolute singleton discrepancies.
The two disjoint patterns in the preceding calculation therefore give

TV(νcell1 , νcell0 ) ≤ uα
∑︂

ktail>L

(2MB)ktail

ktail!
.
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The tuning gives 2MB = L/500. For an integer ktail > L,

(L/500)ktail

ktail!
≤ (ktail/500)ktail

ktail!
≤
(︂ e

500

)︂ktail
≤ e−5ktail .

The middle inequality follows by retaining the ktail-th term of the positive series for ektail .
For the last inequality, e ≤ 11/4 gives e6 ≤ (11/4)6 < 500. Since e−5 ≤ 1/2,∑︂

ktail>L

(L/500)ktail

ktail!
≤ e−5(L+1)

1 − e−5
≤ 2e−5L.

Moreover,

K∗uα = 128S(K∗b0) ≤
32

25
S,

and

Se−5L ≤ eℓ−5L ≤ e−39ℓ ≤ e−8 ≤ 1

256
.

Here S ≤ eℓ, L ≥ 8ℓ, ℓ ≥ 1, and e8 ≥ 28 = 256. Hence

K∗ TV(νcell1 , νcell0 ) ≤ K∗uα
∑︂

ktail>L

(2MB)ktail

ktail!
≤ 1

100
<

1

64
.

We now restore the full observation channels. Given a combined control count κ, its
complete-channel count has conditional distribution

Pr(κL = k | κ) =

(︃
κ

k

)︃(︂ u
M

)︂k (︂ w
M

)︂κ−k
, 0 ≤ k ≤ κ.

This follows directly from

Poi(uS0(v)){k}Poi(wS0(v)){κ− k}

= Poi(MS0(v)){κ}
(︃
κ

k

)︃(︂ u
M

)︂k (︂ w
M

)︂κ−k
.

The splitting law is independent of the latent coordinate and hypothesis. Applying it
cannot increase total variation. Independence of the latent coordinates makes the rare-cell
mixtures a product, whose distance is bounded by the sum of the cell distances; this follows
by telescoping the difference of the product mass functions. The reservoir counts form a
common independent factor, and the remaining cells have zero counts. Consequently the
full two-channel histogram mixtures have distance below 1/64.

Uniformly ordering each channel’s histogram is another common probability kernel. Its
conditional law is the ordered Poisson experiment from the normalized table. To see this,
for a probability mass function pmark on a finite alphabet Z , put

κtot =
∑︂
z∈Z

κz.

The independent-count probabilities factor as∏︂
z∈Z

e−λPpmark(z)
(λPpmark(z))κz

κz!
= e−λP

λκtot
P

κtot!

κtot!∏︁
z κz!

∏︂
z

pmark(z)κz .
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Thus, conditional on the latent table, the ordered channels have the following law:

JL ∼ Poi(uQ), Lraw | JL = k ∼ Pι(λ)⊗k,

JA ∼ Poi(wQ), Xraw | JA = k ∼ (Pι(λ))⊗k
XA.

Both channels are independent conditional on the latent table. Their domains are

Lraw ∈
⨆︂
k≥0

(︁
{1, . . . , d} × {0, 1}2

)︁k
, Xraw ∈

⨆︂
k≥0

(︁
{1, . . . , d} × {0, 1}

)︁k
,

with the empty tuple at length zero.

Append the independent seed U ∼ Uniform[0, 1], and define

Qraw
ι = Law(Lraw,Xraw, U | ι),

where the latent table is mixed according to νlat. Common kernels and a common inde-
pendent seed preserve the distance bound, so

TV(Qraw
1 ,Qraw

0 ) <
1

64
.

7. We next bound the normalized target’s deviation from its raw mean. Since 0 ≤ V ≤ B,

EV 2 ≤ BEV ≤ Bα

1 − ϵ
≤ 4

3
Bα.

For either hypothesis,

0 ≤ w∗(V )µ
(ι)
1 (V, ci) ≤ w∗(V ), Ew∗(V )2 ≤ 2b20 + 2EV 2 ≤ 2b20 +

8

3
Bα.

Independence and the inequality Var(Z) ≤ EZ2 consequently give

Var(Ztar
ι ) ≤ K∗

(︃
2b20 +

8

3
Bα

)︃
, EQ = 1, Var(Q) ≤ 4

3
K∗Bα.

For the last two identities, use p∗ = 1 −K∗w̄ and Var(b0 + V ) = Var(V ).

The normalization identity is

τι − ttarι = (Ztar
ι − ttarι ) + τι(1 −Q).

Since 0 ≤ τι ≤ 1, squaring and integrating yields

Eνlat(τι − ttarι )2 ≤ 2 Var(Ztar
ι ) + 2 Var(Q)

≤ 4K∗b
2
0 + 8K∗Bα.

Markov’s inequality at the positive radius ∆tar/8, together with ∆tar ≥ K∗b0/12, gives

νlat

{︃
|τι − ttarι | ≥ ∆tar

8

}︃
≤ 64(4K∗b

2
0 + 8K∗Bα)

∆2
tar

≤ 36864 + 7372800ϵ2L2

K∗

≤ 223(1 + ϵ2L2)

K∗
.

The middle estimate uses the tuning identity

Bα = 100ϵ2L2b20.
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8. To calibrate this tail bound, define the ordinary logarithmic scale

ℓplain = logS.

The information-scale assumption implies

ℓplain ≥ 4096, ℓ ≤ ℓplain + 1, L ≤ 10ℓplain.

For the second inequality, S ≥ 2 gives e+ S ≤ eS; the third follows from L ≤ 9ℓ.

The floor-mass bound already established implies⌊︃
1

100b0

⌋︃
≥ 1

200b0
= 500MϵL ≥ 64000SL.

Also x2 > S−1 and x > 0 give

d >
Nϵℓ√
S

≥
√
S ℓ.

Thus the two caps defining K∗ satisfy

d− 1 ≥ d

2
>

√
S ℓ

2
≥

√
S L

18
,

⌊︃
1

100b0

⌋︃
≥ 64000SL ≥

√
S L

18
,

and hence

K∗ ≥
√
S L

18
.

The required exponential comparison follows from

250 ≤ eℓplain/4,
ℓplain

4
≤ eℓplain/4.

The first uses e > 2 and 50 ≤ ℓplain/4; the second follows from 1 + t ≤ et. Multiplying
gives

eℓplain/2 ≥ 248ℓplain ≥ 180 · 230ℓplain.

Since
√
S = eℓplain/2,

K∗ ≥ 10 · 230ℓplainL.

Finally,

1 ≤ ℓplainL, ϵ2L2 ≤ L2

16
≤ 10

16
ℓplainL,

so
1 + ϵ2L2 ≤ 10ℓplainL, K∗ ≥ 230(1 + ϵ2L2).

Substituting into the preceding tail bound proves, for both hypotheses,

νlat

{︃
|τι − ttarι | ≥ ∆tar

8

}︃
≤ 1

128
.
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9. Let ˆ︁τraw be any Borel rule on the ordered raw channels and seed. Define its two Bayes
squared risks by

Aι(ˆ︁τraw) =

∫︂
E
[︂(︁ˆ︁τraw(Lraw,Xraw, U) − τι(λ)

)︁2 | ι,λ]︂ dνlat(λ).

Threshold the rule at

ttarmid =
ttar0 + ttar1

2
,

and define the test errors
etest0 = Qraw

0 {ˆ︁τraw ≥ ttarmid},
etest1 = Qraw

1 {ˆ︁τraw < ttarmid}.

The definition of total variation gives

etest0 + etest1 ≥ 1 − TV(Qraw
0 ,Qraw

1 ) ≥ 1 − 1

64
.

On a test error with |τι − ttarι | ≤ ∆tar/8, the estimation error is at least 3∆tar/8. The two
target-tail bounds therefore imply

A0(ˆ︁τraw) + A1(ˆ︁τraw) ≥
(︃

3∆tar

8

)︃2(︃
etest0 + etest1 − 2

128

)︃
.

Consequently,

max
ι∈{0,1}

Aι(ˆ︁τraw) ≥ 1

2

(︃
3∆tar

8

)︃2(︃
1 − 1

64
− 2

128

)︃
=

279

4096
∆2

tar ≥
∆2

tar

64
.

If either Bayes risk is infinite, this conclusion holds directly. The common seed is already
part of the experiment, so this argument includes randomized rules.

10. We transfer this bound to an arbitrary clipped Borel rule T in the original experiment.
First we control prefix failures. If J ∼ Poi(λP) and λP ≥ 64k, exponential Markov gives

Pr(J < k) ≤ Pr(J ≤ k) ≤ 4kE4−J = exp

(︃
k log 4 − 3

4
λP

)︃
≤ e−31k,

using log 4 ≤ 3. The event J < 0 is empty.

Since Q > 1/2, the conditional means satisfy

uQ ≥ 64n, wQ ≥ 64N.

For the retention event
Eret = {JL ≥ n, JA ≥ m},

the complete-channel tail is bounded at n, while {JA < m} ⊆ {JA < N}. Hence, uniformly
in the latent configuration and hypothesis,

Pr(Ec
ret | ι,λ) ≤ e−31n + e−31N ≤ 2e−31n.

When m = 0, the auxiliary failure event is empty.
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We calibrate this last quantity against the target gap. Since ϵ ≤ 1/4, n ≥ 4S. For S ≥ 1,

S ≤ e124(S−1), Se−124S ≤ e−124.

Also e124 ≥ 2124, so

2e−31n ≤ 2e−124S ≤ 10−24

S
.

If x ≤ 1, the affine-regime inequality gives (min{x, 1})2 = x2 > S−1. If x > 1, then
(min{x, 1})2 = 1 ≥ S−1. The calibrated mean gap consequently satisfies

∆2
tar ≥ 10−20(min{x, 1})2 ≥ 10−20

S
.

It follows that

Pr(Ec
ret | ι,λ) ≤ 2e−31n ≤ ∆2

tar

128
.

Define the original rule’s risk and its worst-case risk by

RP (T ) = EP⊗n⊗P⊗m
XA ⊗Uniform[0,1][(T (D, U) − τ(P ))2],

Rmax(T ) = sup
P∈Md,ϵ

RP (T ).

Clipping and τ(P ) ∈ [−1, 1] give

0 ≤ RP (T ) ≤ 4.

Thus this supremum is finite, and every constructed table’s risk is at most Rmax(T ).

The transferred rule is

˜︁T (Lraw,Xraw, U) =

{︄
T (Lraw[1 : n],Xraw[1 : m], U), Eret,
0, Ec

ret.

The brackets denote the first indicated number of ordered records, with the empty prefix
when that number is zero. This is a Borel rule.

Conditional on the latent table and the channel totals, the records are independent draws
from the normalized laws. Thus, on retention, their prefixes have exactly the original
two-channel product law, independently of the seed. In particular,

E
[︂
( ˜︁T − τι)

21Eret | ι,λ
]︂

= Pr(Eret | ι,λ)RPι(λ)(T ) ≤ Rmax(T ).

On failure, the output is zero and 0 ≤ τι ≤ 1, so

E
[︂
( ˜︁T − τι)

21Ec
ret

| ι,λ
]︂
≤ Pr(Ec

ret | ι,λ) ≤ ∆2
tar

128
.

Averaging under either latent prior gives

Aι( ˜︁T ) ≤ Rmax(T ) +
∆2

tar

128
.

Combining this with the raw testing lower bound yields

∆2
tar

64
≤ max

ι
Aι( ˜︁T ) ≤ Rmax(T ) +

∆2
tar

128
, Rmax(T ) ≥ ∆2

tar

128
.
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11. For x ≥ 0, the two cases x ≤ 1 and x > 1 give

(min{x, 1})2 =

{︄
x2, x ≤ 1,

1, x > 1
= min{1, x2}.

Therefore every original clipped Borel randomized rule satisfies

Rmax(T ) ≥ ∆2
tar

128
≥ 10−20

128
min{1, x2}.

The constant zero rule belongs to the rule class. Taking the infimum over that class, as
specified in Definition 7, proves

R(n,m, d, ϵ) ≥ 10−20

128
min{1, x2}.

Together with the support and marginal equalities already established, this proves the
assertion with the stated numerical constant c.

For a common latent configuration, the two hypotheses have identical normalized marginal
tables because their arm masses and normalization agree. Pushing the common latent distribu-
tion through the two table maps consequently gives the same distribution of PXA under both
priors. Across latent configurations, the marginal table itself can vary. Thus the prior prop-
erty concerns equality of distributions over marginal tables, together with equality under the
specified common-latent coupling.

The risk conclusion in Lemma 11 concerns the joint observation law of complete and auxil-
iary records in Definition 7. Its observation comparison incorporates the complete-record out-
comes and their association with the latent marginal table. The common marginal distribution
describes the auxiliary channel’s unconditional law under the priors; the stated lower bound
accounts for both channels together. The resulting many-cell scale depends on total marginal
information through N , while the logarithmic degree calibration depends on rare-arm informa-
tion through S.

Finally, Theorem 2 supplies the capped inverse-S lower bound throughout the public param-
eter range. It controls the branch x2 ≤ S−1 and, with the fixed numerical threshold absorbed
into the comparison constant, the bounded-information branch S < exp(4096). In the remaining
branch, Lemma 11 supplies the capped x2 lower bound. Together these comparisons give the
lower order

min{1, S−1 + x2}
specified by Definition 9. Combined with the attaining-estimator upper comparison in Theo-
rem 1, they establish the uniform minimax comparison for the original two-channel experiment.

D Resource characterizations and verification note

The uniform comparison in Theorem 1 supplies the common basis for the resource conclusions
in Theorem 4. For every allowed experiment sequence in Definition 11, the rate definition in
Definition 9 gives

R(nk,mk, dk, ϵk) ≍ min

{︄
1,

1

Sk
+

(︃
dk

Nkϵkℓk

)︃2
}︄
.
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Here the sequence-specific scales are those introduced in Definition 12. The comparison constants
are independent of the public indices. Consequently, the resource characterizations apply to
arbitrary allowed sequences, including sequences with oscillating budgets, expanding alphabets,
and diminishing overlap.

D.1 Consistency and oracle order

The consistency characterization in Theorem 4 assigns a separate requirement to each component
of the rate:

v ∈ C ⇐⇒ Sk −→ ∞,
dk

Nkϵkℓk
−→ 0.

The first condition concerns the information supplied by rare-arm outcomes in the complete
records. The second concerns marginal information relative to the alphabet size. Auxiliary
records contribute through the second denominator, while the complete-record budget and over-
lap floor determine the first scale. These two requirements characterize vanishing minimax risk
throughout the sequence domain.

Oracle order compares precision with the rare-label benchmark in Proposition 1. Under
Sk → ∞, that benchmark eventually equals S−1

k . The oracle characterization therefore places
the many-cell component at or below this inverse-information order:

v ∈ O ⇐⇒ Sk −→ ∞, dk = O

(︃
Nkϵkℓk√

Sk

)︃
.

Equivalently, the total marginal-information budget satisfies

dk
√
Sk

ϵkℓk
= O(Nk).

As stated in Theorem 4, this budget characterization is conditional on divergence of the rare-arm
information scale. Its order constant may depend on the sequence, whereas the underlying risk
comparison is uniform over public indices.

For the supervised specialization mk = 0, the identity Nkϵk = Sk gives the consistency
threshold dk = o(Skℓk) and the oracle threshold dk = O(

√
Skℓk), together with Sk → ∞. These

specializations identify the marginal-information requirements supplied entirely by complete
records.

D.2 Strict relative improvement

The improvement phase in Definition 12 compares the auxiliary-record experiment with the
supervised experiment at the same complete-record budget, alphabet size, and overlap floor.
Applying the uniform risk comparison to both experiments gives

R(nk,mk, dk, ϵk)

R(nk, 0, dk, ϵk)
≍

min
{︂

1, S−1
k + (dk/(Nkϵkℓk))2

}︂
min

{︂
1, S−1

k + (dk/(Skℓk))2
}︂ .

Both caps enter this comparison, accommodating supervised risks ranging from vanishing pre-
cision to saturation.
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The exact characterization in Theorem 4 combines three requirements:

Sk −→ ∞,
dk√
Skℓk

−→ ∞,
Nk/nk

max{1, dk/(Skℓk)}
−→ ∞.

The first supports increasing outcome precision. The second places the supervised experiment
above rare-label oracle order by a diverging factor. The third measures the marginal expansion
relative to the larger of a constant and the supervised many-cell scale. Together they characterize
a vanishing relative risk, including for sequences that move between different supervised resource
regions. Within the supervised specialization, the relative risk ratio equals one.

D.3 Saturation and the precision plateau

The finite-experiment conclusions in Theorem 4 retain the cap in the rate. When

Nϵℓ ≤ d,

the many-cell component reaches the cap, and the minimax risk is bounded above and below by
positive universal constants. This saturation condition identifies a region of constant-order risk.

At the larger marginal budget

N ≥ d
√
S

ϵℓ
,

the same result establishes

R(n,m, d, ϵ) ≍ b(n, ϵ) = min{1, S−1}.

The cap preserves the comparison for small rare-arm information scales. Along every oracle
sequence, Sk → ∞, so the risk eventually has order S−1

k .
The plateau conclusion also preserves the quantification over auxiliary budgets. By Theo-

rem 4, on every oracle sequence there is a positive lower comparison constant such that, for all
sufficiently large indices and every replacement budget m′ ∈ N,

R(nk,m
′, dk, ϵk) ≥ c

Sk
.

The rare-label floor in Theorem 2 supplies this bound uniformly over the auxiliary channel. Thus
oracle attainment identifies a precision order governed by complete-record outcome information,
with further marginal information operating within that order.

D.4 Verification note

The mathematical scope includes the canonical randomized minimax risks, the explicit estimator
and its risk guarantee, the testing and approximation bounds, the benchmark comparisons,
the resource characterizations, and causal realization and identification. The statistical results
use the finite observable model in Definition 4, the overlap and product-sampling conditions
in Assumptions 1 and 2, and the rule domains in Definitions 7 and 8. Causal identification
concerns compatible potential-outcome extensions satisfying Assumptions 3 and 4, as specified in
Lemma 1. Auxiliary results retain their displayed independence, calibration, and approximation
hypotheses. These conditions are assumed mathematical inputs to the stated implications.
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E Proofs of the main results

Proof of Theorem 1. 1. Choose numerical constants clab > 0 and caff > 0 from Theorem 2
and Lemma 11, respectively. For any public indices in the stated range, write

N = n+m, S = nϵ, ℓ = log(exp(1) + S), x =
d

Nϵℓ
.

Then N > 0, S > 0, and ℓ > 0. By Definition 9,

r(n,m, d, ϵ) = min{1, S−1 + x2}, 0 < r(n,m, d, ϵ) ≤ 1.

The two cited results supply

clab b(n, ϵ) ≤ R(n,m, d, ϵ), b(n, ϵ) = min{1, S−1},

throughout the public index range, and

caff min{1, x2} ≤ R(n,m, d, ϵ) when S ≥ exp(4096), x2 > S−1.

Both constants are independent of the public indices. We next establish a uniform upper
constant for the specified estimator.

2. First suppose S ≥ exp(4096), and use the pool lengths and tuning parameters from Algo-
rithm 1. Since ϵ ≤ 1/4,

12 ≤ 4 exp(4096) ≤ n.

The integer splits satisfy

h0 ≥
n

3
− 1 ≥ n

4
, hp ≥ h0, hp ≤ hf ≤ hp + 1.

Indeed, n − 3h0 ∈ {0, 1, 2}, and splitting the remaining records into two parts gives the
last two inequalities. Consequently,

Mp = hp + ⌊m/2⌋ ≥ n

4
+
m− 1

2
≥ N

8
,

where the last inequality uses n ≥ 12 and m ≥ 0. Moreover,

0 ≤Mf −Mp = (hf − hp) + (m− 2⌊m/2⌋) ≤ 2.

Thus

h0,Mp,Mf ≥ 1,
n

4
≤ h0,

N

8
≤Mp,Mf , Mp ≤Mf ≤ 3Mp.

For the prescribed intensities this yields

u =
h0
8

≥ n

32
, tp =

Mp

8
≥ N

64
, t =

Mf

8
≥ N

64
,

1

3
≤ t

tp
≤ 3.

These bounds include m = 0.
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3. Under Assumption 2, the three disjoint pools are independent. Their observation laws are
P , PXA, and PXA, respectively: projecting a complete record gives the same treatment–
covariate law as an auxiliary record. Extend each pool by an independent iid continuation
and introduce independent prefix lengths

Jo ∼ Poi(u), Jp ∼ Poi(tp), Jf ∼ Poi(t), Jo, Jp, Jf ∈ N0,

independent of the observations.

Here is the count calculation for each pool. Let its finite alphabet be Zpool, its atom
probabilities be νpool(z), and its prefix intensity be λpool > 0, so that

νpool(z) ≥ 0,
∑︂

z∈Zpool

νpool(z) = 1.

For counts κz ∈ N0, define

κtot =
∑︂

z∈Zpool

κz.

Conditioning on the prefix length and using the multinomial count formula gives

Pr{every atom z has count κz} = e−λpool
λκtot
pool

κtot!

κtot!∏︁
z κz!

∏︂
z

νpool(z)κz

=
∏︂
z

e−λpoolνpool(z)
(λpoolνpool(z))κz

κz!
.

We use 00 = 1; an atom of zero probability has count zero almost surely. This factorization,
together with independence of the pools, shows that the prefix counts from Algorithm 1
are jointly independent and satisfy

Zaj ∼ Poi(uqaj(P )), Jaj ∼ Poi(tpsaj(P )), Kaj ∼ Poi(tsaj(P )).

Thus Lemma 6 applies with precisely the prescribed L,B, k0.

Define, for a ∈ {0, 1},

ˆ︁ψa =
d∑︂

j=1

Vaj , ψa =
d∑︂

j=1

pj(P )µaj(P ),

on these ideal prefixes. The cited result supplies a numerical constant Chyb > 0 such that

E[( ˆ︁ψa − ψa)2] ≤ Chyb

{︄
S−1 +

(︃
d

NϵL

)︃2
}︄
.

The binary conditional means and the covariate probabilities satisfy

0 ≤ µaj(P ) ≤ 1, pj(P ) ≥ 0,

d∑︂
j=1

pj(P ) = 1,
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including the zero convention for null cells. Hence

−1 =
∑︂
j

pj(P )(−1) ≤ τ(P ) = ψ1 − ψ0 ≤
∑︂
j

pj(P ) = 1.

Define the clipped ideal-prefix contrast by

FPoi = clip[−1,1](
ˆ︁ψ1 − ˆ︁ψ0).

Clipping toward an interval containing the target decreases squared loss, and

E[(FPoi − τ(P ))2] ≤ E[( ˆ︁ψ1 − ˆ︁ψ0 − τ(P ))2]

≤ 2E[( ˆ︁ψ1 − ψ1)
2] + 2E[( ˆ︁ψ0 − ψ0)

2]

≤ 4Chyb

{︄
S−1 +

(︃
d

NϵL

)︃2
}︄
.

The second inequality is pointwise, so it applies with the shared counts used by the two
arm statistics.

4. We calibrate the last bound to the numerical rate and bound the prefix overflow cost.
From S ≥ exp(4096) and the definition of L,

L =

⌊︃
logS

1024

⌋︃
≥ 4, logS < 1024(L+ 1) ≤ 1280L.

Also S ≥ 2 and exp(1) ≥ 2, which imply

exp(1) + S ≤ S exp(1), ℓ ≤ logS + 1 ≤ 1281L.

All denominators below are positive, so

0 ≤ d

NϵL
≤ 1281x, S−1 +

(︃
d

NϵL

)︃2

≤ 12812(S−1 + x2).

For every positive pool length h, the inequality eh ≥ 1 + h ≥ h gives

e−h ≤ h−1.

Applying this to the three pool lengths and using the bounds already established,

e−h0 + e−Mp + e−Mf ≤ 4

n
+

8

n
+

8

n

=
20

n
≤ 5

S
,

where the last inequality uses ϵ ≤ 1/4. Define the numerical constant

Clarge = 4Chyb12812 + 5 > 0.

Combining the ideal-prefix risk, degree comparison, and overflow bound yields

E[(FPoi − τ(P ))2] + e−h0 + e−Mp + e−Mf ≤ 4Chyb12812(S−1 + x2) + 5S−1

= Clarge(S
−1 + x2) − 5x2

≤ Clarge(S
−1 + x2).
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5. Apply Lemma 4 to the three positive pool lengths h0,Mp,Mf , the clipped prefix statistic,
and the target τ(P ) ∈ [−1, 1]. Its finite average is exactly the estimator in Algorithm 1,
since

Pr(Jo = h′, Jp = h′′, Jf = h′′′) = e−u−tp−tu
h′

h′!

th
′′

p

h′′!

th
′′′

h′′′!
.

The zero output on overflow agrees with the construction. Independence and the stated
pool laws therefore give

EP [(ˆ︁τ(D, U) − τ(P ))2] ≤ E[(FPoi − τ(P ))2] + e−h0 + e−Mp + e−Mf

≤ Clarge(S
−1 + x2).

This proves the uncapped upper bound for every model law when S ≥ exp(4096).

6. Define
Cup = max{max{Clarge, 4}, exp(4096)} > 0.

For fixed public indices, the observed-data space is finite, so the deterministic estimator
is Borel measurable. Its definition is independent of U . In the averaging branch, every
prefix statistic lies in [−1, 1], the displayed prefix probabilities are nonnegative, and

h0∑︂
h′=0

Mp∑︂
h′′=0

Mf∑︂
h′′′=0

Pr(Jo = h′, Jp = h′′, Jf = h′′′) ≤ 1.

Thus, with the remaining probability assigned output zero,

−1 ≤ ˆ︁τ(D, U) ≤ 1.

The zero branch has the same range. Since τ(P ) ∈ [−1, 1], this also gives the universal
bound

EP [(ˆ︁τ(D, U) − τ(P ))2] ≤ 4.

We now follow the three upper-bound regimes. If S < exp(4096), the estimator is zero,
and

EP [(ˆ︁τ(D, U) − τ(P ))2] = τ(P )2 ≤ 1.

Moreover,
e−4096 ≤ 1, e−4096 ≤ S−1, e−4096 ≤ r(n,m, d, ϵ),

so
EP [(ˆ︁τ(D, U) − τ(P ))2] ≤ 1 ≤ exp(4096)r(n,m, d, ϵ) ≤ Cupr(n,m, d, ϵ).

If S ≥ exp(4096) and 1 ≤ S−1 + x2, then

r(n,m, d, ϵ) = 1, EP [(ˆ︁τ(D, U) − τ(P ))2] ≤ 4 ≤ Cupr(n,m, d, ϵ).

Finally, if S ≥ exp(4096) and S−1 + x2 < 1, the preceding uncapped bound gives

EP [(ˆ︁τ(D, U) − τ(P ))2] ≤ Clarge(S
−1 + x2) ≤ Cupr(n,m, d, ϵ).

Taking the supremum over the model class proves

sup
P∈Md,ϵ

EP [(ˆ︁τ(D, U) − τ(P ))2] ≤ Cupr(n,m, d, ϵ).
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7. Choose the final numerical constants by

Ecut = exp(4096), c = min

{︃
clab

2Ecut
,
caff
2

}︃
, C = max{Cup, c}.

They satisfy
1 ≤ Ecut, 0 < c ≤ C <∞,

and the calibrations needed below are

c ≤ clab
2Ecut

≤ clab
Ecut

, 2c ≤ clab
Ecut

≤ clab, 2c ≤ caff .

All these constants were chosen independently of the public indices.

The lifted rule (D, U) ↦→ ˆ︁τ(D, U) is Borel measurable by composition with the data pro-
jection and takes values in [−1, 1]. It is therefore admissible in Definition 7. Squared-error
risks are nonnegative, and the defining minimax infimum yields

R(n,m, d, ϵ) ≤ sup
P∈Md,ϵ

EP [(ˆ︁τ(D, U) − τ(P ))2] ≤ Cupr(n,m, d, ϵ) ≤ Cr(n,m, d, ϵ),

where the last inequality uses r(n,m, d, ϵ) ≥ 0.

8. For the lower bound, first suppose S < Ecut. Positivity of S and Ecut ≥ 1 gives

E−1
cut ≤ S−1, E−1

cut ≤ 1, E−1
cut ≤ b(n, ϵ).

Using r(n,m, d, ϵ) ≤ 1, the constant calibration, and the rare-label bound,

c r(n,m, d, ϵ) ≤ c

≤ clabE
−1
cut

≤ clabb(n, ϵ)

≤ R(n,m, d, ϵ).

9. Now suppose S ≥ Ecut. Then S ≥ 1, and hence

b(n, ϵ) = S−1.

If x2 ≤ S−1, the rate satisfies

r(n,m, d, ϵ) ≤ S−1 + x2 ≤ 2S−1.

It follows that
c r(n,m, d, ϵ) ≤ 2cS−1 ≤ clabS

−1 ≤ R(n,m, d, ϵ).

If x2 > S−1, all hypotheses of Lemma 11 hold, and it supplies

caff min{1, x2} ≤ R(n,m, d, ϵ).

To compare this quantity with the rate, split according to whether x2 ≤ 1. In that case,

r(n,m, d, ϵ) ≤ S−1 + x2 < 2x2 = 2 min{1, x2}.
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When x2 > 1,
r(n,m, d, ϵ) ≤ 1 ≤ 2 = 2 min{1, x2}.

Thus in both cases,
c r(n,m, d, ϵ) ≤ 2cmin{1, x2}

≤ caff min{1, x2}
≤ R(n,m, d, ϵ).

Together with the preceding branches, this proves the lower bound throughout the public
index range.

10. Finally, fix d ≥ 2, 0 < ϵ ≤ 1/4, and P ∈ Md,ϵ. Choose the independent conditional
extension specified in Lemma 1: H is a joint law of (X,A, Y, Y0, Y1), with binary potential
outcomes, satisfying

LH(X,A, Y ) = P, Y = AY1 + (1 −A)Y0 H-almost surely, (Y0, Y1) ⊥⊥ A | X.

The cited result supplies both this extension and, for every extension with the same ob-
served marginal satisfying Assumptions 3 and 4, the identity

EH [Y1 − Y0] = τ(P ).

This establishes the causal realization and identification assertions.

Proof of Theorem 2. 1. Choice of the two laws. Fix n,m, d, ϵ satisfying the hypotheses of the
risk bounds, and set

c :=
1

1024
, S := nϵ > 0, δn :=

1

16
√︁

max{1, S}
.

Since max{1, S} ≥ 1, we have

0 < δn ≤ 1

16
≤ 1

8
.

Write
Zd := {1, . . . , d} × {0, 1}2.

For ξ ∈ {−1, 1}, define the law Pξ,n on Zd by

Pξ,n(j, 1, 1) =
ϵ

2

(︃
1

2
+ ξδn

)︃
, Pξ,n(j, 1, 0) =

ϵ

2

(︃
1

2
− ξδn

)︃
,

Pξ,n(j, 0, 1) =
1 − ϵ

4
, Pξ,n(j, 0, 0) =

1 − ϵ

4
, j = 1, 2,

and
Pξ,n(j, a, y) = 0, j > 2, a, y ∈ {0, 1}.

Also set
P+,n := P1,n, P−,n := P−1,n.

Every atom in the first two covariate cells is positive. Summing within each such cell gives∑︂
a,y∈{0,1}

Pξ,n(j, a, y) =
ϵ

2
+

1 − ϵ

2
=

1

2
, j = 1, 2.
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Thus the total mass is one. Summing over outcomes and taking the conditional ratios
gives

pj(Pξ,n) =
1

2
, ej(Pξ,n) =

ϵ/2

1/2
= ϵ,

µ0j(Pξ,n) =
(1 − ϵ)/4

(1 − ϵ)/2
=

1

2
, µ1j(Pξ,n) =

(ϵ/2)(1/2 + ξδn)

ϵ/2
=

1

2
+ ξδn, j = 1, 2.

The remaining covariate masses are zero. Because

ϵ ≤ 1 − ϵ,

the occupied cells satisfy Assumption 1, so Definition 4 gives

P+,n, P−,n ∈ Md,ϵ.

By Definition 5,

τ(Pξ,n) =

2∑︂
j=1

1

2
ξδn = ξδn.

Define their common treatment–covariate marginal by

πXA(j, a) :=

⎧⎪⎨⎪⎩
ϵ/2, j ∈ {1, 2}, a = 1,

(1 − ϵ)/2, j ∈ {1, 2}, a = 0,

0, j > 2.

The outcome sums above show that

(P+,n)XA = (P−,n)XA = πXA.

When d = 2, all statements concerning j > 2 have an empty index set.

2. Closeness of the complete-record experiments. Use the natural-logarithm divergence and
finite total variation distance of Lemma 7. The two laws have common positive support,
namely {1, 2} × {0, 1}2, so their divergence is finite. For either occupied cell, cancellation
of the common control terms gives∑︂

a,y∈{0,1}

P+,n(j, a, y) log
P+,n(j, a, y)

P−,n(j, a, y)

=
ϵ

2

[︃(︃
1

2
+ δn

)︃
log

1/2 + δn
1/2 − δn

+

(︃
1

2
− δn

)︃
log

1/2 − δn
1/2 + δn

]︃
= ϵδn log

1/2 + δn
1/2 − δn

, j = 1, 2,

where the last equality uses log(x−1) = − log x. The null cells contribute zero. Hence

D(P+,n∥P−,n) = 2ϵδn log
1/2 + δn
1/2 − δn

.
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The ratio is positive, and log x ≤ x− 1 yields

log
1/2 + δn
1/2 − δn

≤ 1/2 + δn
1/2 − δn

− 1 =
2δn

1/2 − δn
≤ 8δn.

Indeed, 1/2 − δn ≥ 3/8 ≥ 1/4. Multiplication by 2ϵδn > 0 therefore gives

D(P+,n∥P−,n) ≤ 16ϵδ2n.

Define the complete-record array laws by

Plab,± := P⊗n
±,n.

They too have common support. For an array z = (z1, . . . , zn) in that support,

log
Plab,+(z)

Plab,−(z)
=

n∑︂
i=1

log
P+,n(zi)

P−,n(zi)
.

Taking expectations, each coordinate has law P+,n, and thus

EPlab,+

[︄
n∑︂

i=1

log
P+,n(zi)

P−,n(zi)

]︄
= nD(P+,n∥P−,n).

Consequently the product divergence is finite and satisfies

D(Plab,+∥Plab,−) ≤ nD(P+,n∥P−,n) ≤ 16Sδ2n.

Squaring the chosen amplitude gives

δ2n =
1

256 max{1, S}
, 16Sδ2n =

S

16 max{1, S}
≤ 1

16
.

Applying Lemma 7 to these finite array laws now gives

TV(Plab,+,Plab,−) ≤
√︃
D(Plab,+∥Plab,−)

2
≤ 1

4
,

since the squared expression under the final comparison is at most 1/32 ≤ 1/16.

3. Calibration to the benchmark. The square identity gives

δ2n
4

=
1

1024 max{1, S}
.

If S ≤ 1, positivity of S gives S−1 ≥ 1, and therefore

1

max{1, S}
= 1 = min{1, S−1}.

If S > 1, then S−1 < 1, and

1

max{1, S}
= S−1 = min{1, S−1}.

In both cases,
δ2n
4

=
1

1024
min{1, (nϵ)−1} = c b(n, ϵ).

100



4. Adjoining the auxiliary observations and randomization. For probability measures on a
general measurable space, use the extension

TV(ν, ν ′) := sup
E measurable

|ν(E) − ν ′(E)|,

which agrees with the finite formula in Lemma 7.

We first establish the common-factor identity needed here. Let ν, ν ′ be probability laws
on a finite set Ωfin, and let ρ be a probability law on a measurable space Ωcommon. For any
measurable E ⊆ Ωfin × Ωcommon, define its sections by

Ez := {w ∈ Ωcommon : (z, w) ∈ E}, z ∈ Ωfin.

The signed masses sum to zero, so∑︂
z

max{ν(z) − ν ′(z), 0} =
∑︂
z

max{ν ′(z) − ν(z), 0} =
1

2

∑︂
z

|ν(z) − ν ′(z)|.

Since 0 ≤ ρ(Ez) ≤ 1, it follows that

|(ν ⊗ ρ)(E) − (ν ′ ⊗ ρ)(E)| =

⃓⃓⃓⃓
⃓∑︂

z

(ν(z) − ν ′(z))ρ(Ez)

⃓⃓⃓⃓
⃓

≤ 1

2

∑︂
z

|ν(z) − ν ′(z)| = TV(ν, ν ′).

Conversely, for every subset Efin ⊆ Ωfin,

(ν ⊗ ρ)(Efin × Ωcommon) = ν(Efin),

and the same identity holds for ν ′. Taking suprema in the two directions proves

TV(ν ⊗ ρ, ν ′ ⊗ ρ) = TV(ν, ν ′).

By Assumption 2, the augmented observation laws for the original-record experiment are

Pann,± :=
(︁
Plab,± ⊗ π⊗m

XA

)︁
⊗ Uniform[0, 1].

First removing the common seed factor and then the common auxiliary factor gives

TV(Pann,+,Pann,−) = TV
(︁
Plab,+ ⊗ π⊗m

XA ,Plab,− ⊗ π⊗m
XA

)︁
= TV(Plab,+,Plab,−) ≤ 1

4
.

For m = 0, the auxiliary array space consists of the empty array and its law is a point
mass, so the same argument applies.

5. Bounded risks and the testing reduction. For any observable law P , the conditional outcome
means satisfy

µaj(P ) =

⎧⎨⎩
P (j, a, 1)

P (j, a, 0) + P (j, a, 1)
, P (j, a, 0) + P (j, a, 1) > 0,

0, P (j, a, 0) + P (j, a, 1) = 0,

a ∈ {0, 1}, j ∈ {1, . . . , d}.
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The numerator lies between zero and the denominator, so

0 ≤ µaj(P ) ≤ 1, −1 ≤ µ1j(P ) − µ0j(P ) ≤ 1.

Since pj(P ) ≥ 0 and
∑︁

j pj(P ) = 1, Definition 5 yields

−1 =
∑︂
j

pj(P )(−1) ≤ τ(P ) ≤
∑︂
j

pj(P ) = 1.

Consequently, every clipped rule obeys

|T (D, U) − τ(P )| ≤ 2, 0 ≤ (T (D, U) − τ(P ))2 ≤ 4,

and hence its risk is at most four under every model law. The same pointwise bound applies
to clipped exact-marginal rules. The constant zero rule belongs to both rule classes.

To establish the testing inequality, let

ν± ∈ Prob(Ωtest), Ttest : Ωtest −→ [−1, 1] be measurable, TV(ν+, ν−) ≤ 1

4
,

where Ωtest is any measurable space. Define

E+ := {ω : |Ttest(ω) − δn| ≥ δn}, E− := {ω : |Ttest(ω) + δn| ≥ δn}.

The targets are separated by
|δn − (−δn)| = 2δn.

If ω ∈ Ec
+, the triangle inequality gives

2δn ≤ |Ttest(ω) − δn| + |Ttest(ω) + δn| < δn + |Ttest(ω) + δn|.

Thus Ec
+ ⊆ E−, and the defining event bound for total variation implies

ν+(E+) + ν−(E−) ≥ ν+(E+) + ν−(Ec
+)

= 1 + ν+(E+) − ν−(E+)

≥ 1 − TV(ν+, ν−).

Therefore
1

4
≤ 1 − TV(ν+, ν−)

2
≤ max{ν+(E+), ν−(E−)}.

For each sign, the pointwise loss bound on the corresponding error region is

δ2n1E±(ω) ≤
(︁
Ttest(ω) ∓ δn

)︁2
.

The losses are integrable because the rule is bounded. Integrating and taking the maximum
yields

δ2n
4

≤ δ2n max{ν+(E+), ν−(E−)}

≤ max

{︃∫︂
(Ttest − δn)2 dν+,

∫︂
(Ttest + δn)2 dν−

}︃
.
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6. The original-record minimax bound. Fix any clipped Borel randomized rule T admitted
by Definition 7. Apply the testing inequality with

ν± := Pann,±, Ttest(D, U) := T (D, U).

Using the two target identities, we obtain

max
{︁
EPann,+ [(T (D, U) − τ(P+,n))2],EPann,− [(T (D, U) − τ(P−,n))2]

}︁
≥ δ2n

4
= c b(n, ϵ).

Both laws belong to Md,ϵ, so

sup
P∈Md,ϵ

EP⊗n⊗P⊗m
XA ⊗Uniform[0,1][(T (D, U) − τ(P ))2] ≥ c b(n, ϵ).

The supremum is finite by the bound of four, and the rule class is nonempty. Taking the
infimum over all such T , as specified in Definition 7, proves

R(n,m, d, ϵ) ≥ c b(n, ϵ).

7. The exact-marginal minimax bound. Define the complete-record laws augmented by the
seed by

PK,± := Plab,± ⊗ Uniform[0, 1].

The common-factor identity gives

TV(PK,+,PK,−) = TV(Plab,+,Plab,−) ≤ 1

4
.

Fix a clipped Borel rule TK admitted by Definition 8, and freeze its marginal input at the
common table: ˜︁TK(L, U) := TK(L, πXA, U).

This is a measurable clipped rule on the complete-record arrays and the seed. Applying
the testing inequality to this rule gives

max
{︂
EPK,+

[( ˜︁TK(L, U) − δn)2],EPK,− [( ˜︁TK(L, U) + δn)2]
}︂
≥ δ2n

4
= c b(n, ϵ).

Because (P±,n)XA = πXA, these are precisely the two risks of TK at P+,n and P−,n.
Consequently,

sup
P∈Md,ϵ

EP⊗n⊗Uniform[0,1]

[︂(︁
TK(L, PXA, U) − τ(P )

)︁2]︂ ≥ c b(n, ϵ).

Again the supremum is bounded by four and the rule class contains the constant zero
rule. The squared-error clipping reduction in Definition 7 also applies when the exact
marginal is supplied as an input: projecting the rule’s output onto [−1, 1] preserves Borel
measurability and weakly decreases squared loss, since τ(P ) ∈ [−1, 1]. Thus the infimum
over all Borel exact-marginal rules equals the infimum over clipped Borel exact-marginal
rules. Taking the infimum in Definition 8 proves

RK(n, d, ϵ) ≥ c b(n, ϵ).

The chosen c = 1/1024 > 0 is independent of all public indices.
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8. The pair at an arbitrary admissible separation. Now fix d ≥ 2, 0 < ϵ ≤ 1/4, and 0 < δ ≤
1/8. Define the asserted pair by

P±(j, 1, 1) =
ϵ

2

(︃
1

2
± δ

)︃
, P±(j, 1, 0) =

ϵ

2

(︃
1

2
∓ δ

)︃
,

P±(j, 0, 1) =
1 − ϵ

4
, P±(j, 0, 0) =

1 − ϵ

4
, j = 1, 2,

and
P±(j, a, y) = 0, j > 2, a, y ∈ {0, 1}.

All occupied-cell entries are positive, and their sums are∑︂
a,y

P±(j, a, y) =
ϵ

2
+

1 − ϵ

2
=

1

2
, j = 1, 2.

Thus each table is a probability law. Its occupied-cell quantities are

pj(P±) =
1

2
, ej(P±) =

ϵ/2

1/2
= ϵ, µ0j(P±) =

1

2
, µ1j(P±) =

1

2
± δ.

Every other covariate mass is zero. Since ϵ ∈ [ϵ, 1 − ϵ], Definition 4 gives

P+, P− ∈ Md,ϵ.

The two occupied contributions in Definition 5 give

τ(P±) =
1

2
(±δ) +

1

2
(±δ) = ±δ.

Finally, summing over outcomes gives

(P±)XA(j, a) =

⎧⎪⎨⎪⎩
ϵ/2, j ∈ {1, 2}, a = 1,

(1 − ϵ)/2, j ∈ {1, 2}, a = 0,

0, j > 2,

which proves (P+)XA = (P−)XA. The null-cell assertions are vacuous when d = 2.

9. Exact divergence at separation 1/8. At δ = 1/8, the treated success and failure masses
in each occupied cell under P+ are 5ϵ/16 and 3ϵ/16, respectively; under P− they are
exchanged. The control terms have likelihood ratio one, and the null cells have zero
contribution. Therefore, for each j = 1, 2,∑︂

a,y

P+(j, a, y) log
P+(j, a, y)

P−(j, a, y)
=

5ϵ

16
log

5

3
+

3ϵ

16
log

3

5

=
ϵ

8
log

5

3
,

using log(3/5) = − log(5/3). Summing the two occupied-cell contributions proves

D(P+∥P−) =
∑︂

z:P+(z)>0

P+(z) log
P+(z)

P−(z)
=
ϵ

4
log

5

3
.
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Proof of Proposition 1. We first establish the quantitative experiment comparison, then prove
the remaining assertions in their stated order. Throughout, the public indices satisfy the ranges
in the statement. We use the cell quantities

P (j, a, y) = P (X = j, A = a, Y = y),

saj(P ) =
1∑︂

y=0

P (j, a, y), qaj(P ) = P (j, a, 1),

pj(P ) = s0j(P ) + s1j(P ), µaj(P ) =

{︄
qaj(P )/saj(P ), saj(P ) > 0,

0, saj(P ) = 0,

j ∈ {1, . . . , d}, a, y ∈ {0, 1}.

Since the conditional means belong to [0, 1], Definition 5 gives

−1 =
∑︂
j

pj(P )(−1) ≤ τ(P ) ≤
∑︂
j

pj(P ) = 1.

The laws supplied by Theorem 2 make the model class nonempty. Both rule classes contain the
zero rule, and every clipped rule has squared loss between zero and four. Thus the suprema and
infima used below are finite.

1. Comparison of experiments. Fix an original-record rule T . For every real table s′ =
(s′aj)j,a ∈ R2d and auxiliary array V = ((Xaux

i , Aaux
i ))mi=1 ∈ ({1, . . . , d} × {0, 1})m, define

ωs′(V) =

m∏︂
i=1

s′Aaux
i ,Xaux

i
,

and, for every complete-record array L and every useed ∈ R, define

T av(L, s′, useed) = clip[−1,1]

(︄∑︂
V
ωs′(V)T ((L,V), useed)

)︄
.

Here clipping is as in Definition 10. The sum is finite, its weights are polynomials in the
supplied entries, and clipping makes this a Borel rule with values in [−1, 1] on the entire
real table space.

At the true table s(P ) = (saj(P ))j,a, product sampling gives

ωs(P )(V) = P⊗m
XA ({V}), ωs(P )(V) ≥ 0,

∑︂
V
ωs(P )(V) = 1.

Consequently the average already lies in [−1, 1], and convexity of squared loss yields(︁
T av(L, s(P ), useed) − τ(P )

)︁2 ≤∑︂
V
ωs(P )(V)

(︁
T ((L,V), useed) − τ(P )

)︁2
.

Integrating over L and the independent seed gives

EP⊗n⊗Uniform[0,1]

[︁
(T av(L, s(P ), U) − τ(P ))2

]︁
≤ EP⊗n⊗P⊗m

XA ⊗Uniform[0,1]

[︁
(T ((L,V), U) − τ(P ))2

]︁
.

For m = 0, the auxiliary-array space contains the single empty array, whose weight is the
empty product 1; the same argument applies. Taking suprema over P and infima over T
proves

RK(n, d, ϵ) ≤ R(n,m, d, ϵ).
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The zero rule and nonnegativity of squared loss also give

0 ≤ RK(n, d, ϵ) ≤ R(n,m, d, ϵ) ≤ 1,

and hence
0 ≤ R(n,m, d, ϵ) −RK(n, d, ϵ) ≤ 1.

For the reverse quantitative bound, assume m ≥ 1. Define the empirical and adjusted
auxiliary tables by

˜︁saj =
1

m

m∑︂
i=1

1{Xaux
i = j, Aaux

i = a},

˜︁pj = ˜︁s0j + ˜︁s1j ,ˆ︁s1j = min{(1 − ϵ)˜︁pj ,max{ϵ˜︁pj , ˜︁s1j}},ˆ︁s0j = ˜︁pj − ˆ︁s1j .
Because 0 < ϵ ≤ 1/4, the two clipping endpoints are ordered. Thus

ˆ︁saj ≥ 0,
∑︂
j,a

ˆ︁saj = 1, ϵ(ˆ︁s0j + ˆ︁s1j) ≤ ˆ︁s1j ≤ (1 − ϵ)(ˆ︁s0j + ˆ︁s1j).
In an empty empirical cell, all four empirical and adjusted arm entries are zero. The
adjustment is a Borel function of the auxiliary array.

Fix any clipped Borel supplied-table rule TK, and define

T plug((L,V), useed) = TK(L, ˆ︁s(V), useed).

This is an admissible original-record rule, so

R(n,m, d, ϵ) ≤ sup
P∈Md,ϵ

EP⊗n⊗P⊗m
XA ⊗Uniform[0,1]

[︁
(T plug − τ(P ))2

]︁
.

For later use, define its supplied-table counterpart’s maximal risk by

RK(TK) = sup
P ′∈Md,ϵ

E(P ′)⊗n⊗Uniform[0,1]

[︁
(TK(L, s(P ′), U) − τ(P ′))2

]︁
, 0 ≤ RK(TK) ≤ 4.

We next bound the risk at a fixed supplied table. For real tables define

∥s′ − s′′∥1 =
d∑︂

j=1

1∑︂
a=0

|s′aj − s′′aj |, s′, s′′ ∈ R2d.

Fix P ∈ Md,ϵ and any table s′ satisfying

s′aj ≥ 0,
∑︂
j,a

s′aj = 1, ϵ(s′0j + s′1j) ≤ s′1j ≤ (1 − ϵ)(s′0j + s′1j).

Define a replacement law by the atoms

P s′(j, a, 1) = s′ajµaj(P ), P s′(j, a, 0) = s′aj(1 − µaj(P )).
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These atoms are nonnegative and sum to one. Its marginal and cell masses are

saj(P
s′) = s′aj , pj(P

s′) = s′0j + s′1j .

On every occupied replacement cell, division of the displayed legality inequalities by its
cell mass proves the overlap restriction. Thus

P s′ ∈ Md,ϵ.

Moreover, both replacement arm masses are positive in an occupied cell, so

µaj(P
s′) = µaj(P ) whenever pj(P

s′) > 0.

In a null replacement cell the cell-weighted means vanish. Originally null arms have in-
herited mean zero by the stated convention.

The original atoms factor in the same way:

P (j, a, 1) = saj(P )µaj(P ), P (j, a, 0) = saj(P )(1 − µaj(P )).

For a null original arm, both atoms are zero, which verifies these identities there as well.
It follows that∑︂

j,a,y

|P (j, a, y) − P s′(j, a, y)| =
∑︂
j,a

|saj(P ) − s′aj |{µaj(P ) + 1 − µaj(P )}

= ∥s(P ) − s′∥1.

For finite probability laws, use

TV(ν1, ν2) =
1

2

∑︂
z

|ν1(z) − ν2(z)|,

where the sum ranges over their common finite atom space. Therefore

TV(P, P s′) ≤ 1

2
∥s(P ) − s′∥1.

The replacement target is

τ(P s′) =
∑︂
j

(s′0j + s′1j){µ1j(P ) − µ0j(P )},

and the contrast bound |µ1j(P ) − µ0j(P )| ≤ 1 gives

|τ(P ) − τ(P s′)| ≤
∑︂
j

|pj(P ) − (s′0j + s′1j)|

≤
∑︂
j,a

|saj(P ) − s′aj | = ∥s(P ) − s′∥1.

The product-distance bound is

TV(ν⊗n
1 , ν⊗n

2 ) ≤ nTV(ν1, ν2).
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Indeed, the empty products have distance zero, and the triangle inequality, inserting ν2 ⊗
ν⊗k
1 , gives

TV(ν
⊗(k+1)
1 , ν

⊗(k+1)
2 ) ≤ TV(ν1, ν2) + TV(ν⊗k

1 , ν⊗k
2 ), k ≥ 0.

Here a common independent probability factor preserves total variation: integration over
its sections proves the upper inequality, and cylinder events prove the reverse inequality.
In particular,

TV
(︂
P⊗n ⊗ Uniform[0, 1], (P s′)⊗n ⊗ Uniform[0, 1]

)︂
= TV(P⊗n, (P s′)⊗n) ≤ n

2
∥s(P ) − s′∥1.

Squared loss is in [0, 4]. After integrating over the common seed, summing the loss against
the positive and negative atom-mass differences bounds its change in expectation by four
times total variation. Hence

EP⊗n⊗Uniform[0,1]

[︁
(TK(L, s′, U) − τ(P ))2

]︁
≤ E(P s′ )⊗n⊗Uniform[0,1]

[︁
(TK(L, s′, U) − τ(P ))2

]︁
+ 2n∥s(P ) − s′∥1.

For every realization, the rule and both targets lie in [−1, 1], so⃓⃓⃓
(TK(L, s′, U) − τ(P ))2 − (TK(L, s′, U) − τ(P s′))2

⃓⃓⃓
= |τ(P ) − τ(P s′)|

⃓⃓⃓
2TK(L, s′, U) − τ(P ) − τ(P s′)

⃓⃓⃓
≤ 4|τ(P ) − τ(P s′)| ≤ 4∥s(P ) − s′∥1.

Integrating this inequality under the replacement law, whose true marginal is s′, and
combining the two bounds proves

EP⊗n⊗Uniform[0,1]

[︁
(TK(L, s′, U) − τ(P ))2

]︁
≤ RK(TK) + (2n+ 4)∥s(P ) − s′∥1.

It remains to control the expected adjusted-table error. Define

∆aux
j = |˜︁s0j − s0j(P )| + |˜︁s1j − s1j(P )|.

The population overlap restriction gives

ϵs0j(P ) − (1 − ϵ)s1j(P ) ≤ 0, ϵs1j(P ) − (1 − ϵ)s0j(P ) ≤ 0.

If ˜︁s1j ≤ ϵ˜︁pj , the treated entry moves to the lower endpoint and

|ˆ︁s1j − ˜︁s1j | = ϵ˜︁s0j − (1 − ϵ)˜︁s1j
≤ ϵ|˜︁s0j − s0j(P )| + (1 − ϵ)|˜︁s1j − s1j(P )|
≤ ∆aux

j .

Otherwise, if (1 − ϵ)˜︁pj ≤ ˜︁s1j , it moves to the upper endpoint and

|ˆ︁s1j − ˜︁s1j | = ϵ˜︁s1j − (1 − ϵ)˜︁s0j
≤ ϵ|˜︁s1j − s1j(P )| + (1 − ϵ)|˜︁s0j − s0j(P )|
≤ ∆aux

j .
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In the remaining case the entry is unchanged. The control entry moves by the opposite
amount, and the triangle inequality consequently gives

|ˆ︁s0j − s0j(P )| + |ˆ︁s1j − s1j(P )|
≤ ∆aux

j + 2|ˆ︁s1j − ˜︁s1j | ≤ 3∆aux
j .

Summing over cells proves

∥ˆ︁s− s(P )∥1 ≤ 3∥˜︁s− s(P )∥1.

Under P⊗m
XA , expanding the empirical-coordinate square into its diagonal and off-diagonal

terms gives
E˜︁saj = saj(P ),

E˜︁s 2aj =
saj(P )

m
+
m− 1

m
saj(P )2,

E(˜︁saj − saj(P ))2 =
saj(P ) − saj(P )2

m
.

Cauchy–Schwarz for the 2d coordinates yields

∥˜︁s− s(P )∥21 ≤ 2d
∑︂
j,a

(˜︁saj − saj(P ))2.

Using the coordinate identity and
∑︁

j,a saj(P ) = 1, we obtain

E∥˜︁s− s(P )∥21 ≤
2d

m

∑︂
j,a

{saj(P ) − saj(P )2}

≤ 2d

m
.

Nonnegative variance then gives(︁
E∥˜︁s− s(P )∥1

)︁2 ≤ E∥˜︁s− s(P )∥21 ≤
2d

m
,

and therefore

E∥ˆ︁s− s(P )∥1 ≤ 3E∥˜︁s− s(P )∥1 ≤ 3

√︃
2d

m
.

Product sampling expresses the plug-in risk as the auxiliary average of its fixed-table risk.
Applying the fixed-table bound at s′ = ˆ︁s(V) gives

EP⊗n⊗P⊗m
XA ⊗Uniform[0,1]

[︁
(T plug − τ(P ))2

]︁
≤ RK(TK) + (2n+ 4)EP⊗m

XA
∥ˆ︁s− s(P )∥1

≤ RK(TK) + 6(n+ 2)

√︃
2d

m
.

This holds uniformly in P . Consequently, for every admissible TK,

R(n,m, d, ϵ) − 6(n+ 2)

√︃
2d

m
≤ RK(TK).
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Taking the infimum over all supplied-table rules, as in Definition 8, proves

R(n,m, d, ϵ) ≤ RK(n, d, ϵ) + 6(n+ 2)

√︃
2d

m
.

Combining this with the earlier difference bounds establishes

0 ≤ R(n,m, d, ϵ) −RK(n, d, ϵ) ≤ min

{︄
1, 6(n+ 2)

√︃
2d

m

}︄
.

2. Fixed-overlap benchmark. Fix 0 < ϵ ≤ 1/4, and define

N = n+m, ℓ = log(exp(1) + nϵ), Λn = log(exp(1)n) = 1 + logn,

Klog = 2 + log(1/ϵ), Bc = max
{︂

1,
(︁
max{ϵ−1,Klog/ϵ}

)︁2}︂
.

These are positive, with Bc ≥ 1. We first compare the logarithms. Since n ≥ 1 and nϵ > 0,

1 ≤ ℓ.

The elementary inequality exp(1) > 2 implies exp(1) + 1 ≤ exp(2). Hence

exp(1) + nϵ ≤ (exp(1) + 1)n ≤ exp(2)n,

so
ℓ ≤ 2 + logn ≤ 2Λn.

Also,

n ≤ exp(1) + nϵ

ϵ
=⇒ log n ≤ ℓ+ log(1/ϵ).

Since ℓ ≥ 1 and log(1/ϵ) ≥ 0, this gives

Λn ≤ 1 + ℓ+ log(1/ϵ) ≤ Klogℓ.

The upper logarithmic bound and ϵ ≤ 1/4 imply

ϵℓ ≤ 2ϵΛn ≤ Λn.

Together with Λn ≤ Klogℓ, positivity of the denominators yields

d

NΛn
≤ d

Nϵℓ
≤
Klog

ϵ

d

NΛn
.

The chosen constant satisfies

ϵ−1 ≤ max{ϵ−1,Klog/ϵ} ≤
(︁
max{ϵ−1,Klog/ϵ}

)︁2 ≤ Bc, (Klog/ϵ)
2 ≤ Bc,

where the middle inequality uses ϵ−1 ≥ 1. Define the uncapped quantities

zfix =
1

n
+

(︃
d

NΛn

)︃2

, zrate =
1

nϵ
+

(︃
d

Nϵℓ

)︃2

.
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The preceding bounds give

zfix ≤ zrate ≤ Bc

{︄
1

n
+

(︃
d

NΛn

)︃2
}︄

= Bczfix.

Finally, because Bc ≥ 1,

f(n,m, d) = min{1, zfix} ≤ min{1, zrate} = r(n,m, d, ϵ),

r(n,m, d, ϵ) ≤ min{1, Bczfix} ≤ Bc min{1, zfix} = Bcf(n,m, d).

Thus the first assertion holds with a = 1 and the displayed Bc, which depends only on ϵ.

3. Rare-label benchmarks. Let clab > 0 be the numerical constant supplied by Theorem 2,
and let CB > 0 be the numerical constant supplied by Theorem 3. Choose

c = clab, C = max{5CB, 2}.

The rare-label bounds give

c b(n, ϵ) ≤ R(n,m, 2, ϵ), c b(n, ϵ) ≤ RK(n, d, ϵ).

The baseline is an admissible clipped Borel rule by Theorem 3. Taking its worst-case risk
and then the minimax infimum gives

R(n,m, 2, ϵ) ≤ CB min

{︄
1,

1

nϵ
+

(︃
2

(n+m)ϵ

)︃2
}︄
.

Set
S = nϵ.

Since (n+m)ϵ ≥ S > 0, if S ≥ 1, then

1

S
+

(︃
2

(n+m)ϵ

)︃2

≤ 1

S
+

4

S2
≤ 5

S
, b(n, ϵ) = S−1.

If S < 1, then b(n, ϵ) = 1, and the capped baseline quantity is at most 1 ≤ 5b(n, ϵ). Thus
in both cases

R(n,m, 2, ϵ) ≤ 5CBb(n, ϵ) ≤ Cb(n, ϵ).

For the supplied-table upper bound, define, for every real table s′ and every observation
(j, a, y),

GK
s′(j, a, y) = (2a− 1)y

s′0j + s′1j
s′aj

, s′ ∈ R2d, j ∈ {1, . . . , d}, a, y ∈ {0, 1}.

Every quotient with zero denominator in this construction is assigned zero. Define the
total rule

T IP(L, s′, useed) =

⎧⎪⎪⎨⎪⎪⎩
0, S < 1,

clip[−1,1]

(︄
1

n

n∑︂
i=1

GK
s′(Xi, Ai, Yi)

)︄
, S ≥ 1,

useed ∈ R.
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The totalized quotients are Borel functions, and clipping makes the rule admissible on
every ambient table.

At the true table, finite summation gives

EPG
K
s(P )(X,A, Y ) =

∑︂
j

pj(P ){µ1j(P ) − µ0j(P )} = τ(P ).

For each arm, the second-moment contribution obeys

qaj(P )

(︃
pj(P )

saj(P )

)︃2

≤ pj(P )

ϵ
.

Indeed, when saj(P ) = 0, the left side is zero. Otherwise, qaj(P ) ≤ saj(P ) and overlap
gives saj(P ) ≥ ϵpj(P ), so

qaj(P )

(︃
pj(P )

saj(P )

)︃2

≤ saj(P )

(︃
pj(P )

saj(P )

)︃2

= pj(P )
pj(P )

saj(P )
≤ pj(P )

ϵ
.

Summing both arms and all cells therefore yields

EP

[︁
GK

s(P )(X,A, Y )2
]︁

=
∑︂
j,a

qaj(P )

(︃
pj(P )

saj(P )

)︃2

≤ 2

ϵ
.

Define the un-clipped sample mean by

G
K
P (L) =

1

n

n∑︂
i=1

GK
s(P )(Xi, Ai, Yi).

Independence of the complete records gives

EP⊗n

[︁
(G

K
P − τ(P ))2

]︁
= VarP⊗n(G

K
P )

=
1

n
VarP (GK

s(P ))

≤ 1

n
EP [(GK

s(P ))
2] ≤ 2

nϵ
.

Clipping satisfies(︁
clip[−1,1](xmean) − xtarget

)︁2 ≤ (xmean − xtarget)
2, xmean ∈ R, xtarget ∈ [−1, 1].

For xmean < −1, moving it to −1 decreases its distance to the target; for xmean > 1, moving
it to 1 does the same; and on [−1, 1] clipping is the identity. Consequently, when S ≥ 1,
the supplied-table rule has risk at most 2/S = 2b(n, ϵ). When S < 1, its zero branch has
risk

τ(P )2 ≤ 1 ≤ 2b(n, ϵ).

Taking suprema and the supplied-table rule infimum proves

RK(n, d, ϵ) ≤ 2b(n, ϵ) ≤ Cb(n, ϵ).

The chosen c, C are positive numerical constants common to both benchmark comparisons.
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4. Limit along auxiliary sample sizes. Fix n, d, ϵ in the stated range. Along integer m→ ∞,

m−1 −→ 0,
2d

m
−→ 0, 6(n+ 2)

√︃
2d

m
−→ 0,

where the last implication uses continuity of the square root at zero. For every m ≥ 1, the
comparison already established gives

0 ≤ R(n,m, d, ϵ) −RK(n, d, ϵ) ≤ 6(n+ 2)

√︃
2d

m
.

The squeeze theorem therefore yields

R(n,m, d, ϵ) −RK(n, d, ϵ) −→ 0.

Adding the fixed value RK(n, d, ϵ) proves the asserted limit.

5. Bounded rare-label scale. Fix M0 > 0, and use the numerical constant clab > 0 from
Theorem 2. Define

κ =
clab

max{1,M0}
> 0.

If S = nϵ ≤M0, then S > 0 and

1

max{1,M0}
≤ 1,

1

max{1,M0}
≤ 1

S
.

Taking the minimum of the two right sides gives

1

max{1,M0}
≤ min{1, S−1} = b(n, ϵ).

The rare-label risk floor now implies

κ ≤ clabb(n, ϵ) ≤ R(n,m, d, ϵ).

This constant depends only on M0, as required.

Proof of Theorem 3. For admissible n,m, d, ϵ and P ∈ Md,ϵ, define

ρB =
1

nϵ
+

(︃
d

(n+m)ϵ

)︃2

, RB(P ) = EP

[︂(︁
TB(D) − τ(P )

)︁2]︂
.

The conditional outcome means belong to [0, 1], while the covariate masses are nonnegative and
sum to one. Thus Definition 5 gives

−1 =

d∑︂
j=1

pj(P )(−1) ≤ τ(P ) ≤
d∑︂

j=1

pj(P ) = 1.

We first establish an uncapped risk bound for n ≥ 6.

113



1. Set, as in Algorithm 2,

ho = ⌊n/2⌋, hm = n− ho +m, uB = ho/8, tB = hm/8.

Both pool lengths and both prefix means are positive. By Assumption 2, the outcome
pool and the marginal pool are independent, with respective laws

P⊗ho and P⊗hm
XA .

Indeed, the marginal pool uses projections of complete records disjoint from the outcome
pool, followed by the independent auxiliary records.

Extend these pools by independent iid continuations, and write

So =
(︁
(Xo

i , A
o
i , Y

o
i )
)︁
i≥1

∼ P⊗N, Sm =
(︁
(Xm

i , A
m
i )
)︁
i≥1

∼ P⊗N
XA.

Independently of these sequences, take independent prefix lengths

Jo ∼ Poi(uB), Jm ∼ Poi(tB),

where Poi(λ) is the Poisson probability law with mean λ. Define the complete-atom and
marginal-atom counts by

No
jay =

Jo∑︂
i=1

1{Xo
i = j, Ao

i = a, Y o
i = y}, Nm

ja =

Jm∑︂
i=1

1{Xm
i = j, Am

i = a},

for j ∈ {1, . . . , d} and a, y ∈ {0, 1}; empty sums equal zero.

For a nonnegative integer array c = (cjay), put

|c| =
∑︂
j,a,y

cjay.

Conditioning on the outcome-prefix length gives its Poisson probability multiplied by the
multinomial probability:

Pr
(︁
(No

jay) = c
)︁

= e−uB
u
|c|
B

|c|!
|c|!∏︁

j,a,y cjay!

∏︂
j,a,y

P (X = j, A = a, Y = y)cjay

=
∏︂
j,a,y

e−uBP (X=j,A=a,Y=y)

(︁
uBP (X = j, A = a, Y = y)

)︁cjay
cjay!

.

Here 00 = 1. The same calculation for a nonnegative integer array k = (kja) gives

Pr
(︁
(Nm

ja) = k
)︁

=
∏︂
j,a

e−tBsaj(P )

(︁
tBsaj(P )

)︁kja
kja!

.

Consequently, the atom counts within each pool are independent Poisson variables, and
independence of the pools gives independence across the two collections.

In particular, define
ZB
aj = No

ja1, KB
aj = Nm

ja.

114



Then
ZB
aj ∼ Poi

(︁
uBqaj(P )

)︁
, KB

aj ∼ Poi
(︁
tBsaj(P )

)︁
.

For each fixed arm a, the collection(︁
ZB
aj ,K

B
aj ,K

B
1−a,j

)︁d
j=1

is mutually independent. These conclusions include zero-mass cells, whose counts equal
zero almost surely.

2. Define the arm totals, their population targets, and the clipped Poisson-prefix contrast by

HB
sum,a =

d∑︂
j=1

ZB
aj

uB

(︄
1 +

KB
1−a,j

KB
aj + 1

)︄
, ψa =

d∑︂
j=1

pj(P )µaj(P ),

TB
Pois = max

{︁
−1, min

{︁
1, HB

sum,1 −HB
sum,0

}︁}︁
.

The count laws and independence just established discharge the hypotheses of Lemma 3.
Let Carm > 0 be its universal variance constant. For each a ∈ {0, 1}, it supplies⃓⃓

EHB
sum,a − ψa

⃓⃓
≤ min

{︃
1,

d

exp(1)tBϵ

}︃
,

Var
(︁
HB

sum,a

)︁
≤ Carm

(︃
1

uBϵ
+

1

tBϵ

)︃
.

The finite arm sums are square-integrable, using Poisson moments and the positive de-
nominators. Expanding squared loss around the mean therefore yields

E
[︂(︁
HB

sum,a − ψa

)︁2]︂
= Var

(︁
HB

sum,a

)︁
+
(︁
EHB

sum,a − ψa

)︁2
≤ Carm

(︃
1

uBϵ
+

1

tBϵ

)︃
+

(︃
d

exp(1)tBϵ

)︃2

.

By Definition 5,
τ(P ) = ψ1 − ψ0.

Projection onto [−1, 1] decreases squared distance to τ(P ). Moreover,(︁
TB
Pois − τ(P )

)︁2 ≤ (︁HB
sum,1 −HB

sum,0 − τ(P )
)︁2

≤ 2
(︁
HB

sum,1 − ψ1

)︁2
+ 2
(︁
HB

sum,0 − ψ0

)︁2
,

where the second inequality follows by expanding the square and using the nonnegativity
of [︁(︁

HB
sum,1 − ψ1

)︁
+
(︁
HB

sum,0 − ψ0

)︁]︁2
.

Set
Cprefix = 4Carm > 0.

Taking expectations gives

E
[︂(︁
TB
Pois − τ(P )

)︁2]︂ ≤ Cprefix

(︃
1

uBϵ
+

1

tBϵ

)︃
+ 4

(︃
d

exp(1)tBϵ

)︃2

.
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3. Define the Poisson risk allowance and the exponential overflow allowance by

AB = Cprefix

(︃
1

uBϵ
+

1

tBϵ

)︃
+ 4

(︃
d

exp(1)tBϵ

)︃2

, EB = e−ho + e−hm .

Both are nonnegative. The clipped prefix statistic is measurable and takes values in [−1, 1],
including on empty prefixes. The target also belongs to this interval. Thus the two positive,
independent iid pools satisfy the hypotheses of Lemma 4.

More explicitly, writing S1:h for the first h records of a sequence, define

TB
fin = E

[︂
TB
Pois1{Jo ≤ ho, Jm ≤ hm}

⃓⃓⃓
S1:ho
o ,S1:hm

m

]︂
.

Expanding this conditional expectation over the independent Poisson lengths gives exactly
the finite average in Algorithm 2, with zero output on overflow. Hence, after forming the
pools from the original records,

TB(D) = TB
fin, RB(P ) = E

[︂(︁
TB
fin − τ(P )

)︁2]︂
.

Integration over the independent seed leaves this risk unchanged.

The transfer bound in Lemma 4, with its nonnegative overflow allowance enlarged by a
factor of four, now gives

RB(P ) ≤ E
[︂(︁
TB
Pois − τ(P )

)︁2]︂
+ 4EB

≤ Cprefix

(︃
1

uBϵ
+

1

tBϵ

)︃
+ 4

(︃
d

exp(1)tBϵ

)︃2

+ 4
(︂
e−ho + e−hm

)︂
= AB + 4EB.

4. The integer pool sizes satisfy

n ≤ 3⌊n/2⌋, n+m ≤ 2
(︁
n− ⌊n/2⌋ +m

)︁
,

because n ≥ 6 and m ≥ 0. Consequently,

ho ≥
n

3
, hm ≥ n+m

2
,

and therefore
1

uBϵ
≤ 24

nϵ
,

1

tBϵ
≤ 16

nϵ
.

Also, exp(1) ≥ 1 and tB ≥ (n+m)/16, so

d

exp(1)tBϵ
≤ 16

d

(n+m)ϵ
.

For the overflow allowance, both pool sizes are at least n/3, giving

EB ≤ 2e−n/3.
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The elementary bound xe−x ≤ e−1, obtained by maximizing xe−x, together with ϵ ≤ 1/4,
yields

(nϵ) 2e−n/3 ≤ n

2
e−n/3 =

3

2

(︂n
3
e−n/3

)︂
≤ 3

2
e−1 ≤ 2.

Since nϵ > 0, this proves

EB ≤ 2

nϵ
.

Combining these estimates gives

AB + EB ≤
40Cprefix + 2

nϵ
+ 1024

(︃
d

(n+m)ϵ

)︃2

≤ (40Cprefix + 1026)ρB.

5. Define
Clarge = 4(40Cprefix + 1026) > 0.

Using AB ≥ 0, the preceding bounds imply, for every n ≥ 6,

RB(P ) ≤ AB + 4EB
≤ 4(AB + EB)

≤ ClargeρB.

The constants used here are universal.

6. Choose the final constant
C = max{Clarge, 4} > 0.

For all admissible sample sizes, the rule in Algorithm 2 is measurable: the small-sample
branch is constant, and the remaining branch is a finite sum of measurable count functions
with positive denominators.

To check its range directly, for n ≥ 6 define

wB(h′, h′′) = e−uB−tB
uh

′
B

h′!

th
′′

B

h′′!
, 0 ≤ h′ ≤ ho, 0 ≤ h′′ ≤ hm.

These weights are nonnegative and satisfy

ho∑︂
h′=0

hm∑︂
h′′=0

wB(h′, h′′) = Pr(Jo ≤ ho) Pr(Jm ≤ hm) ≤ 1.

Every clipped prefix value belongs to [−1, 1]. Thus

−1 ≤ −
∑︂
h′,h′′

wB(h′, h′′) ≤ TB(D) ≤
∑︂
h′,h′′

wB(h′, h′′) ≤ 1.

For n < 6, the rule equals zero, so the same range conclusion holds.

117



7. Suppose 1 ≤ n < 6. The zero rule has risk

RB(P ) = τ(P )2 ≤ 1.

Moreover,

0 < nϵ ≤ 5

4
,

1

nϵ
≥ 4

5
, min{1, ρB} ≥ 4

5
.

It follows that
RB(P ) ≤ 1 ≤ 2 min{1, ρB} ≤ C min{1, ρB},

using C ≥ 4 and the nonnegativity of the capped rate.

8. Finally, suppose n ≥ 6. If ρB ≥ 1, the estimator and target both belong to [−1, 1], so(︁
TB(D) − τ(P )

)︁2 ≤ 4

for every realization. Hence

RB(P ) ≤ 4 ≤ C = C min{1, ρB}.

If ρB < 1, the uncapped bound established above gives

RB(P ) ≤ ClargeρB ≤ CρB = C min{1, ρB}.

These cases cover every admissible experiment and every P ∈ Md,ϵ, with the same positive
universal constant C.

Proof of Theorem 4. 1. Uniform risk comparison. By Theorem 1, there are numerical con-
stants 0 < cF ≤ CF <∞ such that, throughout the allowed public index range,

cFr(n,m, d, ϵ) ≤ R(n,m, d, ϵ) ≤ CFr(n,m, d, ϵ),

where r is defined in Definition 9.

Fix an allowed sequence v, and write

Sk = nkϵk, Nk = nk +mk, ℓk = log(exp(1) + Sk),

Rk = R(nk,mk, dk, ϵk), rk = r(nk,mk, dk, ϵk),

bk = b(nk, ϵk) = min{1, S−1
k }, zk =

dk
Nkϵkℓk

.

The public restrictions give Sk > 0, Nk > 0, and ℓk > 0. Consequently,

zk > 0, rk = min{1, S−1
k + z2k} > 0, 0 < cFrk ≤ Rk ≤ CFrk.

The same comparison and positivity apply at every auxiliary budget, including zero.
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2. Consistency. The comparison gives

0 ≤ rk ≤ Rk

cF
, 0 ≤ Rk ≤ CFrk,

so Rk → 0 if and only if rk → 0. If rk → 0, then eventually rk < 1, and hence

rk = S−1
k + z2k.

Both summands are nonnegative, so

0 < S−1
k ≤ rk −→ 0, 0 ≤ z2k ≤ rk −→ 0.

Taking reciprocals in the first limit and nonnegative square roots in the second yields
Sk → ∞ and zk → 0. Conversely, these two limits imply

0 ≤ rk ≤ S−1
k + z2k −→ 0.

Since Nkϵkℓk > 0,
zk −→ 0 ⇐⇒ dk = o(Nkϵkℓk).

Together with Definition 12, this proves the consistency characterization.

3. Oracle membership. Suppose Sk → ∞. Then eventually Sk ≥ 1, and

bk = S−1
k .

By Definition 12, the remaining oracle condition is eventual boundedness above of Rk/bk.

First suppose that, for some real constant Mor,

Rk

bk
≤Mor

eventually. Define

Kor =
max{Mor, 1}

cF
> 0.

The lower comparison then gives, eventually,

cFrk ≤ Rk ≤ max{Mor, 1}
Sk

, rk ≤ Kor

Sk
.

Eventually Sk > Kor, so rk < 1 and its cap is inactive. Thus

1 + Skz
2
k = Skrk ≤ Kor, (zk

√︁
Sk)2 ≤ Kor.

All factors are nonnegative, and therefore

zk
√︁
Sk ≤

√︁
Kor, dk ≤

√︁
Kor

Nkϵkℓk√
Sk

eventually. This is the required big-O condition.

119



Conversely, that big-O condition supplies a constant Kdim > 0 such that eventually

dk ≤ Kdim
Nkϵkℓk√

Sk
.

Multiplication by the positive factor
√
Sk/(Nkϵkℓk) gives

zk
√︁
Sk ≤ Kdim, Skz

2
k ≤ K2

dim.

Consequently,

rk ≤ S−1
k + z2k ≤

1 +K2
dim

Sk
,

Rk

bk
≤ CF(1 +K2

dim)

eventually. This proves the oracle equivalence.

4. Necessary conditions for improvement. Define the supervised risk, supervised rate, and
rate ratio by

Rsup,k = R(nk, 0, dk, ϵk), rsup,k = r(nk, 0, dk, ϵk), ρk =
rk

rsup,k
.

Their denominators are positive. Applying the uniform comparison at both auxiliary
budgets gives

cF
CF

ρk ≤ Rk

Rsup,k
≤ CF

cF
ρk.

Indeed, the left inequality follows by dividing Rk ≥ cFrk by Rsup,k ≤ CFrsup,k; the right
inequality follows from the opposite two bounds. Squeezing therefore yields

v ∈ I ⇐⇒ ρk −→ 0.

Assume ρk → 0. Since 0 < rsup,k ≤ 1,

0 ≤ rk = ρkrsup,k ≤ ρk −→ 0.

The consistency calculation gives Sk → ∞.

Introduce, for every k,

ξk =
dk
Skℓk

> 0, ηk =
Nk

nk
> 0, alab,k = S−1

k > 0, tcap,k = min{1, ξ2k} > 0.

The identity Nkϵk = ηkSk gives

rk = min{1, alab,k + (ξk/ηk)2}, rsup,k = min{1, alab,k + ξ2k}.

Eventually Sk ≥ 1 and 0 ≤ ρk ≤ 1/2. For such k,

alab,k ≤ 1, rk = ρkrsup,k ≤ ρk ≤ 1

2
.

Hence the cap in rk is inactive:

rk = alab,k + (ξk/ηk)2.
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In particular,

alab,k ≤ rk = ρkrsup,k ≤ ρk(alab,k + ξ2k) ≤ 1

2
(alab,k + ξ2k).

It follows that

alab,k ≤ ξ2k,
1

2
alab,k ≤ (1 − ρk)alab,k ≤ ρkξ

2
k.

Using (
√
Sk)2 = Sk, we obtain the first inverse-square bound:

(
√︁
Skξk)−2 =

alab,k
ξ2k

≤ 2ρk.

For the second bound, the cap satisfies, for every k,

tcap,k ≤ rsup,k ≤ tcap,k + alab,k.

The lower bound follows by increasing the second argument of the minimum. For the
upper bound, if ξ2k ≤ 1, then

rsup,k ≤ alab,k + ξ2k = alab,k + tcap,k;

if ξ2k > 1, then
rsup,k ≤ 1 = tcap,k ≤ tcap,k + alab,k.

For the eventual indices under consideration, alab,k ≤ 1 and alab,k ≤ ξ2k, so

alab,k ≤ tcap,k, rsup,k ≤ 2tcap,k.

Thus
(ξk/ηk)2 ≤ rk = ρkrsup,k ≤ 2ρktcap,k.

The exact budget identity is

(ξk/ηk)2

tcap,k
=

(︃
max{1, ξk}

ηk

)︃2

=

(︃
ηk

max{1, ξk}

)︃−2

.

If ξk ≤ 1, the first two expressions both equal η−2
k ; if ξk > 1, they both equal (ξk/ηk)2.

Therefore, (︃
ηk

max{1, ξk}

)︃−2

≤ 2ρk.

Both inverse squares tend to zero. Taking positive square roots and then reciprocals gives√︁
Skξk −→ ∞,

ηk
max{1, ξk}

−→ ∞.

Finally, √︁
Skξk =

dk√
Skℓk

,
ηk

max{1, ξk}
=

Nk/nk
max{1, dk/(Skℓk)}

,

which proves all three necessary limits.
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5. Sufficient conditions for improvement. Suppose the three limits in the claimed improve-
ment characterization hold. In the notation just defined, they are

Sk −→ ∞,
√︁
Skξk −→ ∞,

ηk
max{1, ξk}

−→ ∞.

For every k, positivity and tcap,k ≤ rsup,k give

0 ≤ ρk ≤
alab,k + (ξk/ηk)2

tcap,k
=
alab,k
tcap,k

+
(ξk/ηk)2

tcap,k
.

The first quotient satisfies

alab,k
tcap,k

=

{︄
(
√
Skξk)−2, ξ2k ≤ 1,

S−1
k , ξ2k > 1,

≤ S−1
k + (

√︁
Skξk)−2.

Combining this with the budget identity yields

0 ≤ ρk ≤ S−1
k + (

√︁
Skξk)−2 +

(︃
ηk

max{1, ξk}

)︃−2

−→ 0.

The risk-ratio comparison then proves v ∈ I.

6. The supervised slice. If mk = 0 for every k, then

Nkϵk = Sk,
Nkϵkℓk√

Sk
=
Skℓk√
Sk

=
√︁
Skℓk,

where the final equality uses Sk = (
√
Sk)2 and

√
Sk > 0. Substitution into the consistency

and oracle characterizations gives the two stated supervised conditions.

Moreover, Rsup,k = Rk > 0, so

Rk

Rsup,k
= 1 for every k.

Its limit is 1, and hence v /∈ I.

7. The equivalent oracle budget. For every k and every constant Kbud ≥ 0, multiplication or
division by the positive quantities

√
Sk and ϵkℓk gives

dk ≤ Kbud
Nkϵkℓk√

Sk
⇐⇒ dk

√
Sk

ϵkℓk
≤ KbudNk.

Thus the two eventual inequalities use the same comparison constant, and

dk = O

(︃
Nkϵkℓk√

Sk

)︃
⇐⇒ dk

√
Sk

ϵkℓk
= O(Nk).

Under Sk → ∞, the oracle characterization proves the asserted budget equivalence.
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8. Risk order and the uniform auxiliary-budget floor. For any allowed experiment, increasing
the second argument of the minimum gives

b(n, ϵ) = min{1, (nϵ)−1} ≤ min

{︄
1, (nϵ)−1 +

(︃
d

(n+m)ϵℓ

)︃2
}︄

= r(n,m, d, ϵ).

Hence, for every k and every m′ ∈ N,

cFbk ≤ cFr(nk,m
′, dk, ϵk) ≤ R(nk,m

′, dk, ϵk).

Now let v ∈ O. Choose a real constant Mrisk giving an eventual upper bound for Rk/bk,
and define

Cor = max{Mrisk, 1} > 0.

Since Sk → ∞, eventually bk = S−1
k . On that same tail,

cF
Sk

≤ Rk ≤ Mrisk

Sk
≤ Cor

Sk
.

The lower comparison also gives, on a tail independent of m′,

cF
Sk

≤ R(nk,m
′, dk, ϵk) for every m′ ∈ N.

This proves both oracle risk assertions with a positive lower constant independent of the
auxiliary budget.

9. Single-experiment saturation. Fix an experiment satisfying the stated public restrictions,
and use

N = n+m, S = nϵ, ℓ = log(exp(1) + S).

All three denominator factors are positive. If Nϵℓ ≤ d, then

d

Nϵℓ
≥ 1, S−1 +

(︃
d

Nϵℓ

)︃2

≥ 1, r(n,m, d, ϵ) = 1.

The uniform comparison therefore yields

cF ≤ R(n,m, d, ϵ).

For the upper bound, the laws in Theorem 2 ensure that the model class is nonempty. For
each law P in that class, the binary outcome conditional means lie in [0, 1]. The target
formula in Definition 5 thus gives

|τ(P )| ≤
d∑︂

j=1

pj(P )|µ1j(P ) − µ0j(P )| ≤
d∑︂

j=1

pj(P ) = 1.

Define the constant original-record rule by

Tzero(D, U) = 0

for every data realization and seed. This rule is Borel measurable and takes values in
[−1, 1]. Its squared error is the constant τ(P )2, so Definition 7 gives

R(n,m, d, ϵ) ≤ sup
P∈Md,ϵ

EP

[︁
(Tzero(D, U) − τ(P ))2

]︁
= sup

P∈Md,ϵ

τ(P )2 ≤ 1.

This proves the saturation bounds with the universal constant cF.

123



10. Single-experiment oracle plateau. Suppose

d
√
S

ϵℓ
≤ N.

Multiplication by ϵℓ > 0 and division by Nϵℓ > 0 give

d
√
S ≤ Nϵℓ,

d

Nϵℓ

√
S ≤ 1.

Squaring, using nonnegativity and (
√
S)2 = S, and dividing by S > 0, we obtain(︃
d

Nϵℓ

)︃2

≤ S−1.

If S−1 ≤ 1, then

r(n,m, d, ϵ) ≤ S−1 +

(︃
d

Nϵℓ

)︃2

≤ 2S−1 = 2b(n, ϵ).

If S−1 > 1, then
b(n, ϵ) = 1, r(n,m, d, ϵ) ≤ 1 ≤ 2b(n, ϵ).

Together with the universal lower comparison b(n, ϵ) ≤ r(n,m, d, ϵ), these cases give

cFb(n, ϵ) ≤ R(n,m, d, ϵ) ≤ CFr(n,m, d, ϵ) ≤ 2CFb(n, ϵ).

The constants cF and 2CF are positive and independent of all public indices.
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